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Introduction

The cosmic microwave background (CMB) constitutes one of the most powerful probes
of cosmology available today, as the statistical properties of the pattern of small vari-
ations in the intensity and polarisation of this radiation impose strong constraints on
cosmological structure formation processes in the early universe. The first discovery of
these fluctuations was made by Smoot et al. (1992), and during the last three decades
massive efforts have been spent on producing detailed maps with steadily increasing
sensitivity and precision (e.g., Bennett et al. 2013; de Bernardis et al. 2000; Louis et al.
2017; Sievers et al. 2013; Ogburn et al. 2010; Planck Collaboration I 2020, and references
therein). State-of-the-art full-sky CMB measurements from the Planck satellite, com-
plemented by ground and balloon observations and data from non-CMB cosmological
probes have led to a spectacularly successful cosmological concordance model called
ΛCDM that posits that the Universe was created during a hot Big Bang about 13.8 billion
years ago; that it was seeded by Gaussian random density fluctuations during a brief
period of exponential expansion called inflation; and that it consists of about 5 % bary-
onic matter, 25 % dark matter, and 70 % dark energy. This model is able to describe a
host of cosmological observables with exquisite precision (see e.g. Planck Collaboration
VI 2020), although it leaves much to be desired in terms of theoretical understanding.
Indeed, some of the biggest questions in modern cosmology revolves around under-
standing the physical nature of inflation, dark matter and dark energy, and billions of
dollars and euros are spent on these questions. CMB observations play a key role in all
these studies.

The next major scientific endeavour for the CMB community is the search for pri-
mordial gravitational waves created during the inflationary epoch (e.g., Kamionkowski
& Kovetz 2016). Current theories predict that such gravitational waves should imprint
large-scaleB-mode polarisation in the CMB anisotropies, with a map-domain amplitude
no larger than a few tens of nK on degree angular scales. Detecting such a faint signal
requires at least one or two orders of magnitude higher sensitivity than Planck, and cor-
respondingly more stringent systematics suppression and uncertainty assessment.

Indeed, Planck marked the transition from noise dominated CMB measurements, at
least for temperature anisotropies, to instrumental and foregrounds systematics domi-
nated measurements, necessitating a change of approach in CMB data analysis. Perhaps
the single most important lesson learned in this respect is an understanding of the tight
relationship between instrument characterisation and astrophysical component separa-
tion. Because any current and planned CMB experiment in practice must be calibrated
with in-flight observations of astrophysical sources, the calibration is in practice limited
by our knowledge by the astrophysical sources in question—which also typically must

xiii
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be derived from the same data set. Instrument calibration and component separation
must therefore be performed jointly, and a significant fraction of the full uncertainty
budget arise from degeneracies between the two.

This project addresses this challenge by constructing a complete end-to-end analysis
pipeline for CMB observation into one integrated framework that does not require in-
termediate human intervention. This is the first complete approach to support seamless
end-to-end error propagation for CMB applications, including full marginalisation over
both instrumental and astrophysical uncertainties and their internal degeneracies; see
BeyondPlanck Collaboration (2021); Colombo et al. (2021) for further discussion.

For pragmatic reasons, the current pipeline has so far only been applied to the Planck
LFI observations, which have significantly lower computational requirements and signal-
to-noise ratio than the Planck HFI observations. The cosmological parameter constraints
derived in the following are therefore not competitive in terms of absolute uncertain-
ties as compared with already published Planck constraints. Rather, the present anal-
ysis focuses primarily on general algorithmic aspects, and serves as a first real-world
demonstration of the end-to-end Bayesian framework, serving as a platform for further
development and data integration (Gerakakis et al. 2021).

Within BP, my activity focused on the scientific analysis of CMB products, at map,
power spectrum and cosmological parameters level. More specifically, noting the sen-
sitivity of systematics on large-scale polarisation reconstruction, I used the reionisation
optical depth τ to assess the stability and performance of the BEYONDPLANCK frame-
work, estimating P (τ |d) from Planck LFI and WMAP observations. I also constrained a
basic 6-parameter ΛCDM model, combining the BEYONDPLANCK low-` likelihood with
a high-` Blackwell-Rao CMB temperature likelihood that for the first time covers the
two first acoustic peaks, or ` ≤ 600. Due to LFI angular resolution and sensitivity, I
complemented this with the Planck high-` likelihood to extend the multipole range to
the full Planck resolution, as well as selected external non-CMB data sets. I also studied
different model independent parameterisations to constrain the reionisatio history of the
Universe.

Organizational note

The structure of this thesis will be the following:

In Chapter 1 we will provide an introduction to the early Universe, providing the
theoretical background to understand the ΛCDM model. In particular here we
present the Friedmann-Robertson-Walker (FRW) metric and the Friedmann’s equa-
tions, describing the time evolution of the Universe’s metric. We will also discuss
the evolution of the major components of the Universe, and the physical processes
occurring during the first 300 000 yr after the Big Bang.

In Chapter 2 we discuss the reionisation of the Universe as a physical process oc-
curring at late time in the Universe. Here we also provide the state-of-the-art of
the observations of such a physical process, focusing on its imprinting on the CMB
power spectrum. In this section, we reports my study of different model indepen-
dent parameterisations to describe the reionisation history of the Universe through
the CMB power spectra analysis.

In Chapter 3 we present the BEYONDPLANCK project, which is the main focus of
my Ph.D. thesis; In this chapter we discuss the whole Bayesian end-to-end ap-
proach adopted in the collaboration.
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In Chapter 4 we provide the CMB likelihood implemented for BEYONDPLANCK
data, and the estimates of the ΛCDM cosmological parameters. In this Chapter
is also discussed the error propagation assessment through the BEYONDPLANCK
pipeline.

Chapter 4.3 contains the conclusions and final remarks.





CHAPTER 1

The ΛCDM model

The current understanding of the Universe is based on a wide set of observations, which
together provide insight on its origin, composition, and evolution during the last 13.7
billion of years (Planck Collaboration VI 2020).

The most widely accepted model of the Universe is called ΛCDM. It posits that in the
far past the Universe was very dense, hot and in thermal equilibrium; it underwent an
early phase of accelerated expansion leading to large scale isotropy, homogeneity and
spatial flatness; and that most of the non-relativistic matter does not interact with the
e.m. field. Within the context of this model, the large scale properties and evolution of
the Universe can be predicted as a function of 6 base parameters, whose values need to
be fixed by experimental data. These 6 parameters characterise the composition of the
Universe in terms of baryonic and non-baryonic matter densities, its initial conditions in
terms of the amplitude and the distribution on different scales of the primordial density
perturbation field which grew in time, and produced the cosmic structures; its current
expansion rate; and the formation of the first sources of light in terms of the optical depth
to reionisation (or, in other words, the amount of ionising radiation emitted by such
sources). Current state-of-the-art estimates are based on the Planck satellite measure-
ments, complemented by other cosmological probes, see, e.g. Planck Collaboration VI
(2020) for details. In addition to the base parameters, a variety of additional parameters,
probing extensions to the model and testing the underlying physics, can also be consid-
ered. Among these, the most notable one is the tensor-to-scalar ratio, r, which probes the
amount of primordial tensor perturbations due to an initial exponential expansion of the
Universe, named inflation. Its measurement represents the most important challenge for
CMB experiments today. A summary of the main ΛCDM parameters, along with their
brief description, can be found in Tab. 4.1.

In this chapter, we will focus on the Cosmic Microwave Background; before its for-
mal introduction, we will go through the theoretical framework on which the cosmolog-
ical model is built upon. Therefore, Sect. 1.1 describes the Friedmann-Robertson-Walker
space-time metric, and the Friedmann equations. In Sect. 1.2 are presented the major
components to the cosmological fluid. Their time evolution is described in Sect. 1.3, and
we will finally describe the CMB in Sect. 1.4.

1.1 Dynamics of the Universe

In this section, we will follow the general relativity notation introduced in A.
Current observations suggest the Universe is homogeneous and isotropic on scales

larger than 10 − 100Mpc. Within the context of differential geometry, we can formally
express such property as:

1



2 1.1 Dynamics of the Universe

Definition 1. Space-time is spatially isotropic at each point if there exists a congruence of time-
like curves (namely observers), with tangent uµ, such that: for any point p and two unit spatial
tangent vectors wi1 and wj2 at p, there exists an isometry gµν which leaves p and uµ at p fixed but
rotates wi1 in wj2.

This means that in an isotropic Universe is impossible to construct a geometrically
preferred tangent vector orthogonal to uµ. In an homogeneous and isotropic space-time
the spatial surfaces of homogeneity must be orthogonal to the tangents uµ to the world
lines of the isotropic observers. A space isotropic around any point is necessarily ho-
mogenous as well. The opposite is not true. So, when referring to the isotropic Universe,
it is always also homogeneous.

By virtue of the above stated definition of isotropy, we can give the Cosmological Prin-
ciple: each observer looks at the same Universe. The kinematics of the Universe is based on
a non-stationary and homogeneous three-geometry. Thanks to the isotropy hypothesis,
the metric consists only of the diagonal terms of gij . The line element of the Robertson-
Walker (RW) metric is:

ds2 = dt2 − a2(t) dl2(RW) (1.1)

Here we have introduced the scale factor, a(t), which describes the time evolution of the
spatial line element dl2(RW). In spherical coordinates, the line element reads:

dl2(RW) = h(RW)
µν dx

µ dxν =
dr2

1−Kr2
+ r2

(
dθ2 + sin2 θ dφ2

)
(1.2)

With r, θ and φ being the usual spherical coordinates, while K is the spatial curvature. If
K 6= 0 is always possible to set |K| = 1, and therefore a→ a√

K
≡ acurv , and r → r̄ ≡ Kr.

The term h(RW)
µν gives the Robertson-Walker metric.

We conventionally refer to the cosmic scale factor as the curvature radius of the Uni-
verse acurv , that is a finite quantity for K 6= 0; if K = 0 then acurv → ∞ and the nor-
malisation of the scale factor is arbitrary and gets no physical meaning. Geometrically,
we identify in the sign of K three spatial line elements: an hyper-plane (K = 0), and
hyper-sphere (K = 1) and an hyper-saddle (K = −1).

1.1.1 The Hubble law, the Hubble length and the Cosmological horizon

In this section, I will introduce some quantities useful for cosmography. In the RW met-
ric, the geodesic equation for a particle (considering only the 0-th component) is given
by:

du0

dτ
+
ȧ

a
u2 = 0 (1.3)

Where u2 = a2h(RW)
ij uiuj is the square of the modulus of the spatial velocity. Def. 1

defines a synchronous frame 1, so the normalisation condition for uµ states as (u0)2 =
u2 + 1, and hence we get u0 du0 = u du . Thus, since u0 dτ = dt we can write the Eq. 1.3:

du

dt
+
ȧ

a
u = 0 (1.4)

This equation admits the solution u ∝ a−1. For a particle of mass m0, the modulus
of the three-momentum is p ≡ m0u ∝ a−1. The momentum of a particle is a time-
dependent quantity and, for the expanding Universe, it is redshifted by the underlying

1A synchronous frame is a reference frame in which the time coordinate defines proper time for all co-
moving observers.
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dynamics. We stress that since the differential dτ does not appear in Eq. 1.4, the result
does not depend on the choice of the affine transformation. Therefore, this result holds
even for massless particles, like photons, which satisfy the relation:

ε = p =
2π

λ
∝ 1

a
(1.5)

Where ε is the particle energy and λ its wavelength. For a photon emitted at a given time
te ≡ te(ae) and observed at to ≡ to(ao) > ae, the ratio of the corresponding wavelength
takes the form:

λo
λe

=
ao
ae
≡ 1 + z (1.6)

In an expanding Universe ao > ae and the observed wavelength is larger than the emit-
ted one, i.e. we observe a redshift. The quantity z quantifies the amount of this shift and
is measurable, acting like the scale factor whose variation follows the Universe kinemat-
ics.

In a RW metric we can define a special set of freely-falling observers, called co-
moving or fundamental observers, which are locally at rest with the surrounding (un-
perturbed) matter distribution. The physical distance lphys between two such observers
changes over time according to lphys = a(t)l, where l is the co-moving distance.

Neglecting small proper motions due to a combination of random fluctuations and
local gravitational interactions, we can approximate galaxies as co-moving observers,
following the geodesics on the expanding Universe. Their collective motion defines the
so called Hubble flow, and can be modelled as a perfect fluid of pressure-less particles
freely falling on the expanding frame. The original form of the Hubble law (Hubble
1929) can be derived by considering only the motion of galaxies close to us: r ' 0 and
t ' t0, i.e. for z � 1.

We start by noticing that looking at distant point in the Universe corresponds to look-
ing backward in time. For a time t close to t0, we can expand express the scale factor as:

a(t) = a0 + ȧ|t=t0(t− t0) + ...→ a(t)

a0
≡ 1

1 + z
= 1−H0(t− t0) + ... (1.7)

Where we used the definition of redshift in Eq. 1.6 and we defined the Hubble parame-
ter H(t) = ȧ

a , which measures the logarithmic expansion of the Universe at a given time.
The Hubble constant usually denotes the present value H0 ≡ H(t = t0). Deriving the
Hubble law requires relating the time the photon takes to get from the emission point to
us, t0− t, to the spatial distance between the emission and absorption points. Since for a
photon ds2 = 0: ∫ t0

t

dt

a(t)
=

∫ r

0

dr′√
1−Kr′2

=

 r if K = 0
sin r if K = 1
sinh r if K = −1

(1.8)

Which, in the limit r � 1 is simply equal to r. The spatial curvature can be neglected
when dealing with small values of t− t0, i.e. distances smaller than the curvature radius
of the Universe. Inserting Eq. 1.4 in the left side of the Eq. 1.5 we get, at the first order:

t0 − t = d+ ... (1.9)

d = a0r is the distance of the source today. Using the approximation 1
1+z ' 1− z for

z � 1 we can rewrite the Eq. 1.8:

z = H0d+ ... (1.10)
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In this small scale limit, the cosmological redshift can be interpreted as the Doppler
effect due to the photons being emitted by galaxies receding with physical velocity v ,
leading to the well known expression for the Hubble’s law:

v = H0d (1.11)

Hubble’s law approximately holds up to z ∼ 0.1. Extending it to higher redshifts, i.e.
including higher terms in the expansion 1.8,requires examining the notion of distances
in cosmology and how they can measured. The proper distance between us (r = 0) and
an object at coordinate position r, is defined as d(t) = a(t)r. Unfortunately, this is not
something we can directly measure over cosmological scales.

In order to evaluate H0, we need to know both velocity and distance of the galaxies
we are observing. From redshift measurement we can evaluate the velocity; the calcula-
tion of the distances is more complicated though. Parallax works pretty well for nearby
stars, but it becomes unhandy when we look at high redshift galaxies. In fact, parallax
measurements from Earth are limited by the atmosphere to a maximum angle value of
0.01 ′′. This limits ground based measurements to stars roughly ∼ 100 pc away. Space
telescopes can clearly provide more precise parallax angle measurements, up to 0.001 ′′,
extending the distance range to ∼ 1000 pc. If we consider that our galaxy extends up
to ∼ 30 kpc away, we immediately understand the needing to find a different way to
measure the distance of other galaxies.

We usually refer to standard candles when talking about distances; such astronomical
objects have known intrinsic luminosity (like Supernovae Ia). In Euclidean geometry,
the intrinsic luminosity (L) and the flux (F ) measured by an observer at a distance D
from the source satisfy the usual relation D ∝ (L/F )1/2. By analogy, in a cosmological
context we can define the luminosity distance dL:

dL =

√
L

4πF
(1.12)

In fact, in a flat spacetime dL coincides with d. If we consider the expansion, is possi-
ble to show that, for K = 0:

dL = d(1 + z) (1.13)

The effect of the expanding background is to redshift the flux by the factor 1 + z
for the single photon, and by another 1 + z for the time dilatation between source and
observer.Thus, the flux observed in absence of expansion is F = L/4πa2

0r
2.

Repeating the steps above, one can find that:

H0dL = z +
1

2
(1− q0)z2 + ... (1.14)

where we defined the deceleration parameter of the Universe as:

q0 ≡ −
ä

aH2
|t=t0 (1.15)

The higher order terms are specific to the distance indicator used in the left-hand side
of the equation.

We can now discuss a little more the physical meaning galaxy recession, as expressed
by the Hubble law in Eq. 1.11. Galaxy recession does not represent a physical motion. It
is related to the expansion of the background but in the co-moving reference frame the
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galaxies are fixed. If a gravitational system has enough binding energy, it decouples from
the Hubble flow and forms a non-expanding substructure, which follow its geodesic
motion in the Universe geometry as a whole. This happens when a density perturbation,
corresponding to the galactic scale, reaches certain critical value. And this is also the
reason why within any galaxy, spacetime is essentially flat and local inertial frames are
allowed.

If we deal with objets whose distance is known, is convenient to work with angular
diameter distances dA defined as (for K = 0):

dA =
d

θ
=

dL
1 + z

(1.16)

Here θ is the angle the source subtends in the sky.
We would like to fix cosmological characteristic time and length, in order to describe

the physical scenario. The fundamental cosmological time scale is given by the inverse
of the expansion rate, i.e. by the Hubble time:

H−1 ≡ a

ȧ
(1.17)

It provides an order-of-magnitude estimate of the time required for the doubling of
the scale factor. Assuming a(t) ∝ tα, it follows that H−1 ∝ t; so we get that the Hubble
time is roughly the age of the Universe, apart from numerical factor of order unity. The
length associated to the Hubble time is the Hubble length LH(t):

LH(t) ≡ cH(t)−1 (1.18)

Which roughly represents the distance a photon can travel in an expansion time
around t. Physical phenomena with characteristic length LC and time TC will be able to
effectively operate over cosmological scales only if LC < LH and TC < H−1. If these
conditions are not met, the expansion of the Universe will be too rapid for any such
process to effect significant changes.

Another relevant scale is the maximal causal distance over which physical signals
can propagate in an expanding Universe, starting at a finite initial instant of time, say
t = 0. This particle horizon represents the path traveled by a photon emitted at t = 0,
traveling along the light-cone, i.e. ds2 = 0. Formally:

dt = a(t) dl(RW) → l(RW) =

∫ t

0

dt′

a(t′)
(1.19)

To get physical and measurable horizon, we have to rescale this co-moving length by
the cosmic scale factor:

dH = a(t)

∫ t

0

dt′

a(t′)
(1.20)

Objects separated by a distance larger than dH have never been causally connected
and they cannot ever have affected each other. A relevant consequence is that regions
causally disconnected cannot be in thermal equilibrium. Assuming again a(t) ∝ tα, the
physical horizon is a finite quantity for α < 1. We stress that also the co-moving horizon
dH/a is always increasing, being the integral of a positive-defined quantity. Therefore,
since co-moving distances are constants by definition, the ratio between the horizon and
any given distance decreases backward in time. This imply that regions causally con-
nected today were not necessarily connected in the past.
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Assuming as above a(t) ∝ tα, the Hubble length and the physical horizon are com-
parable quantities, i.e. dH = αLH/(1 − α). However this is not a general feature; we
will see further in Sect. 1.3 how, for example, a De Sitter expansion of the background
implies different behaviours of the quantities defined above. In fact, their physical mean-
ing is deeply different. The Hubble distance gives the distance travelled by a photon in
a Hubble time, while the particle horizon is the distance travelled by a photon during
the whole life of the Universe. As a consequence, points that are distant more than the
Hubble length are not causally connected in the last Hubble time, while points that are
distant more than the particle horizon have never been in causal contact. The Hubble
length is a local quantity, depending only on the expansion rate at the time t, while the
particle horizon is an integral quantity, which receives contributions from all the past
expansion history.

1.1.2 Friedmann equations

We briefly recall the Einstein’s equations in presence of an energy density field:

Gµν = 2kTµν
2 (1.21)

Where Gµν ≡ Rµν − 1
2gµνR is the Einstein tensor - describing the geometry of the space-

time through the Riemann tensor Rµν and scalar R contraction with the metric - and Tµν
is the stress-energy tensor, as defined in A.17.

For a perfect fluid the stress-energy tensor is:

T(PF )
µν = (P + ρ)uµuν − Pgµν (1.22)

uµ is a time-like vector field representing the four-velocity of the fluid. P and ρ are the
scalars denoting the pressure and the energy density as measured by an observer in a
locally inertial co-moving frame (LICF) with respect to the fluid itself. We can usually
relate these two quantities by an equation of state (EOS) P = P(ρ). For a perfect fluid
we neglect any term of heat conduction or viscosity. For an isothermal early Universe,
we can cast an appropriate EOS as:

P = (γ − 1)ρ (1.23)

And γ is the polytropic index.
Let us consider the equation of motion for a perfect fluid:

uk∇kuµ =
1

ρ+ P

(
∂µP − uµu

k∂kP
)

(1.24)

If pressure is null or constant, we deal with a field whose elements follow geodesic
trajectories. Furthermore, for a homogeneous and isotropic space (pressure is time-
dependent only), the right side of the above equation vanishes when uµ = (1, 0, 0, 0).
The co-moving system is then also a synchronous one, and the stress-energy tensor in
the co-moving frame reads as:

T(PF)
µν = diag (ρ,P ,P ,P) (1.25)

It is worth emphasising that the only models admitting a comoving synchronous frame
are the homogenous spaces.

2k = 4πGc−4.



We solve Eq. 1.21 equations with the RW metric given by 1.1 and 1.2, with the hy-
pothesis of homogeneity and isotropy. We therefore assume a perfect cosmological fluid,
co-moving with the synchronous frame, so that the stress-energy tensor is given by 1.25.
By using equations 1.3, 1.4 and 1.5, we get the first Friedmann equation from component
00-th:

H2 =

(
ȧ

a

)2

=
k

3
ρ− K

a2
(1.26)

By virtue of isotropy, the ii-components are identical, and read:

2
ä

a
+

(
ȧ

a

)2

+
K

a2
= −kP (1.27)

Combining Eq. 1.26 and 1.27, we describe the acceleration of the Universe, or second
Friedmann equation:

ä

a
= −k

6
(ρ+ 3P) (1.28)

By combining of the two Friedmann equations, we obtain the continuity equation:

dρ

dt
+ 3

ȧ

a
(ρ+ P) = 0 (1.29)

The first Friedmann equation and the continuity equation provide a convenient way to
describe the evolution of the Universe. The former provides a link between matter and
geometry. The latter closes the dynamical problem, fixing the behaviour of the energy
density in terms of the scale factor, provided an EOS for the cosmological fluid.

At the present time, Eq. 1.26 and 1.29, provide a simple expression for the Hubble
constant H0 and for the deceleration parameter q0. These parameters can be expressed
in terms of the values of the Universe radius of curvature K, the energy density and the
pressure. For a flat universe (K = 0) we get:

H0 =

√
k

3
ρ0 (1.30)

q0 =
1

2
(1 + 3w) (1.31)

Where we used the EOS 1.23 and w = (γ − 1).
Let us consider the first Friedmann equation 1.26; the right-hand side is not positive

definite, and its sign is fixed by the curvature term. For K = 0 or K = −1, there is not
a time at which H = 0, therefore no turning point is allowed. For K = 1, the Hubble
function vanishes at t = ttp, so that atp ≡ a(ttp =

√
3/kρtp) with ρtp = ρ(ttp).

By dividing Eq. 1.26 by H2, and defining:

ρcrit ≡
3H2

k
(1.32)

Ω ≡ ρ

ρcrit
(1.33)

It can be rewritten as:
Ω− 1 =

1

H2a2
curv

(1.34)

7
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Figure 1.1: On the left, the evolution of ρ as function of time. On the right, some different time
evolution of the scale factor a(t), depending on combinations of Ωk, Ωm and ΩΛ.

ρcrit is the critical density, i.e. the density of a flat Universe. Ω is the density parameter
of the Universe and is larger, smaller or equal than unity, for closed, open or flat RW
models respectively. Current data indicate (Planck Collaboration VI 2020) that the value
of the critical density is ρ0

crit = 1.03 × 10−29g cm−1 ' 5.8 × 10−6GeV/cm3, while Ω0 is
equal to unity within a few percent, even if the sign has still to be determined.

1.2 Components of the cosmological fluid

In this section we will introduce the major components of the cosmological fluid. For-
mally speaking, we decompose the density term in Eq. 1.26 into a sum of individual
terms corresponding to the different components. The main contribution comes from
matter, relativistic particles (radiation) and a constant component called cosmological con-
stant.

We define matter as to include all the non-relativistic particles populating the Uni-
verse. It is a pressureless component, therefore w = 0. From Eq. 1.28:

ρm ∝ a−3(1+w) = a−3 (1.35)

The radiation term includes all the relativistic species, so that the EOS has w = 1/3,
and we obtain:

ρr ∝ a−4 (1.36)

From Eq. 1.29 we get for both radiation dominated (RD) and matter dominated (MD)
universe a negative value of ä(t = ttp) and the corresponding atp is a maximum for the
Universe expansion. This is a turning point and, passed it, the Universe starts to collapse
into a singularity for a = 0.

It is often more convenient to adopt the parameterisations defined in Eq. 1.32-1.33.
This allows to write Eq. 1.26:(

ȧ

a

)2

= H2 = H2
0

(
Ωr,0

(a0

a

)4

+ Ωm,0

(a0

a

)3

+ Ωk,0

(a0

a

)2

+ ΩΛ,0

)
(1.37)
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With the following definitions:

Ωr,0 =
ρr,0
ρcrit

Ωm,0 =
ρm,0
ρcrit

ΩΛ,0 =
ρΛ,0

ρcrit

Ωk,0 = 1− Ω0

(1.38)

Here we added the lower index 0 as to indicate the value today of the density parameter
for the i-th component Ωi (and the respective density ρi) . We introduced the cosmo-
logical constant Λ, contribution to the energy density term ΩΛ; It represents the energy
density of space itself and its contribution to Einstein Equations Eq.1.21, Λgµ,ν , is the
simplest extension to General Relativity which satisfies the principle of general covari-
ance. Einstein introduced it in 1917, in order to achieve a static Universe to meet the
general idea of that time It was therefore abandoned by Einstein himself some years
later, in 1931, after Hubble’s discovery of the expanding Universe. It was reintroduced
in 1998 due to the discovery of the current acceleration of the expansion of the Universe.
This term can be added straightforwardly to the Eq. 1.26 and Eq. 1.28:

H2 =

(
ȧ

a

)2

=
k

3
ρ− K

a2
+
ρΛ

3
(1.39)

ä

a
= −k

6
(ρ+ 3P) +

ρΛ

3
(1.40)

By definition, such term provides a negative pressure term so that P = −ρΛ
3. Eq. 1.37

provides a qualitative view of the Universe expansion:

• For a matter-dominated Universe, all the components are negligible and we retain
only the Ωm term. Integrating, we obtain a(t) ∝ t2/3.

• A radiation-dominated Universe, allows for a solution a(t) ∝ t1/2.

• In a Λ dominated Universe, the scale factor undergoes an exponential growth
a(t) ∝ eH0t.

As showed by Eq. 1.35 and Eq. 1.36, the dominant contribution to the total energy
density to the Universe changed in time. After Inflation, it was dominated by radiation,
then by matter, and eventually dark energy, which seems to be well described by a Cos-
mological Constant, term took over and dominates the expansion at this time. Fig. 1.1
shows the expansion rate of the Universe in the different eras (right plot) and the energy
density of the Universe evolution in time (left plot).

It is intuitive now, looking at Friedmann equations, how back in time Universe had
to appear more denser and hotter. This concept can be extrapolated up to the early
Universe (at the time of Inflation). The instant t = 0 corresponds to a cosmological
singularity, and the beginning of the Universe is identified with the Big Bang.

Let us consider each component of the cosmological fluid in greater detail. In order to
do this we introduce the distribution function f(~x, ~p, t), which gives the fraction of parti-
cles per phase space volume around x and p at a certain time t. For the i−th component,

3Here, and everywhere in this thesis unless specified, c = 1
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we can write the pressure and the density in function of f , i.e.:

ρi = gi

∫
d3p

(2π)3~
fi(~x, ~p)E(~p)

Pi = gi

∫
d3p

(2π)3~
fi(~x, ~p)

p2

3E(p)

(1.41)

Here gi is the degree of degeneracy of the species. The function f is the distribution
function for Bosons/Fermions given by:

fBE =
1

e(E−µ)/T − 1

fFD =
1

e(E−µ)/T + 1

(1.42)

Where µ is the chemical potential. Particles obeying the Bose-Einstein or the Fermi-Dirac
statistics are called Bosons or Fermions, respectively.

1.2.1 Radiation

Currently, the radiation component of the cosmological fluid is composed by:

• Photons;

• Relativistic Neutrinos.

The solutions of the Friedman equations describe a primordial Universe which is hot-
ter and denser the closer we get to the Big Bang singularity. Since now the Universe is
expanding (and then cooling), there must have been a time in the past when all the ordi-
nary matter of the cosmological fluid was in the state of completely ionised plasma. In
such epoch the photons were coupled via the Thompson scattering to the free electrons
in the medium. Thus, the free mean path of photons was smaller than the dimensions
of the Universe, and the primordial photons never reached us. This is the opaque Uni-
verse before the last scattering surface at zlss ' 1100. As the Universe expanded, electrons
recombined in Helium atoms (at first), and later in neutral Hydrogen. As the number
density of free electrons in the medium decreased, the mean free path of photons in-
creased until a time td, called decoupling, corresponding to zlss, when matter had almost
totally decoupled from radiation, and photons were free to travel through the Universe.
The relic photons coming from z = zlss reached us in the form of a background signal in
the microwaves frequency range, the Cosmic Microwave Background (CMB). It is a black-
body radiation with temperature TCMB ' 2.7 K (Penzias & Wilson 1965), homogeneous
at least in a part of 105.

For the photons we can assume a null chemical potential, and being E = p, we can
write the energy density:

ργ = 2

∫
d3p

(2π)3

p

ep/T − 1
=

8πT 4

(2π)3

∫
x3 dx

ex − 1
=
π2

15
T 4 (1.43)

Where the last integral term gives 6ζ(4) = π4/15. From Eq. 1.37, substituting in ργ we
get TCMB ∝ a−1.
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1.2.2 Matter

When considering matter we have to distinguish between two components: ordinary
matter, i.e. the baryons (including leptons), and Dark Matter, whose presence is pro-
vided only via the gravitational interactions it has with the other components of the
Universe.

Baryons

From the CMB power spectrum, and the relative abundance of primordial Hydrogen, we
estimate that about 4.5% of the mass density of the Universe today consists of baryons.
Only a small fraction of it can be account in stars and galaxy medium. In particular,
about 6% of the baryons is found inside stars, 1.7% in the cold gas in galaxies and about
4% in the gas in clusters of galaxies. There is anyway about 60% of the baryons missing;
we estimate they have too low a temperature to be detected with current observations.

Dark Matter

Even if the nature of the Dark Matter is still unknown, there are several evidences of its
presence in the present and in the past Universe. A t first, in 1933, Zwicky (1933) found
that the galaxy velocity dispersion in Coma cluster of galaxy was too large to be sup-
ported by only luminous matter; later in ’70s, measurements of speed rotation curves of
spiral galaxies supported this thesis. What they found was that given the observed ro-
tation speed of outer stars and the gravitational force estimated on the basis of the inner
stars, galaxies would break apart in very short (cosmological) times. This led to the hy-
pothesis of the presence of large dark quasi-spherical halo much more extended than the
distribution of luminous matter. However, the idea that Dark Matter was non-Baryonic
was not immediate. After first measurements of speed rotation curves of galaxies, as-
tronomers thought the excess of matter was due to dust, gas and planets. Later mea-
surements of primordial elements abundance and CMB temperature fluctuations led to
the current idea that the Dark Matter can not be Baryonic. Recent probes supporting the
presence of Dark Matter are:

• Observation of the Bullet Cluster. The collision of two galaxy cluster appears to
have caused a separation of Dark Matter and Baryonic matter. Electromagnetic in-
teractions show abundance of baryonic matter concentrated to the collision region.
However, Weak Lensing observations shows a matter distribution in the whole re-
gion occupied by the two clusters. Thus, it seems that the dark matter component
of the clusters did not interact via electromagnetic cross-section in the collision,
passing by without slowing down differently from the baryonic matter.

• Supernovae. The luminosity distance of the standard candles depends on the cos-
mological parameters; combining this with curvature and Baryon abundance mea-
surements allows to estimate the amount of Dark Matter in the Universe.

• The Cosmic Microwave Background and its anisotropies.

Dark matter is usually classified as Hot (HDM), Warm (WDM) or Cold (CDM), de-
pending on the time it decoupled from the photo-baryonic primordial fluid respect to
the time it becomes non-relativistic. In the first case (HDM) it decoupled before be-
coming non-relativistic; CDM instead decoupled when it already was non-relativistic.
WDM became non-relativistic almost at the same time it decoupled from the cosmologi-
cal plasma. Since for a particle produced in thermal equilibrium, the time it becomes NR
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depends on its mass, we found as HDM candidate massive neutrinos (mν ' 10− 30eV),
while its super-symmetrical partner neutralino (m ' 100 GeV) is a possible candidate
for CDM. Since photons, or relativistic species in general, do not give a substantial con-
tribution to structure formation we need a CDM model.

1.2.3 Neutrinos

Neutrinos are part of the Particle Standard Model and, due to their leptonic nature, can
interact only via Weak cross-section. We therefore expect, in cosmological eras, that
before a certain time, when the energy was high enough to ensure an efficient Weak
Interaction (T � 1 MeV), Neutrinos were coupled to the photo-baryonic fluid, and later
(T ' 1 MeV) they decoupled producing a Neutrino Background with temperature Tν .
It is important to stress that neutrinos decoupled before electrons an positrons fell out
of thermal equilibrium with photons. When temperature falls below 1 MeV, photons no
longer have enough energy to create e+e− pairs via the reaction:

γ + γ → e+ + e−

and the only reaction is the annihilation of e+e− pairs. Thus extra photons are produced,
but not neutrinos, increasing the temperature of the Universe. Therefore the temperature
Tν is smaller than the photons temperature Tγ , and it can be shown (e.g., Dodelson 1990)
that:

Tν = Tγ

(
4

11

)1/3

(1.44)

Thanks to it is possible to obtain the density of neutrinos today, In fact, at relativistic
regime, ρν ∝ a−4 as for the photons, and is proportional to T−1

ν . So we have:

ρν = Neff
7

8

(
4

11

)4/3

ργ (1.45)

Where the factor 7/8 arises from the fermion nature of neutrinos. Neff is the effective
number of neutrinos relativistic degrees of freedom. According to the Standard Model
of Particle Physics there are flavours of neutrinos (electron, µ and τ neutrinos), but in
Eq. 1.45 Neff ' 3.046 due to the fact that neutrino decoupling is not actually instanta-
neous. Once we have measured the photon density from the CMB, the neutrino density
is estimated to be:

Ων =
ρν(t0)

ρcrit
=

1.68× 10−5

h2
(1.46)

Where h2 is the reduced Hubble constant defined asH0/(100km s−1 Mpc−1) and is clearly
dimensionless. Neutrinos are assumed to be massless. From neutrino oscillation exper-
iments, we know that these particles are not massless as defined in the SM. Solar neu-
trino observation allowed to measure the square mass difference ∆m2

sol ' 8~x10−5eV2

corresponding to the oscillation νe → νµ,τ , and atmospherical neutrino measurements
gave ∆m2

atm ' 3~x10−3eV2 corresponding to the oscillation νµ → ντ . Thus, the lightest
neutrino leptonic eigenstate must have a mass larger than 0.05eV4. It implies that such
particles have to be considered relativistic only when their energy is larger that their

4We considered a 3ν direct hierarchy model. Furthermore we assumed two massless eigenstates and a
massive one, all at the standard temperature (3.046/3)1/4Tν at zdec. Being Neff = massless neutrinos +
massive neutrinos, we are assuming massless neutrinos = 2.046 and massive neutrinos = 1(Lewis 2014)
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rest mass. Whenever the non-relativistic regime applies, the energy density of massive
neutrinos is:

Ων =
∑
i

mi
ν

92.5h2eV
(1.47)

And the sum is made over the three neutrino mass eigenstates. If such a massive neu-
trino exists, it would be part of the Dark Matter component of the Universe. However
structure formation theory suggests us it must be only a small fraction. In fact, neutri-
nos are relativistic or semi-relativistic for the most part of the history of the Universe, so
that they are a type of HDM. Therefore, due to their high velocity, they are unlikely to
collapse in small bound structures.

1.2.4 Dark Energy

We call Dark Energy an exotic component of the cosmological fluid with am EOS param-
eter wde < −1/3. In the following we will focus on the so called quintessence models, in
which the dark energy is a scalar field, but we stress that there are alternative DE models
and also completely alternative hypothesis about the nature of the acceleration, includ-
ing modifications to GR, the so called f(R) theories, and another one which explains it
as an artefact due to the inhomogeneous structure of the Universe at small scales.

Assuming wde < −1/3, from Eq. (1.28) we get a repulsive gravity. This kind of
models need a modification of the right-side term in the Einstein equations (1.21). The
simplest candidate for a negative-pressure component is the energy density associated
to the quantum vacuum. From a mathematical point of view it is equivalent to a cos-
mological constant since both give rise to a contribution to the stress-energy tensor with
EOS P = −ρ. However, the computation of the quantum zero-point energy leads to
divergences or too large values. In general, the vacuum energy density is of the order of
k4
max, with kmax is a ultraviolet cut-off imposed to avoid divergences. Taking the cut-off

at the Planck scale we get ρvac ' m4
P ' 10112eV4. On the other hand, the present dark

energy density is ρde ' ρcrit ' 10−5 h2GeV/cm3 ' 10−11 eV 4. So the ultraviolet cut-off
leads to an overestimation of about 120 orders of magnitude. The very large value of the
vacuum energy compared to the observed density of the Universe goes under the name
of ”cosmological constant problem”.

Another way to approach the problem is via the so called ”dynamical dark energy mod-
els”, where the expansion is due to a scalar field. Differently from the vacuum energy,
the scalar field is dynamically evolving, with its state parameter, in time, thus w = w(z).
In order to agree with the cosmological principle the scalar field has to be homogeneous.
In a synchronous reference frame, the dynamics in a RW geometry of a scalar field de-
scribed by the Euler-Lagrange equations obtained from the Lagrangian density:

Lφ =
1

2
gµν∂µφ∂νφ− V (φ, T ) (1.48)

reads as:
φ̈+ 3Hφ̇+

dV

dφ
= 0 (1.49)

Its density and pressure are given by:

ρφ =
φ̇2

2
+ V (φ)

Pφ =
φ̇2

2
− V (φ)

(1.50)



Where the first term is the kinetic energy of the field and the second is its potential. The
equation for the state parameter is then:

wφ ≡
Pφ
ρφ

=
φ̇2

2 − V (φ)

φ̇2

2 + V (φ)
(1.51)

When the energy of the field is dominated by its potential term then wφ ' −1 and the
fields mimics a cosmological constant. Otherwise when the kinetic term dominates then
wφ ' 1, so that ρφ ∝ a−6. This regime is called kination.

Depending on the sign of the acceleration of the field φ̈, we can distinguish two
classes of models. If φ̈ > 0, the field rolls faster with time so that it starts as a cos-
mological constant-like components and then evolves away from w < −1. These models
are called thawing. If φ̈ < 0 then the field rolls slowly with time so that the cosmological
constant-like behaviour is recovered at late times. These models are called freezing. In
particular, some freezing models present a tracking behaviour, meaning that they track
the dominant component of the energy density of the Universe at early times, and then
they dominate at late times. This can possibly solve the ”coincidence problem”, i.e. the fact
that although the cosmological densities of matter and vacuum vary very differently
with time, nevertheless we are in a time where they almost coincide apart for a factor
' 2.

Despite their appealing features these model suffer some issues. First of all, none of
them solve the cosmological constant problem. Secondly, there is the so called ”hierarchy
problem”. In order to be responsible of the expansion, the effective mass of the field
mφ ≡

√
V ′′(φ) has to be very small, of order of H−1 = 10−33eV, while its vacuum

expectation value 〈φ〉 has to be of order of the Planck mass mP . The problem arises since
mφ is 60 orders of magnitude smaller than 〈φ〉.

1.3 Evolution of density perturbations

The notion of a perfectly homogeneous and isotropic Universe is clearly a purely math-
ematical construct, that needs to be reconciled with the present morphology of the Uni-
verse. While immediately after Inflation only very tiny deviation from homogeneity
were present at the various physical scales, the situations today is very different. The
clustering at galactic scale appears indeed as a deep modification of the RW geometry.
This is an example of the so called non-linear density fluctuations, for which the ratio
δρ/ρ̄, i.e. the ratio of the matter fluctuation to the average background density, is much
larger than unity, i.e. δρ/ρ0 � 1. In this situation, the dynamics of the Universe can not
be recovered from a linear perturbation theory of the RW metric and non-linear features
of the Einstein equations have to be involved. On sufficiently large scales (' 100Mpc),
the linearity is recovered and the notion of homogenous and isotropic Universe becomes
solid. Even if fluctuations on such scales are very large, we expect them to be small in the
past, so that in the early Universe we deal with the linear regime. Thus, when δρ/ρ0 � 1,
like it is at the scale of superclusters of galaxies or like it was at the time of recombina-
tion at all scales of cosmological interest, we have a natural approach to describe the
evolution of inhomogeneous density fluctuation.

1.3.1 Density perturbations in a static Universe

As a starting point, we need to establish the equations we are using for describing the
evolution of a density fluctuation. Given a self gravitating, perfect fluid, and an EOS of

14
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the form Eq. 1.23, we considerEq.e continuity equation:

ρ̇t+ ~∇(ρ · ~v) = 0 (1.52)

The Euler equation:

~̇vt+ (~v · ~∇)~v = −1

ρ
~∇P − ~∇Φ (1.53)

The Poisson equation:
∇2Φ = 4πGρ (1.54)

And the entropy conservation:
Ṡt+ (~v · ~∇)S = 0 (1.55)

We are not interested in the unperturbed solution because the only way to have a
constant gravitational potential Φ is to have a constant or null density field. In App. B
is presented a detailed mathematical description of density perturbation evolution in a
static Universe.

We therefore want to study the time evolution of the density contrast field δ(t) =
δρ/ρ0 = (ρ0 is the average background density), and its Fourier transformation δk(t).
This is given by the equation:

δk
[
ω2 − k2v2

s + 4πGρ0

]
= 0 (1.56)

Here vs is the speed of sound. Since δk 6= 0 always, has to be:

ω2 − k2v2
s + 4πGρ0 = 0 (1.57)

This is a dispersion relation on k and ω. By setting ω = 0 we find a limit wavenumber
called Jeans wavenumber:

k2
Jv

2
s = 4πGρ0 → kJ =

1

vs

√
4πGρ0 (1.58)

Thus, the Jeans length read as:

λJ =
2π

kJ
= vs

√
π

Gρ0
(1.59)

To understand the physical meaning of the Jeans length, let us study the dispersion
relation given by Eq. 1.57 written as:

ω2 = k2v2
s

(
1− λ2

λ2
J

)
We can distinguish two cases:

λ > λJ : Then the solution of Eq. 1.57 gives imaginary ω values ω = ±i(4πGρ0)
[
1− λ2

λ2
J

]1/2
.

The time evolution of the density contrast field is then:

δρ(~r, t) =
∑
k

δρke
±|ω|tei

~k·~r (1.60)



16 1.3 Evolution of density perturbations

This is a stationary wave with amplitude which increases and decreases exponen-
tially. The evolution acts on a timescale:

τ =
1

|ω| =
1√

4πGρ0

(
1− λ2

λ2
J

)1/2

(1.61)

In the limit λ � λJ we have the collapse without pressure gradient, so that the
timescale is the free-fall one τ ' 1√

4πGρ0
' τff

λ < λJ : The solution of Eq. 1.57 gives real ω values. So that the solution for δρ reads as:

δρ(~r, t) =
∑
k

δρke
(i~k·~r−iωt) (1.62)

So the perturbation does not collapse and behaves like acoustic waves with con-
stant amplitude. Their phase speed is:

vf =
ω

k
= vs

(
1− λ2

λ2
J

)1/2

(1.63)

The limit λ � λJ corresponds to the force balance of pressure gradient and gravi-
tational self-attraction; thus vf → vs and τ →∞

1.3.2 Density perturbations in an expanding Universe

Let us give a qualitative analysis of the evolution of a density fluctuation in an expand-
ing geometry. We consider an isotropic and homogeneous Universe with density ρB ,
and a spherical over-density ρ1. Since the microphysics does not act on perturbations
larger than the Cosmological horizon, for λ > dH we have only gravitational interaction.
Otherwise if λ < dH we have to consider the Jeans stability criterion discussed earlier,
i.e. we have to compare λ to λJ .

Let us consider a flat and Λ-free Universe, i.e. Ω = 1 and H2
B = 8πG

3 ρB . Under these
hypothesis an over-density has to be ρ1 > ρB , so we have a closed Universe and:

H2
1 =

8πG

3
ρ1 −

K

a2
(1.64)

When HB = H1, defining δ = ρ1−ρB
ρB

, we get:

δ =
3K2

8πGa2ρB
(1.65)

Thus, we can give a qualitative behavior in two regimes for λ > dH :

Radiation dominated Universe (t < teq): We have ρB ∝ a−3(1+w) = a−4 and a ∝
t

2
3(1+w) = t1/2, thus:

δrad ∝ a−2ρ−1
B ∝ a2 ∝ t (1.66)

Matter dominated Universe (t > teq): We can write ρB ∝ a−3 and a ∝ t2/3, so that:

δmat ' δDM ' a ' t2/3 (1.67)
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Furthermore, in a RD Universe, if λ > dH , all the components of the cosmological fluid
track the dominant component evolution: δB ' δmat ' δrad ∝ a2.

We now give an analytical solution, under the hypothesis of adiabatic density fluctu-
ations, i.e. δS = 0. Given a generic fluid X , the evolution of its density contrast field is
given by the equation :

δ̈k,X + 2
ȧ

a
δ̇k,X +

(
v2
s,Xk

2δk,X −Gπ
∑
i

AiρB,iδk,i

)
= 0 (1.68)

Where Ai is a coefficient specific for radiation, baryons and Dark Matter: Arad = 32/3
and Ab = ADM = 4. Let us see in detail the different regimes.

Matter dominated Universe

The background density and cosmic scale factor change in time according to:

ρB =
1

6πGt2
(1.69)

a(t) = a0

(
3H0t

2

)2/3

(1.70)

Neglecting the radiation term, Eq. 1.68 reads:

δ̈k + 2
ȧ

a
δ̇k + δk

(
k2v2

s − 4πGρB
)

= 0 (1.71)

We look for a power-law solution δk = Atα. substituting in Eq. 1.71 we get:

3α2 + α+ 2

(
k2v2

s

4πGρB
− 1

)
= 0 (1.72)

Setting the discriminant of Eq. 1.72 equal to zero, we find the Jeans wavenumber kJ we
already mentioned, and the corresponding Jeans length:

kJ =
5

vs

√
πGρB

6
(1.73)

λJ =
2π

kJ
=
vs
5

√
24π

ρBG
(1.74)

Thus we distinguish the two regimes:

λ < λJ : α assumes imaginary values, and δk oscillates without growing.

λ > λJ : Eq. 1.72 allows real α solutions, so that we get:

δ±(~r, t) = Aei
~k·~rt(−1±5

√
(λJ/λ)2−1)/6 (1.75)
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When considering the evolution of the matter field δM , in a matter dominated Universe,
i.e. t > teq , in the λ� λJ , we get the growing solutions :

Ω0 = 1→ δ+ ∝
1

1 + z
∝ a (1.76)

Ω0 < 1→ δ+ ∝ 1 +
3

x
+

3(1 + x)1/2

x3/2
ln
[
(1 + x)1/2 −√x

]
(1.77)

Ω0 > 1→

 δ+ ∝ −1 + 3
x −

3(1−x)1/2

x3/2 tan−1
[√

x
1−x

]
δ+ ∝ −1 + 3

x −
3(1−x)1/2

x3/2 tan−1
[√

x
1−x − π

] (1.78)

Baryonic matter after the decoupling

We discuss here the behaviour of the baryonic matter field δb in the regime λJ,DM � λ <
dH at times t > tdec, i.e. in a MD Universe. Since we are considering fluctuations much
larger than the Dark Matter Jeans length, we neglect in Eq. 1.68 the pressure term k2v2

s ,
thus:

δ̈k,b + 2
ȧ

a
δ̇k,b − 4πG(ρDMδk,DM) (1.79)

We also neglect the baryonic contribute since ρDM � ρb. The time evolution of δb is thus :

δk,b(a) = δDM

(
1− adec

a

)
→ δk,b(z) = δDM

(
1− 1 + z

1 + zdec

)
(1.80)

As time progresses Baryon fluctuations approach those of the dominant Dark Matter
component of the cosmological fluid, this phenomenon is called Catch up. The baryonic
component, after being coupled to the radiation at t < tdec, falls into the gravitational
holes due to the Dark Matter, whose evolution was independent from the dominant ra-
diation component even at earlier times (before decoupling). This is required to explain
the faster growth of Baryons density fluctuations, with respect to Eq. 1.76. In addition,
this leads to a structure formation scenario coherent with the bottom-up model. There-
fore, the smallest structures in the Universe (galaxies) have been formed at first, and later
the larger ones (clusters and superclusters of galaxies).

Radiation Dominated Universe

We now consider the evolution of the radiation density contrast field in a Radiation
dominated Universe (t < teq), in both λ < λJ and λ > λJ regimes. Eq. 1.68 reads:

δ̈k + 2
ȧ

a
δ̇k + δk

(
v2
sk

2 − 32

3
πGρrad

)
= 0 (1.81)
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Since we treat a relativistic fluid, we have:

ρrad(t) =
3

32

1

Gπ
t2 ∝ t2 (1.82)

a ∝ t1/2 (1.83)

P =
1

3
ρc2 (1.84)

vs =
c√
3

(1.85)

ȧ

a
=

1

2t
(1.86)

Thus, Eq. 1.81 rewrites as:

δ̈k +
δ̇k
t

+ δk

[
v2
sk

2 − 1

t2

]
= 0 (1.87)

We look for a power-law solution δk ∝ tα. Substituting the expressions we found
above in Eq. 1.87 we can write the relation on α:

α2 = 1− k2v2
st

2 (1.88)

Obtaining the Jeans mass and the Jeans length:

kJ =
1

vs

√
32πG

3
ρrad(t) (1.89)

λJ = vs

√
3π

8Gρrad(t)
(1.90)

Again, we distinguish the two cases:

λ� λJ : We have a growing solution δk,+ ∝ a2

λ < λJ : The solution produces acoustic oscillations, so the perturbation does not grow.

Furthermore, we can evaluate λJ = 2πct√
3
' 3, 63ct. On the other hand, the cosmological

horizon is:

dH(t) = a(t)

∫ t

0

cdit
′

a(t′)
= 2ct

The result is λJ > dH , and thus outside the cosmological horizon the perturbation grows
∝ a2; as soon as it enters the horizon it begins to oscillate and δrad = 0.

The Meszaros effect

Let us now consider the DM component in a RD Universe, in the λ� λJ regime, so that
we can neglect the pressure term in Eq. 1.68, obtaining:

δ̈k,DM + 2
ȧ

a
δ̇k,DM + πG (4δk,DMρDM) = 0 (1.91)



We neglected the radiation term due to λ < dH and the baryonic term since it is still
coupled to the radiation component so that also δb = 0. Eq. 1.91 leads to :

δ′′k +
2 + 3x

2x(x+ 1)
δ′k −

3

2x(x+ 1)
δk = 0 (1.92)

Called the hypergeometric equation, being x = a
aeq

the cosmic scale factor normalized to

the equivalence time and δ′ = diδ
dix

. Eq. 1.92 admits the growing solution:

δk,+(a < aeq) ∝ 1 +
3a

2aeq
(1.93)

Defining the grow factor δ(aeq)
δ(aH) , where aH is the time the perturbation enters the Horizon,

we get:
δ(aeq)

δ(aH)
=

1 + 3/2

1 + 3aH
2aeq

(1.94)

It is maximum for a perturbation which enters the horizon long before the equivalence,
so that for a � aeq is δ(aeq)

δ(aH) |max = 1 + 3
2 = 5

2 . This phenomenon is the stagnation or
Meszaros effect. A comparison of the free-fall time with the Hubble time shows that, for
t < teq , we have tff > tH . Thus the DM density fluctuations can not grow in a Hubble
time.

We can summarise what discussed in this subsection with the Tab. 1.1.

Table 1.1: Summary of the density perturbation evolution for the main components of the Cosmo-
logical fluid.

t < teq teq < t < tdec t > tdec
δDM λ < dH → stagnation λ < dH → δ ∝ a λ > dH → δ ∝ a (Ω0 = 1)

λ > dH → δ ∝ a2 λ > dH → δ ∝ a λJ < λ < dH → δ ∝ a
λ < λJ → damped

δb λ < dH → oscillation λ < dH → oscillation λ > dH → δ ∝ a (Ω0 = 1)
λ > dH → δ ∝ a2 λ > dH → δ ∝ a λJ < λ < dH → catch-up

δrad λ < dH → oscillation λ < dH → oscillation λ > dH → δ ∝ a (Ω0 = 1)
λ > dH → δ ∝ a2 λ > dH → δ ∝ a λJ < λ < dH → damped

1.4 The Cosmic Microwave Background

In the previous Sections we introduced the time evolution of the main components of the
cosmological fluid. As mentioned in Sec. 1.2, there was a moment in the thermal history
of the Universe called recombination, roughly corresponding to a redshift zlss ≈ 1100,
when free electrons and protons combined into neutral Helium and Hydrogen atoms.
This phase transition allowed the photons to decouple from the primordial plasma, and
free-stream through the Universe as a blackbody radiation, named the CMB.

The first theoretical intuition of a relic background radiation takes us back to 1948,
by the American cosmologist Ralph Alpher, along with Robert Herman and George
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Gamow. The first CMB measurement was made by accident in 1965 when two re-
searchers working at the Bell Telephone Laboratories, Arno Penzias and Robert Wilson,
while working on a radio receiver crushed into a background noise coming uniformly
from all over the sky. At the same time, a team in Priceton led by Robert Dicke was
looking for the CMB radiation, and as soon as they got wind of the Bell experiment, they
realised the CMB had been found.

Since then, many experiments have been dedicated to the study of the CMB radia-
tion; most notably, COBE measured the CMB temperature anisotropies for the first time
in 1993, followed by WMAP in 2010 and eventually Planck whose observation ended in
2013, and, as already widely discussed, set the state-of-the-art in terms of CMB Temper-
ature and Polarisation measurements (Planck Collaboration I 2020).

In this section, we will finally describe the CMB, beginning from its formal definition,
and presenting its characteristics in detail.

1.4.1 Recombination and origin of the CMB

The basic picture of an expanding, cooling universe leads to a number of startling pre-
dictions: the formation of nuclei and the resulting primordial abundances of elements,
and the later formation of neutral atoms and the consequent presence of a cosmic back-
ground of photons, the CMB. In Fig. 1.2 shows the time evolution of the Universe; a
rough summary of the history of the Universe for increasing time and decreasing pho-
ton temperature can be given as:

• T ≈ 1015K, t ≈ 10−12s: Primordial soup of fundamental particles.

• T ≈ 1013K, t ≈ 10−6s: Protons and neutrons form.

• T ≈ 1010K, t ≈ 3min: Nuclei form, i.e., nucleosynthesis.

• T ≈ 3000K, t ≈ 300000yr: Atoms form.

• T ≈ 10K, t ≈ 109yr: Galaxies form.

• T ≈ 3K, t ≈ 1010yr: Today.

The moment at which atoms form, is generally referred as the recombination, despite
the fact that electrons and nuclei had never been combined before into atoms. From a
qualitative point of view, the physics of recombination is the following: at a temperature
greater than ∼ 3000 K, the Universe consisted of a ionised plasma of mostly protons,
electrons and photons, with a few helium nuclei and a tiny trace of Lithium. Such a
plasma is opaque, this means that the mean free path of the photons was largely smaller
than the horizon size of the Universe. As the Universe expanded and cooled down, the
plasma combined into neutral atoms, first helium, and later hydrogen. In the left panel
of Fig. 1.3 we show a schematic diagram of recombination.

Just before the recombination, the Universe presented as a photon-baryonic fluid
with temperature Tγ ∼ 2.725(1 + z)K ∼ 3000K, the baryon number density was Nb ∼
2.5 × 10−7(1 + z)3cm−3 ∼ 330 cm−3 and the photon number density was Nγ ∼ 410(1 +
z)3cm−3 ∼ 2 × 109Nb. This means that even though hydrogen has an ionisation en-
ergy of ∼ 13.6 eV, photons in very distant Wien tails of the blackbody spectrum could
keep hydrogen ionised until hνα ∼ 40TγK → Tγ ∼ 0.26eV. Moreover, differently
from what happens in stars, collisional processes were negligible, and rates were dom-
inated by radiative processes (e.g. stimulated emission and stimulated recombination,
H + γ � p+ e−), and we can assume statistical equilibrium.
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Under these assumptions, the number density particles nX with mass mX , at a equi-
librium temperature T , is given by the Maxwell-Boltzmann equation:

nX = gX

(
mXkT

2π~2

)3/2

exp

[−mXc
2

kT

]
(1.95)

Where gX represents the statistical weight of species X . If we consider hydrogen only,
from Eq. 1.95 we can express the process of recombination by the Saha equation for the
equilibrium ionisation fraction Xe of the hydrogen:

1−Xe

X2
e

=
4
√

2ζ(3)√
π

η

(
T

me

)3/2

exp

[
13.6eV

T

]
(1.96)

Here me is the electron mass, and 13.6 eV is the ionising energy of the hydrogen. The
physical parameter affecting the reionisation process is the density of protons and elec-
trons compared to that of photons. This is determined by the baryon asymmetry, which
quantifies the excess of baryons over anti-baryons in the Universe, parameterised by the
baryons-to-photons ratio η:

η ≡ nb − nb̄
nγ

= 2.68× 10−8(Ωbh
2) (1.97)

Recombination was not an instantaneous process but proceeded relatively quickly
nevertheless, with the fractional ionisation decreasing from X = 0.9 to X = 0.1 over
a time interval of roughly ∆t ∼ 70 000 yr. With the number density of free electrons
dropping rapidly, the time when photons and baryons decoupled follows soon, once the
rate for Thomson scattering ΓT,e falls below the expansion rate H .

Moreover, the assumption of thermal equilibrium in the processH+γ � p+e− does
not hold anymore once ΓT,e drops below H . Rather, the photon-baryonic fluid remains
over-ionised for its temperature compared to the equilibrium condition predicted by the
Saha Equation at that temperature (as shown in the right panel of Fig. 1.3).

One of the issues of the above simplified treatment is that direct recombination to the
hydrogen ground level n = 1 releases a photon of energy E = hν = 13.6 eV, that will
eventually ionise a neutral atom elsewhere. A similar argument applies to transition to
the ground level via some intermediate excited state, e.g. 2P : once enough of these
two-step recombination event have happened, the emitted photons will be able to re-
ionise previously recombined atoms. Overall these events will not significantly reduce
the ionisation fraction.

The process which drives Xe to lower values, is the two-photons emission from 2S to
1S ground state. This transition is highly forbidden, with a transition probability ∼ 108

lower than the Lyman-α line from 2P to 1S. In order to conserve energy and angular
momentum, a pair of photons is emitted, neither of which is energetic enough to excite
an atom from the ground state. This breaks the bottleneck and provides a net sink of
energetic photons. Taking into account all the relevant processes, it is found that zdec =
1090, also known as last scattering surface, when Tdec = 2971 K and tdec = 372 000 yr
(Planck Collaboration VI 2020).

After the decoupling, all the photons are free to propagate through the Universe.
In this process, they preserve their blackbody distribution, but redshifted by a factor
zdec + 1 = 1091 (accordingly to Eq. 1.6). Today, they constitute the Cosmic Microwave
Background, or CMB. Since by looking at higher and higher redshift objects, we are
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Figure 1.2: A graphic representing the time evolution of the Universe through the main phases.
On the top axis, the time from the Big Bang; on the bottom axis, the redshift expressed as z + 1.

Figure 1.3: Left panel: a graphic showing the schematic of the recombination. Right panel: A full
treatment that includes the energy levels of the H atom and the trapping of Lyman photons within
the plasma shows that the baryons remain overionised relative to the equilibrium conditions im-
plicit in the Saha equation. As a result, photon-baryon decoupling is delayed and more protracted.

looking further and further back in time, we can view the observation of CMB photons
as imaging a uniform ”surface of last scattering” at a redshift of zlss ∼ 1100.

What is important is that the existence of an isotropic photon background with a
blackbody spectrum is a natural consequence of an earlier, denser and hotter phase in
the Universe history, when photons and baryons existed in a highly interacting thermal
state. The existence of this radiation is one of the pillars on which the model of a hot Big
Bang rests. Any other interpretation of the CMB has to invoke rather contrived scenarios.

1.4.2 CMB Temperature

At any angular position (θ, φ) on the sky, the CMB spectrum appear as a nearly perfect
blackbody, as shown in Fig. 1.4.

Denoting with T (θ, φ) the CMB temperature at a given angular position on the sky,
the mean temperature over the whole sky is:

〈T 〉 =

∫
T (θ, φ) sin θ dθ dφ = 2.27255± 0.0006 K (1.98)
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Figure 1.4: The monopole spectrum of the Cosmic Microwave Background Radiation using the
original data set by the FIRAS team, available at http://lambda.gsfc.nasa.gov/product/
cobe/firas_monopole_get.cfm

Fig. 1.5 shows the state-of-the-art of the CMB temperature map, from Planck Collab-
oration I (2020). Despite its incredible homogeneity, the CMB presents tiny temperature
deviations from point to point on the sky. We can define the dimensionless temperature
fluctuation:

δT

T
(θ, φ) =

T (θ, φ)− 〈T 〉
〈T 〉 (1.99)

Direct CMB measurements give:〈(
δT

T

)2
〉1/2

= 1.1 · 10−5 (1.100)

The first evidence of the presence of this temperature deviation comes from COBE in
1992. The precision of these measurements had been significantly improved since then
by WMAP and later Planck.

Horizon paradox and Inflation

The finding that the temperature of the CMB varies by only 30 µK across the whole sky,
as shown by COBE on a 10° smoothed angular scale, is strong evidence for an isotropic
(and therefore presumably homogeneous) Universe. On the other hand, this raises the
puzzle: how can we explain such a high degree of isotropy?

The problem is the following: at the time the CMB had been emitted, the Hubble
scale was smaller than today, producing ∼ 1000 casually disconnected region on the

http://lambda.gsfc.nasa.gov/product/cobe/firas_monopole_get.cfm
http://lambda.gsfc.nasa.gov/product/cobe/firas_monopole_get.cfm
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Figure 1.5: CMB temperature map produced with Commander for Planck 2018 release.

CMB. In other words, at zlss, regions further apart of than the light-travel distance at
that time could not interact through the physics. This means that heat transfer could not
thermalise regions on the CMB at a distance greater than ∼ ctdec. Assuming the values
of the cosmological parameters from Planck Collaboration VI (2020), we can compute
the angular size of the horizon at decoupling:

θhor,dec ≈ 1.8° (1.101)

Accordingly, in standard Big Bang Cosmology, CMB photons coming to us from two
directions separated by more than ∼ 2° originated from regions which could not yet
have been in causal contact by zdec. The fact that the CMB is uniform over much larger
angular scales constitutes what is referred to as the horizon problem.

A solution to this problem was given for the first time by Guth (1981); his intuition
was that the Universe had to go through an exponential expansion in the very first in-
stants after the Big Bang. This process allowed regions which are not in casual connec-
tion at late times, to be so at earlier times, and precisely just before this expansion started.
In other words, it reset the Universe to a common initial condition. This process is called
inflation. We suppose the early Universe to be filled with a self-interacting real scalar
field, with a potential directly depending on the temperature of the thermal bath:

Lφ =
1

2
gµν∂µφ∂νφ− V (φ, T ) (1.102)

with Tc a critic value for the temperature which allows the scalar field to perform a phase
transition. For T � Tc, the dynamics is governed by the kinetic term and the potential is
negligible. We can derive the time evolution of the scalar field as φ̇ ∝ a−3, thus ρφ ∝ a−6.
Near the Big Bang the scalar field density has a strong divergent behavior; from the
Friedmann equations, neglecting the curvature near the BB:

H2 =
k

6
φ̇2 ∝ a−6 → a ∝ t1/3 (1.103)
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The scalar field can be written as:

φ(t) =

√
2

3k
ln(t) + φ0 (1.104)

From now on we treat the scalar field as a classic one due to its scalar property and to
the high occupation number of the states.

Due to the expansion of the Universe, the evolution of φ(t) is suppressed and begins
to become relevant the potential term. We can relate the density time evolution to the
scalar field evolution through Eulero-Lagrange equations; therefore we have:

ρ̇φ = −3Hφ̇2 (1.105)

For positive value of H we have a decreasing ρφ. The scalar field falls into a minimum of
the potential and then it behaves like a perfect fluid with constant density ρφ = const and
EOS with parameter w = −1. Therefore a De Sitter phase develops, and the Universe
expands exponentially. Building on Guth’s pioneering works (Guth 1981), different in-
flationary scenarios were developed, including:

• Old Inflation: Was proposed in Guth (1981). At a certain time in the past, when
the temperature of the thermal bath falls beneath Tc, the scalar field performs a
first order phase transition from the false vacuum state to the true vacuum state.
This process is a spontaneous symmetry breaking (SSB), i.e. it develops when a
symmetry of the Lagrangian density is not respected by the true vacuum state. For T < Tc
the two minima are separated by a potential barrier which the field has to cross,
for example via thermal tunnelling, in order to complete the phase transition and
settle in the true vacuum with ρφ ∼ 0. In this scenario, the De Sitter expansion
takes place when the scalar field is ”trapped” in the false vacuum state.

• New Inflation: This model was proposed in Linde (1982) and Albrecht & Stein-
hardt (1982). It differentiates itself ftom the Old Inflation because the phase transi-
tion underwent by the scalar field is a second order one. Such a process is smoother
than the one described above and causes the De Sitter expansion to happen while
the field is slow-rolling towards the true vacuum through a plateau (with φ̇ � V
and w ∼ −1). Fig. 1.6) shows the two different inflationary potentials.

Since in the Old Inflation the De Sitter phase takes place in the false vacuum state,
the potential barrier has to be high enough to allow a sufficiently long inflation, in order
to produce the present observable Universe, from a single, inflationary Hubble volume.
However, this model produces inflationary bubbles, which casually expand. When a
bubble has been produced, the constant energy density (due to the gap between the two
vacuum states) is stored in the boundary of it, and it is released when two bubbles col-
lide. This process is called reheating. It is responsible for taking back the Universe to
about the temperature it had after the supercooling due to the De Sitter expansion, al-
lowing the beginning of the standard Friedmann expansion. There is, however, a prob-
lem: bubbles never percolate, so that reheating never actually happens because the fields
between two bubbles is still in the false vacuum and keeps expanding. This leads to a
never ending expansion and to the so called graceful exit problem.

This problem is solved in the New Inflationary scenario. In this case the expansion
takes place once the scalar field has left the false vacuum and continues during all the
slow-roll towards the potential plateau. This requires that the potential barrier must
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form

Figure 1.6: On the left, and old inflation potential. On the right, the new inflation potential

not to be too high and the Universe performs the tunnelling when it still has a little of
dynamics.

Even if the graceful exit is solved, we still need to explain how a cosmological con-
stant term can arise. A solution is that the barrier between the two minima has a long
plateau, where the slow-roll phase is classically performed. This scenario implies a ki-
netic energy negligible compared to the potential term along the plateau. We stress that
the SSB does not need a tunnel effect to undergo the phase transition, because for such
a second order transition the false vacuum becomes an unstable maximum for T < Tc
and the evolution follows classically.

To conclude, in the new inflation, the rapid fall of the scalar field into the true vacuum
state, and the consequent coherent oscillations around it, cause the boson associated to
the field to decade into lighter particles and photons, dumping these oscillations and
reheating the universe at a temperature at most the one there was before the process
started. Inflations set up the initial conditions for the standard cosmological model.

1.4.3 CMB Anisotropies

The CMB carries information about the matter distribution at the time of decoupling. As
previously discussed, photons and baryons had been coupled until zrec ' 1100. This
coupling prevented baryons over-densities to grow, producing the acoustic oscillations
of baryons and photons on spatial scales of the combined Jeans length and higher, cor-
responding to angular scales ≤ 1◦. These oscillations are imprinted in the CMB angular
power spectrum, providing a wealth of information about our Cosmological model pa-
rameters. We introduced in Eq. 1.99 the CMB temperature fluctuations; at each position
in the sky, this is a Gaussian distributed value, reflecting the statistical properties of the
early Universe. The Gaussian nature of the CMB can be traced back to general predic-
tions of the Inflationary paradigm.

CMB features can be broadly divided in two groups, depending on whether they
were produced by physical processes operating during recombination, or they arose at
later times, along the photons path between the last scattering surface and our detectors.
T he so-called primary anisotropies, arose before or during recombination due to: primary
anisotropies:

• The Sachs-Wolfe (SW) effect. Photons emitted within an over-density have to climb
out the gravitational potential, experiencing a combination of gravitational redshift
and time dilation in the process. It dominates at scales much larger than the hori-
zon, corresponding to roughly 1◦.
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• The Doppler effect. Photons will be red-shifted or blue-shifted depending on whether
the peculiar velocity of matter with which they last scattered was directed away or
toward us. This is particular relevant in regions with vanishing density fluctua-
tions.

• The initial conditions due to Inflation:

δγ =
1

3
δm (1.106)

According to entropy per baryon conservation inflationary process should produce
such a perturbation. This is a perturbation mode defined as a perturbation affect-
ing all the cosmological species such that the relative ratios in the number densities
remain unperturbed. It is associated with a curvature perturbation, via Einstein’s
equations, since there is a global perturbation of the matter content. This is why
the adiabatic perturbation is also called curvature perturbation.

The temperature contrast on the CMB due to primary anisotropies read then as:

δT,CMB =
δT

T
=

1

3
δm +

1

3

δΦ

c2
+
v

c
(1.107)

The first contribution is due to the initial conditions, the second to the SW effect and the
last term to the diffusion of the electrons in motion.

Another important contribution to the final CMB spectrum is given by the effects
acting along the whole geodesic toward us, the so called secondary anisotropies:

• The integrated SW effect. It occurs when the gravitational potential of perturba-
tions is not constant. It may happens in non-flat Universes, or when the scale factor
of the perturbation growth is not a, or in non-linear perturbation regimes. The lat-
ter case produces an effect acting on arc-minute angular scale.

• The Sunyaiev-Zeldovich (SZ) effect. It arises when low energy photons of the CMB
cross cluster which contain hot plasma. The inverse Compton scattering of the high
energy electrons in the plasma on the low energy photons of the CMB produces a
modification of the spectrum increasing its temperature at the energy of the elec-
tromagnetic process. It affects the power spectrum on scales of the arc-minute.

• The reionisation of the Universe. At late time, the Universe is re-ionised by the first
massive objects, allowing CMB photons to scatter with free electrons. This process
and its relation with the CMB will be discussed in Sect. 2 in greater detail.

CMB Angular power spectrum

Let us consider a CMB map like the one in Fig. 1.5. We introduced the temperature
fluctuation field, and its Gaussian nature. Therefore, all the relevant information is en-
closed in the angular 2-points correlation function (A2PCF). This quantity provides the
correlation of two points in the sky, separated by an angle θ:

c(θ) = 〈δT (n̂)

T

δT (n̂′)
T
〉 (1.108)

Where n̂ = (ϑ, φ) is the position on the sky, and n̂ · n̂′ = cos(θ).
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The Wiener-Khintchine theorem states that the two point correlation function and the
power spectrum are related via Fourier transformation. The analogous for the A2PSF is
the angular power spectrum, related via the Legendre transformation.

In order to compare theoretical predictions with data, we expand the temperature
anisotropies into spherical harmonics, for the CMB is observed over the celestial sphere:

δT (ϑ, φ)

T
=

∞∑
`=0

∑̀
m=−`

a`,mY`,m(ϑ, φ) (1.109)

Here ϑ and φ are the position on the celestial sphere, and a`,m are the coefficients that
weight the contributions of each spherical harmonic, given by:

a`,m ≡
∫
Y ∗`,m(ϑ, φ)

δT (ϑ, φ)

T
diΩ (1.110)

We integrate on the whole solid angle diΩ = sinϑdiϑdiφ. The spherical harmonics are
functions defined in terms of the Legendre polynomials Pm` (cosϑ):

Y`,m(ϑ, φ) =

√
2`+ 1

4π

(`+m)!

(`−m)!
eimφPm` (cosϑ) (1.111)

This function satisfies the symmetry property Y`,−m = (−1)mY ∗`,m, and constitutes an
orthonormal basis: ∫

Y ∗`′m′(ϑ, φ)Y ∗`m(ϑφ)diΩ = δ``′δmm′ (1.112)

We observe that the multipole ` = 0 corresponds to average deviation of the temperature
all over the sky, therefore the coefficient a00 = 0.

On the other hand, the dipole ` = 1 represents the relative motion of the Earth with
respect to the CMB and depends on the chosen frame. We can conclude that the interest-
ing cosmological informations is stored in the higher-orders multipoles.

Inflationary models predict that the primordial perturbations that arose after In-
flation were Gaussian distributed, consequently the a`m modes are Gaussian random
fields, as predicted by the inflationary models. The consequence is that the a`m ensem-
ble average is zero, and all the statistic is described by the second order momenta, i.e.
variance and standard deviation. Due to the isotropy of the CMB, we can substitute the
ensemble average with an angular one:

〈a∗`′m′a`m〉 = C`mδ``′δmm′ = C` (1.113)

The angular average corresponds to a sum over m in the multipole space. It follows that
the variance depends only on `, and an estimator Ĉ` of C` can be defined as:

Ĉ` =
1

2`+ 1

∑̀
m=−`

a∗`ma`m (1.114)

The C`s represent the estimate of angular power spectrum of the temperature anisotropies.
The Ĉ` is an unbiased estimator of the true C`s. We want to study the variance of the
Ĉ`s, called cosmic variance:

σ2 =
2

(2`+ 1)
C2
` (1.115)
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Figure 1.7: An illustration of the cosmic variance behaviour on the CMB power spectrum, it is rep-
resented by the green band. It decreases for increasing multipole value, and becomes significantly
large for low multipoles. The plot has been made with Planck results (2013)

We are setting an intrinsic limit to the estimation of the angular power spectrum, and it
arises form the fact that we only have a single realisation of our sky, whereas we need
an expectation value for power spectrum: for increasing `s, the available m values for
averaging increase and the mean tends to the true value, i.e the cosmic variance becomes
negligible. At low multipoles, corresponding to large angular scales (with θ ∼ π/`), t he
cosmic variance represents a strong limitation (see Fig. 1.7).

By a statistical point of view, the cosmic variance tells us that the quantity (2` +

1)Ĉ`/C` is described by a χ2 distribution with (2` + 1) degrees of freedom. We remind
that the χ2 variance is twice the number of degrees of freedom.

If we are able to measure CMB fluctuation over only a fraction fsky of the full sky, the
cosmic variance increases by a factor 1/fsky , and we get correlation between modes. Due
to the high luminosity of the Galactic Plane, even for the CMB frequencies, we can not
map the whole celestial sphere even with ”full-sky” surveys like Planck. Moreover, we
have to deal with the angular power resolution of the instruments. It acts like a window
function suppressing the measured spectrum as, assumed a Gaussian beam, e−`(`+1)σ2

.
Fig. 1.8 shows the CMB temperature anisotropies power spectrum measured by the

Planck satellite (Planck Collaboration I 2020). Let us now discuss in more detail some
of the features of such power spectrum and how they relate to the underlaying physic.
For low multipoles ` ≤ 100 the perturbations are outside the horizon at recombination,
thus the microphysics did not affect them after the Inflation, and still reflect some pri-
mordial power spectrum information, like the spectral index ns. These scales feel the
SW effect and the temperature fluctuations are related to the gravitational potential as
seen in Eq. 1.106.
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Figure 1.8: The CMB power spectrum, the annotations indicate the contribution of the SW effect
and the acoustic oscillations effect to the photons background. The tensor mode fluctuation are
represented by dashed lines, and are related to tensor perturbations of the primordial Universe

Also secondary anisotropies can affect the shape of the CMB angular power spec-
trum. We already mentioned the integrated SW effect (ISW) at low multipoles. This ef-
fect is significant close to decoupling, when radiation contribution to the energy density
is not yet negligible, (early ISW), and at late times, when Dark Energy begins to dominate
the total energy density (late ISW). More in general, the ISW effect arises when the time
derivative of the metric is non-vanishing. This can be due to the time evolution of the
gravity potential due to the transition from, e.g., a matter-dominated to a DE-dominated
expansion, but also to tensor perturbation, i.e. Gravitational Waves. It is still arduous to
distinguish between these two sources though, even if polarisation measurements may
offer a valid solution if sufficiently sensitive.

We now focus on the range 100 ≤ ` ≤ 1000. At decoupling, the phases of the photo-
baryonic fluid oscillations were frozen, and left their imprint on the angular power spec-
trum as acoustic peaks. The main peak sits at ` ∼ 200 and represents the k mode reaching
the maximum compression at decoupling, after 1/4 of period since entering the horizon.
The even peaks represent modes that were at maximum expansion at recombination,
and are still positive peaks as the C`s are the variance of the a`ms. These peaks, cor-
respond to under-densities and their height is suppressed compared to that of the odd
peaks since the baryons inertia enhances the amplitude of compressions with respect to
that of expansions (Baryon loading). Another effect of the baryon loading is to decrease
the frequency of the oscillations; it produces a right-shift of the peaks to slightly higher
multipoles. From the first two peaks we can infer some information about the baryon
density Ωbh

2.

The fundamental scale of the baryon-photon oscillations is the size of the sound hori-
zon at recombination rs(zrec), which is related to the characteristic angle θA subtended
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by the first CMB acoustic peak according to:

θA ≡
rs(zrec)

dcA(zrec)
(1.116)

Being dcA(z) = (1 + z)D(z) the co-moving angular diameter distance. The size of the
sound horizon at recombination can be considered a standard ruler, and therefore the
corresponding acoustic scale in harmonic space, `a ≡ π/θA, provides an effective way
for estimating the scale factor evolution from CMB data. In fact, rs(zrec) does not depend
neither on DE density, nor on Ωk, but dcA(zrec) depends on the whole expansion history
of the Universe from now to the recombination.

Looking at higher multipoles, we start by considering the fraction τ of photons that
is isotropically scattered at zi by the raised number of electrons at the epoch of ionisa-
tion. As a consequence, anisotropies smaller than the Hubble length at zi were damped,
suppressing the power spectra of a factor e−2τ . Moreover, we have a latter contribution
given by the Silk damping at very high multipoles (`s > 1000). As recombination pro-
gresses, the photons mean free path increases due to the lower number of free electrons,
allowing them to better diffuse from over-dense regions into under-dense ones. As a re-
sult, the oscillations are exponentially damped on scales smaller than the characteristic
length of the photons random walk during recombination and decoupling.

1.4.4 CMB Polarisation

The scattering of the CMB photons on free electrons during decoupling produced a cer-
tain degree of polarisation in the Cosmic Background. We discuss here the processes
leading to the CMB polarisation.

As we already discussed in Sect. 1.2, before the recombination, electrons and pho-
tons were coupled via the Thomson scattering. Polarisation anisotropies can be only
generated by scattering. The Thomson scattering angular dependence is given by:

dσ

dΩ
=

3σT
8π
|ε̂′ · ε̂|2 (1.117)

where σT is the Thomson cross-section and ε̂′ and ε̂ are the directions of the incident and
scattered radiation, respectively. As a consequence, the scattered radiation will have
a linear polarisation parallel to the incident one. The EM field of a photon is always
orthogonal to its heading; therefore, only the incoming polarisation orthogonal to the
scattered direction survives the scattering.

In a plasma, the scattered radiation leaving any point is the sum of the contribution
from all directions. In an isotropic plasma, in which photons are coming from every
direction with same energy, all the contributions have the same weight, and therefore
the emitted radiation remains unpolarised.

At radiation decoupling, when photons last scattered off of electrons, there was a
temperature inhomogeneity. Since the recombination process begins, until all the free
electrons had been recombined into hydrogen and Helium atoms, photons from hot and
cold regions could scatter off the same electron, producing a linearly polarised signal. It
is schematically represented in Fig. 1.9. This kind of polarisation si called ”quadrupole”
because the poles of anisotropy are 360◦/4 = 90◦ apart. This particular configuration
provides a net linear polarisation of the scattered photons.

Since polarisation arises from scattering, which in turn dilutes the quadrupole, the
anisotropies in polarisation are much weaker than anisotropies in temperature. In fact,
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Figure 1.9: A representation of the electron on the LSS when in presence of temperature inho-
mogeneity (above) and in absence of it (beneath). In the first two cases it oscillates producing a
polarised waveform, in the latter case it does not oscillate and the radiation will be un-polarised.

polarisation is reduced for each scatter experienced by a photon. The remaining polari-
sation is a direct result of the stoppage of scattering. The local quadrupole on the scales
which are much larger than the mean-free path of photons (for instance, the scale of the
horizon) will be diluted by multiple scattering. We stress that an instantaneous recombi-
nation would note generate polarised CMB radiation; on the other hand, a slow process
would cause quadrupole anisotropies to be smoothed while reaching thermal equilib-
rium, and again we would not have the CMB polarisation. However, we measure the
CMB polarisation, which roughly corresponds to the 10% of the total intensity, which
means a polarisation signal of 1 µK.

The quadrupole anisotropy could, in general, arise from three types of perturbations:

• Scalar, due to density fluctuations

• Vector, due to vorticity induced by defects/strings

• Tensor, due to gravity waves

The Scalar perturbations arise because energy density fluctuation in the plasma (re-
sulting in hot and cold regions) cause velocity distributions that are out of phase with
the acoustic density mode. The fluid velocity from hot to cold regions cause blueshift
of the photons, and then a linear polarisation. Vector perturbations are due to vorticity
in the plasma, causing Doppler effect. However, vorticity is damped by Inflation and is
expected to be negligible. The tensor perturbation is due to gravity waves which stretch
and squeeze the spacetime in orthogonal directions. The variation of the metric tensor
causes the wavelength of photons to vary, therefore creating quadrupole anisotropies in
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the incoming radiation temperature. We expect gravity waves to be produced by Infla-
tion.

The polarisation pattern can be decomposed into two components, a curl-free com-
ponent, called E-mode (electric-field like) and a gradient-free component, called B-mode,
with handedness. Let us see how we can decompose the polarised light this way.

Let us consider a plane EM oscillating in the (x, y) plane:

Ex(t) = E0,x(t) cos(ωt+ δx(t))

Ey(t) = E0,y(t) cos(ωt+ δy(t))
(1.118)

Defining the relative phase δ = δy − δx, which is in general a function of time for a
non-monochromatic wave, we can define the Stokes vector as:

~S =

 I
Q
U
V

 =


E2

0x + E2
0y

E2
0x − E2

0y

2E0xE0y cos(δ)
2E0xE0y sin(δ)

 (1.119)

I represents the total intensity of the radiation. For a certain polarisation degree
P = Ip/I , we can therefore assert:

I2 ≤ Q2 + U2 + V 2

With reference to the Stokes parameters, let us see what they physically represent:

• I is the total intensity of the EM field, as already seen.

• Q and U provide information about the orientation of the field. If we describe the
polarisation with the so called polarisation ellipse in Fig. 1.10, the rotation angle Ψ
used to realign the x-axis with the semi-axis a of the ellipse is given by tan(2Ψ) =
U/V .

• V is related to the ellipticity parameter of the polarisation ellipse, being sin(2Ψ) =
V/I .

We stress then that a linear polarisation, like the quadrupole anisotropy of the CMB,
will always present a zero value for the V parameter.

From the definition above, it is clear that the Stokes parameters are dependent on the
choice of the reference frame in the wave oscillating plane. A rotation of that plane by 45o

will turnQ into U . Therefore, when looking at the sky toward a direction n̂ ≡ n̂(θ, φ), we
need to fix a reference frame in the plane orthogonal to n̂ to properly define the Stokes
parameters Q and U . It is convenient to work in spherical coordinates and consider the
basis identified by the pair (ê1, ê2), corresponding to the unit tangent vectors along the
directions (θ, φ).

While I is invariant under rotations on the plane (ê1, ê2), Q and U transform under a
rotation of an angle ϑ as:

(Q+ iU)′(n̂) = e−2iϑ(Q+ iU)

(Q− iU)′(n̂) = e2iϑ(Q− iU)
(1.120)

Q± iU are spin-2 quantities. We can generalise the expansion in spherical harmonics
for spin-2 quantities introducing the basis +2Y`m:
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Figure 1.10: The polarisation ellipse. The ξ and η axis are the x and y ones respectively rotated by
an angle Ψ to be aligned with the a and b parameters orientations.

(Q+ iU)(n̂) =
∑
`m

a+2,`m +2Y`m(n̂)

(Q− iU)′(n̂) =
∑
`m

a−2,`m −2Y`m(n̂)
(1.121)

With the symmetry property a∗−2,`m = a2,`m.
We can replace the a±2,`ms with their linear combination:

aE,`m = −1

2
(a2,`m + a−2,`m)

aB,`m =
i

2
(a2,`m − a−2,`m)

(1.122)

Finally, we can completely describe the linear polarisation field using the functions
E(n̂) and B(n̂) defined via the new expansion coefficients:

E(n̂) =
∑
`m

aE,`mY`m(n̂)

B(n̂) =
∑
`m

aB,`mY`m(n̂)
(1.123)

Both functions are invariant under rotations. Nevertheless they behave differently
under parity transformation: E(n̂) is invariant but B(n̂) changes its sign, as shown in
Fig. 1.11. Such definedE(n̂) andB(n̂), represent the polarisation modes we were looking
for: a curl-free mode and a gradient-free one. Gravitational waves, produced by the
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Figure 1.11: With reference to Fig 1.9, the polarised radiation due to the photons scattering on elec-
trons has to produce an irrotational E-mode field, on the left. On the right, a B-mode polarisation
pattern.

slow-roll of the scalar field responsible for the inflationary process, give both E(n̂) and
B(n̂) polarisation modes; however, density fluctuations can only give a contribution to
E-mode polarisation.

In summary, T (n̂) gives the temperature fluctuation at position n̂, while E(n̂) and
B(n̂) represent the polarisation. We showed above the expressions for angular power
spectrum of the CMB temperature anisotropy field T (n̂) and its estimator. The corre-
sponding expressions for E(n̂) and B(n̂) read then:

〈a∗E,`maE,`′m′〉 = CE` ĈE` =
1

2`+ 1

∑̀
m=−`

a∗E,`maE,`m (1.124)

〈a∗B,`maB`′m′〉 = CB` ĈB` =
1

2`+ 1

∑̀
m=−`

a∗B,`maB,`m (1.125)

Similarly, we can define the TE cross-correlation power spectrum and its estimator:

〈a∗T,`maE`′m′〉 = CTE` ĈTE` =
1

2`+ 1

∑̀
m=−`

a∗T,`maE,`m (1.126)

Analogous expressions hold for CEB` and CTB` . Moreover, in standard cosmology, the
physics governing the photon propagation is parity invariant; this translate into van-
ishing odd parity correlations, i.e. CTB` = 0 and CEB` = 0. In Fig. 1.12 are plotted an



example of angular power spectra for temperature, E-mode polarisation, and the cross-
correlation power spectrum CET` .

37



38 1.4 The Cosmic Microwave Background

500 1000 1500 2000 2500
0

1000

2000

3000

4000

5000

(
+

1)
C

/2

TT
TT

500 1000 1500 2000 2500
0

5

10

15

20

25

30

35

40

(
+

1)
C

/2

EE BB

EE
BBx100

500 1000 1500 2000 2500

100

50

0

50

100

(
+

1)
C

/2

TE

TE

Figure 1.12: In the top panel, the TT Power spectrum. In the middle panel the two EE and BB
power spectra, multiplied for a factor 100 in order to be visible in the plot. In the bottom panel, the
cross-correlation TE power spectrum. Both plots have been made with CAMB, assuming Planck
best-fit values, and r = 0.01. On the y-axis the power spectra are in [µK2]



CHAPTER 2

The reionisation of the Universe

The reduction in instrumental noise level and the higher degree of systematics and fore-
ground contamination control which characterise the latest (and the next) generation
of Cosmic Microwave Background experiments, have brought to light the limits of the
simplified assumptions used to describe some features of our Universe, strengthening
the need for a more refined modelling of the underlying physical processes. One such
case is the treatment of the reionisation history of the Universe. This process is due to
the ionising radiation emitted by the first stars and massive objects, and leaves peculiar
features in the large angular scales (multipoles up to ` ≈ 30) of the CMB angular power
spectra. These features are particularly relevant for the curl-free (or E-mode) component
of the polarisation power spectra.

After recombination ended, very few free electrons filled the Universe, and we there-
fore refer to this epoch of the Universe as Dark Ages, to highlight the absence of radiation
able to ionise neutral H and He atoms. However, at some point in time, collapsed ob-
jects will start forming, which will later emit high-energy photons, causing the universe
to re-ionise (Loeb & Barkana 2001a; Gnedin & Fan 2006). Current observations of quasar
absorption spectra only put a lower bound on reionisation redshift, giving evidence for
the first neutral hydrogen on our light cone at z ≈ 6 (Becker et al. 2001; Fan et al. 2006).
The exact nature of these light sources, e.g., quasars or early stars, and the way the ion-
isation fraction evolved between the low level remaining after recombination and the
value reached by z ≈ 6 is unknown in any detail.

The main CMB constraint on reionisation comes from the large scale polarisation
signal generated by scattering of the CMB temperature quadrupole during reionisation.
This gives a characteristic bump in the large scale polarisation power spectra on scales
larger than the horizon size at reionisation, and exact details of the shape of the bump
can in principle be used to constrain the ionisation history (Kaplinghat et al. 2003; Hu
& Holder 2003). Scales smaller than the horizon size are uniformly damped, leading to
a suppression of the acoustic peaks of e−2τ where τ is the optical depth to reionisation;
the small scales cannot therefore be used to constrain details of the history, but only the
total optical depth.

2.1 Constraining the reionisation history with the CMB

Models with same optical depth but different reionisation histories can produce markedly
different predictions for the E-mode CMB angular power spectrum. In an instantaneous
reionisation scenario, the contribution to the optical depth from xe(z) is concentrated
at the lowest redshift possible for a given τ value, and the respective E-mode power
spectrum is sharply peaked on large angular scales, at ` ' 10. The effect of varying
the fraction of ionised H at higher redshift on the angular power spectra is to transfer
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Figure 2.1: On the left, three different EE power spectra assuming three different reionisation
histories (shown in the right panel): a tanh reionisation, a monotone smooth transition with two
different slopes and an instantaneous process with an early bump of ionised hydrogen at z = 16.

power from larger to smaller angular scales (i.e. from multipoles ` . 10 to multipoles
10 . ` . 30).

This redistribution of power is illustrated in Fig. 2.1 with the reionisation histories
and CEE` for three models. All the models has the same optical depth, but one describes
a nearly instantaneous reionisation history, one a a smooth monotonic one, and a third
one which includes an early bump of ionised atoms at z = 16. In general, a flatter large-
scale E-mode spectrum with power extending out to ` ∼ 10 − 20 is a sign of a large
ionised fraction at high redshift. However, there is not a one-to-one correspondence be-
tween ` and z; the ionised fraction within any particular narrow redshift bin affects CEE`
over a wide range of angular scales. Ionised fraction in adjacent redshift bins have highly
correlated effects on CEE` , which makes it difficult to extract from E-mode polarisation
data a constraint on xe(z) at a specific redshift. Moreover, a wrong assumption about the
reionisation history model, can in principle lead to a strong bias in the determination of
τ , with consequent propagation of such error to other parameters, such as the normal-
isation, As, and tilt, ns, of the primordial power spectrum of density fluctuations, and
the tensor-to-scalar ratio r.

Various descriptions of reionisation history have been adopted in CMB analysis. At
the simplest level, reionisation is modelled as a sudden process, parameterised by an hy-
perbolic tangent. Alternative approaches focus instead on modelling the physics of the
first sources of light, and deriving the corresponding evolution of the ionisation fraction.
Finally, so-called ”model independent” approaches have also been developed, and here
we present a study of performances of three such models in the analysis of CMB data:

• Principal component analysis, as proposed in Hu & Holder (2003) and inMortonson
& Hu (2008).

• The FlexKnot model, proposed in Millea & Bouchet (2018).

• A model allowing for constraining at the same time reionisation history, via red-
shift bins, and the optical depth.

2.1.1 The τ -sharp model

The most commonly assumed reionisation history model in CMB analysis is the tanh
parameterisation. It has a useful parametric form and matches physical expectations



The reionisation of the Universe 41

somewhat well; it describes a one-time smooth transition to a fully neutral Universe
(except for a tiny residual from recombination of the order of 10−4), to one with fully
ionised hydrogen and helium singly ionised. Due to the rapidity of the reionisation
transition, we will refer hereafter to this model as τ -sharp model, or, tanh model. We
parameterise the free electron fraction, xe ≡ ne/nH , as the ratio between the number
density of free electrons and hydrogen nuclei. It is taken to be:

xTANH
e (z) =

1 + fHe
2

{
1 + tanh

[
y(z∗)− y(z)

∆y

]}
(2.1)

with y(z) = (1 + z)3/2 and ∆y = 3/2(1 + z)1/2∆z, giving a transition centred at redshift
z∗ with width ∆z = 0.5. The factor fHe in Eq. 2.1 is the number density ratio of helium
to hydrogen nuclei (we are not considering all other atoms).

The contribution to the optical depth between two arbitrary redshifts z1 and z2 can
be written as:

τ(z1, z2) = σT

∫ z2

z1

nH(z)(1 + z)2

H(z)
xe(z) dz (2.2)

where σT is the Thomson scattering cross-section. This is often used to parameterise
Eq. 2.1 in terms of of the optical depth τ ≡ τ(0, z0), rather than z∗, where z0 is some
redshift before reionisation began, but after recombination ended.

Note that in this convention for xe, the maximum ionisation fraction can be greater
than one, in particular can be as large as xMAX ≡ 1 + fHe before the second ionisation of
helium. We also note that second helium recombination is expected to be a small contri-
bution to τ , on the order of ≈ 0.001 depending on the exact values of other cosmological
parameters. As this is already fairly small, we ignore any model-dependence in helium
second reionisation and model it as another transition with the same hyperbolic tangent
form as in Eq. 2.1 but with z∗ = 3.5 and ∆z = 0.5, normalised such that it increases the
ionisation fraction from xMAX to 1 + 2fHe.

2.1.2 The Principal Component model

The major advantage of the τ -sharp model is the low number of parameters, along with
some parametric freedom. However, we would like a model which can reproduce any ar-
bitrary reionisation history, and therefore reconstruct xe(z) from the data. Hu & Holder
(2003) and Mortonson & Hu (2008) proposed a model based on the decomposition of
xe(z) into eigenmodes such that:

xPCA
e (z) = xfid

e (z) +
∑
i

miSi(z) (2.3)

for some fiducial reionisation history xfid
e (z), eigenmodes amplitudesmi and eigenmodes

template Si(z). Such templates have support in the redshift range [zmin, zmax] and are
defined through the following properties:

• they form a special orthonormal basis for xe(z), implying that
∫
dzSi(z)Sj(z) = δij ,

and the integral is performed in the multipole range [zmin, zmax].

• they diagonalise the covariance of the amplitude parameters given cosmic variance
limited large-scale polarisation CMB data, 〈∆mi∆mj〉 = δijσ

2
i .

• they are ordered by increasing σi.
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Fig. 4. from ModelIndependent Constraints on Reionization from LargeScale Cosmic Microwave Background Polarization
Mortonson & Hu 2008 ApJ 672 737 doi:10.1086/523958
http://dx.doi.org/10.1086/523958
© 2008. The American Astronomical Society. All rights reserved. Printed in U.S.A.

Fig. 5. from ModelIndependent Constraints on Reionization from LargeScale Cosmic Microwave Background Polarization
Mortonson & Hu 2008 ApJ 672 737 doi:10.1086/523958
http://dx.doi.org/10.1086/523958
© 2008. The American Astronomical Society. All rights reserved. Printed in U.S.A.

Figure 2.2: This figure from Mortonson & Hu (2008) shows the impact on the EE power spectrum
from including a different number of PCA eigenmodes. On the top-left plot, three reionisation
histories are plotted, corresponding to the PCA reconstroction with 1, 3 and 5 eigenfunmodes.
The impact of using a different number of eigenmodes on the EE power spectrum is shown in the
bottom-left panel, while in the right plot is plotted the relative variation of the EE power spectrum
from different configuration of number of PCA eigenmodes and zmax values.

Therefore, this consists of performing a principal component analysis (PCA) of the Fisher
information related to the CMB angular power spectra, when varying the reionisation
history at different redshifts. In practice, we perform the following operational steps:

1. we divide the fraction xe(z) into N redshift bins within the interval [zmin, zmax];

2. we construct the Fisher information from the CMB EE angular power spectrum
response to the changes of xie, with i = 1, .., N ;

3. we decompose it into its principal components. The inverse of the eigenvalues
gives the estimated variance of each principal component eigenmode from the
measurement of low-` E modes. We therefore sort the modes increasing order of
variance, so that the best constrained principal components has the smallest index
i in Eq. 2.3.

The advantage of this methodology consists in the low number of free parameters,
while keeping a model independent approach. In Fig. 2.2 we show the impact of adding
more eigenmodes to the power spectrum. In fact, Mortonson & Hu (2008) showed that
only few eigenmodes impact the angular power spectrum. As a result, we can recon-
struct xe(z) by retaining only the first 3− 5 eigenmodes.

The lack of Gunn-Peterson absorption in quasars out to z ≈ 6 strongly constrains the
universe to be very close to fully re-ionised by this redshift (Becker et al. 2001; Fan et al.
2003). We implicitly impose these bounds here by setting zmin = 6. Similarly as in other
PCA analyses, we take zmax = 30.

Despite the advantages of a model independent methodology with few free-parameters,
the truncation of the number of modes can sometimes lead to unphysical values of xe(z).
Moreover, the optical depth is now a derived parameter, whose value depends on the
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Figure 2.3: Figure from Millea & Bouchet (2018); the figure illustrates the reionisation history
coverage under the assumption of the optimal physicality priors, and adopting the PCA model.
We still recover unphysical values of xe(z).

amplitude of the modes. This induces a non-flat prior on τ which needs to be properly
accounted for when interpreting the results of the analysis (Millea & Bouchet 2018). The
same authors also proposed a prior on the amplitude of the principal components which
minimises the exploration of unphysical reionisation histories. In Fig. 2.3 shows the ef-
fective reionisation history coverage adopting the optimal physicality priors proposed
by Millea & Bouchet (2018).

2.1.3 The FlexKnot model

In order to avoid unphysical regions in the xe(z) reconstruction, one solution is to keep
the fraction of ionised hydrogen at given redshifts as free parameters (xi), and therefore
enforce physicality through the condition 0 ≤ xi(zi) ≤ xmax

e . This approach has been
explored in different ways (e.g., Colombo et al. 2009; Lewis et al. 2006; Hazra et al. 2018,
and references therein); The latter, for instance, takes uniform priors on the values of
xe(z) at z = 6, 7.5, 10 and 20, with end-points xe(5.5) = xmax

e and xe(30) = 0 fixed, and
interpolates the reionisation history between these nodes using piecewise cubic Hermite
interpolating polynomials (PCHIP). Even though the choice of the interpolating polyno-
mials likely captures most of the observed features of the reionisation history, it suffers
from a non optimal coverage of the possible reionisation scenarios, inducing an unde-
sired prior in the reionisation history.

A simple modification of this model has been proposed by Millea & Bouchet (2018),
providing a uniform coverage of all possible xe(z) within the physical values of xe and
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in the desired redshift range. This FlexKnot (FK) model consists of knots which can move
in both xe and z directions. The parameter set for this model is therefore a collection of
zi and xi in the prior ranges:

6 ≤ zi ≤ 30 (2.4)
0 ≤ xi ≤ xmax

e (2.5)

Additionally, given a set of zi, the reionisation history is computed by first sorting them
before interpolating between the knots. The FK model, on the other hand, does not
directly sample the optical depth τ : therefore, a prior is induced on the such parameter
during the MCMC sampling.

In Fig. 2.4 shows the prior on xe(z) and the induced prior on τ using either three and
five knots.

2.1.4 A different bin-based model

Both PCA and FK models allow for an efficient parameterisation of the reionisation his-
tory, while keeping a model independent approach. Such methodologies benefit from a
low number of free parameters, which makes them a good choice in terms of computa-
tional cost. Moreover, the FK model, accomplishes the task of generating only physical
samples of xe(z), whereas the PCA possibly explores unphysical reionisation histories.
However, both models do not directly sample the optical depth τ , causing its posterior
distribution to be convolved with an induced prior. Millea & Bouchet (2018) proposes a
convenient way to flatten the induced τ prior; in this section I propose a different model
which aims to constrain the reionisation history by sampling both the fraction of ionised
hydrogen and τ at the same time, in order to avoid the induced τ prior in the first place.
Hereafter, we will refer to this model as bin+τ .

This model divides the reionisation history inN redshift bins, and samples τ together
with the ionisation fraction xi, with i 6= j, in N − 1 bins, while fixing xj by requiring the
overall optical depth to be τ . The value of τ is evaluated with Eq. 2.2 after choosing the
redshift range [zmin, zmax]. The reionisation history xe(z) is modelled as

∑N
i=1 x

i
e, with

xie defined by:

xie = xi
1

2
[tanh(2(z − zi))− tanh(2(z − zi+1))] (2.6)
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Figure 2.5: The prior on the reionisation history xe(z) using the bin+τ model, adopting 3 bins,
sampled in random order.

with zi being the left boundary of the i-th bin, zi+1 its right edge, and xi the ionised frac-
tion within the bin. Moreover, to ensure the most uniform coverage of the reionisation
histories space, the width of each bin and the index j of the bin fixed by the condition on
τ are also randomly sampled by the MCMC chain. The prior on xe(z) is represented in
Fig.2.5.

In our analysis, we impose the following priors priors on xi and z:

6 ≤ z ≤ 30 (2.7)
0 ≤ xi ≤ xmax

e (2.8)

In addition, whenever the width of a given bin is sampled, the next bin width is sampled
in a xi range which ensures τ to be recovered from the next bins. Practically speaking,
given N bins:

• We start from bin 1 by sampling xi and the bin width given the priors from Eq. 2.6.

• We move to bin 2, for which the prior on the bin width is rescaled taking into
account for the first bin, and xi is sampled in the range xmin and xmax which still
allows to recover τ from the remaining bins.

• We proceed for all the bins iteratively, the last bin is constrained by the available
redshift range, and xi by the τ value.

In such a way, we can always find at least one physical reionisation history for a given
value of τ , and a given number of bins. However, a prior on τ is also required, and it is
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Figure 2.6: Comparison of the posterior distributions on τ for the four models described in the text
for three different input EE-spectrum corresponding to: instantaneous reionisation (left), smooth
monotone reionisation (centre), and a reionisation history with an early bump at z = 16 (right).
The latter one arises to be a pathological case inducing biases in the posterior when assuming the
τ -sharp model and the bin+τ model in this range of multipoles. FK and PCA, on the other hand,
are more flexible and reliable in reconstructing the optical depth even in the more exotic cases. The
vertical dotted line shows the true input value.

given by:

σT

∫ zmin

0

nH(z)(1 + z)2

H(z)
xe(z) dz ≤ τ ≤ σT

∫ zmax

0

nH(z)(1 + z)2

H(z)
xe(z) dz (2.9)

with xe(z) being 1 + 2fHe up to z = 3.5, 1 + fHe in 3.5 < z ≤ 6 and xe = 1 in 6 < z ≤ 30,
with an hyperbolic tangent drop at the redshift boundaries. This condition guarantees
that we sample all the values of τ in the range provided by an instantaneous reionisation
at z = zmin, and an instantaneous one at z = zmax.

2.2 Model comparison on simulated data

We compare the performances of each of the above models by analysing their ability
to recover the true reionisation history, along with the correct optical depth of reioni-
sation, using simulated CMB angular power spectra 1. In order to constrain the above
mentioned quantities, we assume our likelihood to be an inverse Wishart distribution,
as described in Hamimeche & Lewis (2008); this likelihood is exact for a full-sky CMB-
plus-noise dataset, and represents a reduced χ2 with 2` + 1 degrees of freedom when
considered as a function of our simulated observed CMB angular power spectra.

The input datasets consist of:

• an instantaneous reionisation history, described by the tanh model;

• a smooth monotonic reionisation history with two different slopes;

• a tanh reionisation history with an early bump of ionised hydrogen at z = 16.

These three different scenarios cover a range of reionisation histories spanning from
”standard” models to more ”exotic” ones, which might be harder to recover. The corre-
sponding xe(z) and E-mode CMB power spectra are plotted in Fig. 2.1.

As a first test, we show in Fig. 2.6 the posterior distribution retrieved from on the
three above described scenarios, and adopting the following models:

• a τ -sharp model, with τ as only free parameter;

1simulated spectra have been produced with the software CAMB (Lewis 2014)
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Figure 2.7: Comparison of the posterior distribution for τ using the E modes polarisation power
spectrum including multipoles up to ` = 2000. All four models have been tested on two reioni-
sation histories, the instantaneous one (on the right), and the one allowing for an early bump at
z = 16 (on the left). The information from the high-` part of the power spectrum allows to con-
strain the value of τ , and helps to break the degeneracy with the reionisation history parameters.

• the PCA model with 5 eigenfunctions;

• the FK model, assuming 5 knots;

• the bin+τ model, using 4 bins.

Moreover, we fix all the other cosmological parameters to the Planck best-fit values from
Planck Collaboration XVI (2014), and assume an ideal, full-sky, cosmic variance limited
experiment including multipoles up to ` = 30 in the likelihood. We only use information
from polarisation E modes.

In general, we find that PCA and FK provide the best unbiased reconstruction, even
though for the model including a late reionisation we find some slight biases. Both the
bins+τ and tanh model are biased low in the posterior of the optical depth, however
as the bins+τ model has a wider posterior, the bias is less relevant in the former case.
The best compromise between the number of free parameters and model independency
seems to be the FK models. This allows for a wider coverage of possible reionisation
models, as for the PCA, but at the same time ensuring the physicality of reionisation his-
tories. On the other hand, PCA is more efficient in the context of a MonteCarlo Markov
Chain analysis, as its parameters span orthogonal directions in the space of possible
reionisation histories by construction. The choice of one these two methods is then dic-
tated by the priorities of the analysis.

As a consistency check we repeated the above analysis including multipoles up to
` = 2000. On multipoles ` & 50, the main impact of homogeneous reionisation histories
is an overall suppression of the CMB spectra. The amount of suppression depends only
on the value of τ . As shown in Fig. 2.7, when including multipoles up to ` = 2000 we
recover the input value of τ as expected. In this regime, the global effect of τ becomes
dominant over the details of reionisation history, allowing even the tanh model to re-
cover the correct value of τ . In this analysis, we are considering cosmic variance limited
simulated CMB data, disregarding the effects of the beam.

Fig. 2.9 and Fig. 2.8 show the recovered reionisation history using FK model with 5
and 3 knots respectively, and considering a smooth reionisation history with two differ-
ent slopes, and a tanh reionisation history with an early bump at z = 16. We compare
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Figure 2.8: Reconstruction of the reionisation history using FK with 5 knots. The dashed line
shows the input reionisation history. The magenta solid line is the best-fit value for the a-posteriori
reconstruction of the reionisation history; the mean value is represented with a solid blue line,
along with 1 − σ confidence interval reported as a dark green area, and 2 − σ interval in the
light green area. On the left, we try to model a smooth reionisation scenario. On the right, an
instantaeous one with an early bump at z = 16

the results in terms of posterior distribution of the fraction xe(z), constructed from the
MCMC chains. The posteriors are defined within 50 redshift bins spanning the range
6 ≤ z ≤ 30. For each bin has been plotted the histogram of xe directly from the chains,
in order to compute the mean, the best-fit and the 1-σ and 2-σ confidence intervals. The
plots clearly show that, for both input reionisation histories, using 3 or 5 knots does not
significantly affect the accuracy of the reconstruction. On the other hand, in the first
case we gain a speed up in the MCMC iteration process due to the lower number of free
parameters.

We also present also a final test performed on a simulated full-sky dataset, including
the noise from the combination of Planck 100 GHz and 143 GHz channels. We considered
a smooth monotonic reionisation history and compare the different models described
above; for the FK model, we use 3 knots, in light of the above results. In Fig. 2.10 we show
the posterior distributions for the 6 base parameters of the ΛCDM model. Moreover,
Fig. 2.11 shows a focus of the full 6 base parameters plot by marginalising only on τ and
As. We present in Tab. 2.1 a quantitative comparison of the different reionisation history
parameterisations through the bias in the recovered value for these two parameters; the
first two columns report the uncertainty for both τ and As, while the last two columns
indicate the recovered bias as difference with respect to the input values τin = 0.0884
and As,in = 2.1, in units of the corresponding standard deviation (for each model).

The recovered reionisation history from the FK model is plotted in Fig. 2.12.
The Flexknot model appears to be the most reliable in recovering the input optical

depth, and also the less affected by the degeneracy with the scalar amplitude As. All the
other models, conversely, slightly underestimate the posterior for τ and As. The tanh
model and the PCA model, moreover, are biased high in the spectral index ns. This
result can be explained in terms choice of parameters and in terms of the noise level
considered in the analysis. In fact, the Planck 100 GHz and 143 GHz noise level gives
a signal-to-noise ratio ≈ 1 in the E-mode power spectrum at multipoles ` ≈ 10; as a
consequence, multipoles falling in 8 / ` / 20, which carry most of the information
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Figure 2.9: Reconstruction of the reionisation history using FK with 3 knots. The dashed line
shows the input reionisation history. The magenta solid line is the best-fit value for the a-posteriori
reconstruction of the reionisation history; the mean value is represented with a solid blue line,
along with 1 − σ confidence interval reported as a dark green area, and 2 − σ interval in the
light green area. On the left, we try to model a smooth reionisation scenario. On the right, an
instantaeous one with an early bump at z = 16

Table 2.1

MODEL στ σAs ∆τ ∆As

FK (3 knots) . . . . . . . 0.026 0.006 0.1σ 0.1σ
4 bins +τ . . . . . . . . . 0.029 0.007 −0.3σ −0.3σ
PCA 5 modes . . . . . . 0.031 0.007 −0.04σ −0.1σ
tanh model . . . . . . . . 0.027 0.006 −0.2σ −0.1σ

about the reionisation history, have a lighter weight in the likelihood evaluation. This
might cause τ to be mostly constrained by high-`multipoles, and the reionisation history
reconstruction to be degenerate with power spectrum amplitude and tilt, especially for
models which do not a allow for a large flexibility in the reionisation history modelling
such as the τ -sharp, the NRM and PCA models.

49



50 2.2 Model comparison on simulated data

0.075 0.105

0.108

0.114

ch
2

1.041

1.042

10
0

M
C

0.948

0.960

0.972

n s

2.00

2.05

2.10

2.15

2.20

10
9 A

s

0.0222 0.0228
bh2

0.075

0.105

0.108 0.114
ch2

1.041 1.042
100 MC

0.948 0.960 0.972
ns

2.00 2.05 2.10 2.15 2.20
109As

FlexKnot 3 knots
4 bins + 
PCA 5 modes
tanh model

Figure 2.10: The comparison between the reionisation models in the case of a full-sky dataset,
with Planck 100 GHz and 143 GHz noise levels and their respective beams. The fiducial dataset
is constructed with a smooth monotonic reionisation history. The likelihood is sampled up to
` = 2000 and marginalising over the 6 base parameters of the ΛCDM model.
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Figure 2.11: The comparison between the reionisation models in the case of a full-sky dataset,
with Planck 100 GHz and 143 GHz noise levels and their respective beams. The fiducial dataset
is constructed with a smooth monotonic reionisation history. The likelihood is sampled up to
` = 2000 and marginalising over the reionisation optical depth τ and the scalar amplitude As.
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Figure 2.12: The reconstructed reionisation history xe(z) with the FK model (three knots) in the
Planck 100 GHz and 143 GHz noise level (with their beams) case. The magenta solid line is the
best-fit value for the a-posteriori reconstruction of the reionisation history; the mean value is rep-
resented with a solid blue line, along with 1− σ confidence interval reported as a dark green area,
and 2 − σ interval in the light green area.



CHAPTER 3

The BEYONDPLANCK project

In this chapter, we will present and describe the BEYONDPLANCK project which has been
the main focus during my whole PhD activity. In this chapter we will give an introduc-
tion to the project itself, presenting the state-of-the-art defined by the Planck mission,
and going through the motivations of the BEYONDPLANCK project itself. We will also
describe the methodology adopted in BEYONDPLANCK in the following sections1.

As a template for this chapter, we will follow BeyondPlanck Collaboration (2021); this
is the overview paper signed by all the members of the BEYONDPLANCK collaboration.

3.1 CMB observation state-of-the-art: Planck

The state-of-the-art in all-sky CMB observations today is provided by Planck (Planck
Collaboration I 2020). The Planck mission observed the CMB sky for four years (2009–
2013) in nine frequency bands (30–857 GHz), with three times higher angular resolution
and ten times higher sensitivity than WMAP. Its original design goal, as stated in Planck
Collaboration (2005), was to measure the primary CMB temperature fluctuations with
a precision limited only by fundamental physical processes, including cosmic variance,
not by instrumental sensitivity.

Planck comprised two separate instruments sharing a common focal plane. One was
the Low Frequency Instrument (LFI; Planck Collaboration II 2020), which adopted coherent
High Electron Mobility Transistor (HEMT) radiometers with center frequencies near 30,
44 and 70 GHz (each with a fractional bandwidth of roughly 20 %). The other was the
High Frequency Instrument (HFI; Planck Collaboration III 2020), which exploited spider-
web and polarisation sensitive bolometers with center frequencies of 100, 143, 217, 353,
545 and 857 GHz (with a fractional bandwidth of 25 % each).

The use of two different technologies in the Planck’s satellite, allowed to span its wide
frequency range, and provided a crucial cross-check against some subtle instrumental
errors. Planck’s wide frequency range fully covered most of the spectrum of a 2.7255
K blackbody, and allowed for the removal of contaminating foreground signals (e.g.,
Leach et al. 2008). These arise from synchrotron emission from relativistic electrons mov-
ing in the magnetic field of the Galaxy, thermal emission from warm Galactic dust and
bremsstrahlung emission from ionised gas, as well as microwave emission from extra-
galactic sources. Even though list is not exhaustive, each mechanism for foreground
emission has a unique spatial distribution on the sky and a unique, non-blackbody spec-
trum which allows it to be distinguished from the CMB. The preferred method for sepa-
rating cosmological fluctuations in the CMB from astrophysical foreground signals is to

1A detailed discussione of BEYONDPLANCK scientific results, with particular emphasis on CMB character-
isation and cosmological parameter estimation, will be presented in Chap. 4.
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Figure 3.1: Planck 2018 Commander CMB temperature (top panel) and thermal dust polarization
amplitude (bottom panel) maps. Reproductions from Planck Collaboration IV (2018).

map the sky at multiple frequencies, and then perform a joint fit to this set of maps while
taking into account the particular spatial and spectral behaviour of each foreground. The
design of Planck took into account such considerations in its design (Planck Collabora-
tion 2005). Moreover, the capability to detect polarised signals was added at the seven
lowest frequency bands, from 30 to 353 GHz. Figure 3.1 shows the CMB temperature
fluctuation and the polarised thermal dust emission maps as derived from Planck obser-
vations; this picture represents one the most iconic results from the experiment.

The Planck satellite was launched to L2 on May 14th 2009 and deactivated on October
23rd 2013; it thus completed in total almost 4.5 years of observations (Planck Collabo-
ration I 2020). Unlike the case for WMAP, both Planck instruments were cryogenically
cooled. Since HFI exhausted its cooling capability in January 2021, the last 18 months of
observation have been carried one by LFI alone.

The first Planck data release (denoted either “PR1” or 2013 here; Planck Collabora-
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tion I 2014) took place in March 2013, and was based on the first 15.5 months of data,
covering the full sky twice. By and large, these measurements confirmed the cosmolog-
ical model presented by WMAP and other previous experiments, but with significantly
higher signal-to-noise ratio. Among the main results achieved by virtue of this higher
sensitivity, we mention here a 25σ detection of gravitational lensing of CMB anisotropies
(Planck Collaboration XVII 2014), and a revolutionary new image of polarised thermal
dust emission in the Milky Way (Planck Collaboration XI 2014).

The 2013 release, however, did not include any CMB polarisation results. In addition,
the initial angular power spectrum of CMB anisotropies showed a ∼2 % shift in ampli-
tude compared to the earlier WMAP power spectrum (Planck Collaboration XV 2014).
Both of these issues had a common origin: they arose from incompletely controlled sys-
tematic errors arising from instrumental effects. As noted earlier, CMB observations
are not easy: even small errors in assumptions made about foregrounds or instrumen-
tal behaviour can have significant effects on the recovered CMB signal. Some examples
of instrumental effects include: uncertainties in the beam shape and far sidelobes; mis-
estimation of the frequency response of detectors, which can introduce temperature to
polarisation leakage; unaccounted-for non-linearity in the analog-to-digital converters
(ADCs) used in each detector chain; and uncertainties in the polarisation properties of
detectors.

All of these effects, as well as uncertainties in foreground contamination, have been
studied by the Planck team in the years between 2013 and the release of the final Planck
results in 2020 (Planck Collaboration I 2020). Strong investments of time and money
were made to develop increasingly accurate models of the two Planck instruments; these
allowed for more precise and robust science results. We emphasise that the official LFI
and HFI pipelines evolved step-by-step in the post-launch period as instrument-specific
effects emerged due to increased calibration accuracy. BEYONDPLANCK builds on all
this accumulated experience in implementing a global approach to the data analysis
problem.

A major milestone in this iterative process was the second Planck data release (“PR2”
or 2015; Planck Collaboration I 2016), which for the first time included the full set of
Planck observations (50 months of LFI data and 27 months of HFI data). With this re-
lease, the Planck team was ready to present a direct measurements of CMB polarisation
on intermediate and small angular scales (Planck Collaboration XI 2016), thanks to the
understanding of the polarisation properties of both the LFI and HFI instruments. For
HFI, however, accurate large-scale polarisation was still out of reach due to systematic
errors, and only LFI provided such constraints. The original power spectrum discrep-
ancy relative to WMAP was tracked down to inaccuracies in the calibration procedure
and reference dipole values used for the Planck 2013 analysis, and these were subse-
quently corrected in the 2015 release. With this second data release, Planck fulfilled its
promise of measuring the primary CMB temperature fluctuations to the limits set by
astrophysical and cosmological effects (Planck Collaboration I 2016).

3.1.1 Large-scale CMB polarisation, the reionisation optical depth, and systematic
errors

Planck analysis continued beyond 2015, with a particular emphasis on reducing large-
scale polarisation systematics (Planck Collaboration I 2020). The reionisation optical
depth, τ (e.g., Planck Collaboration Int. XLVII 2016), provides a direct estimate of the
difficulty and the importance of such a job. This parameter is directly related to the
epoch during which the first stars were born, as we already discussed earlier in this the-
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sis, called the epoch of reionisation (e.g., Loeb & Barkana 2001b, and references therein).
According to detailed measurements of the abundance of neutral hydrogen in the uni-
verse from quasar spectra (the so-called “Lyman alpha forest”; Gunn & Peterson 1965),
this event cannot have happened later than about 1 billion years after the Big Bang, cor-
responding to an optical depth of τ & 0.048. However, we have also presented in Chap. 2
how an independent measurement of τ may also be derived through CMB observations,
by noting that the first stars or galaxies ionised their surrounding medium, and thereby
released large numbers of free electrons off which CMB photons could scatter. Detailed
models predict a CMB polarisation signal at the level of O(0.5 µK) on angular scales
larger than 10◦ (e.g., Alvarez et al. 2006, and references therein).

While the scientific potential in establishing robust large-scale polarisation measure-
ments is very high, potentially pinpointing a critical epoch in the history of the universe,
the technical challenges are very high. The expected curl-free E-mode polarisation sig-
nal is only about 1 % of the corresponding CMB temperature fluctuations, and the signal
is only visible on large angular scales. Among all parameters in the cosmological concor-
dance model, the reionisation optical depth is the most susceptible to systematic errors,
and for this reason it is often adopted as a monitor for residual errors.

To illustrate the difficulties associated with measuring τ , it is interesting to consider
its value as reported in the literature as a function of time. The first CMB constraint was
reported in the first-year WMAP release, which claimed τ = 0.17±0.04 corresponding to
a reionisation epoch of tr = 180+220

−80 Myr (Kogut et al. 2003). Such an early reionisation
epoch imposed strong limits on galaxy formation processes, and was not immediately
compatible with standard theories. However, this preliminary measurement was based
on the cross-correlation between temperature and polarisation fluctuations for which
uncertainties and degeneracies are large. Furthermore, it also did not account for bias
introduced by foreground emission.

After adding more data, and, critically, achieving a deeper understanding of the data
and an improved control of systematic errors, the 3-year WMAP data release resulted
in a significantly revised estimate of τ = 0.089 ± 0.03, nearly doubling the time al-
lowed for structure formation (Page et al. 2007). This estimate was derived directly from
polarisation-only measurements, and included proper foreground corrections. Based on
further improvements and additional data, the reported 5-year WMAP posterior mean
value was τ = 0.085 ± 0.016 (Komatsu et al. 2009), while in the 7-year release it was
τ = 0.088 ± 0.015 (Larson et al. 2011), before finally settling on τ = 0.089 ± 0.014 in the
9-year release (Hinshaw et al. 2013). This represented the state-of-the-art before Planck
in terms of large-scale CMB polarisation measurements.

As already mentioned, no CMB polarisation measurements were included in the first
Planck 2013 release (Planck Collaboration I 2014). However, from temperature measure-
ments alone, the best-fit optical depth was constrained to τ = 0.097±0.038, in very good
agreement with the final WMAP polarisation results (Planck Collaboration XVI 2014).
Then, in the Planck 2015 release, the LFI data allowed the first independent constraint
on large-scale CMB polarisation since WMAP (Planck Collaboration XI 2016). At the
same time, the HFI polarisation observations provided new and powerful constraints on
Galactic polarised thermal dust (Planck Collaboration X 2016), to which the WMAP ex-
periment was only marginally sensitive. The combination of LFI CMB and HFI thermal
dust polarisation measurements alone resulted in τ = 0.064+0.022

−0.023, or 1.1σ lower than
the 9-year WMAP value. Furthermore, when combining the WMAP large-scale polari-
sation CMB data with the same HFI polarisation foreground data, the best-fit value was
τ = 0.067± 0.013, in full agreement with LFI.

The HFI large-scale CMB polarisation data were finally considered mature for scien-
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tific analysis in 2016, when new calibration, mapmaking, and simulation procedures had
been implemented in a code called SROLL (Planck Collaboration Int. XLVIII 2016). Tak-
ing advantage of these new developments, and leveraging the higher statistical power of
the HFI data, the reported estimate of the reionization optical depth was adjusted further
down by HFI to τ = 0.055±0.009. In parallel, the LFI procedure was improved by merg-
ing calibration and component separation into one framework. The combination of these
new analysis procedures formed the basis for the third and final official Planck release
(Planck Collaboration I 2020), for which a final value of τ = 0.053± 0.009 was reported.
The good agreement with the lower limit imposed by quasar measurements, τ > 0.048,
implies both that reionisation by the first generation of stars occurred relatively late, and
that we can tell when the epoch of reionisation occurred with precision.

While a stable and internally consistent ΛCDM model, including τ , had emerged
by the official end of the Planck consortium in 2018, one could still see clear signatures
of residual systematics present in various subsets of the data. For HFI, several internal
cross-correlations did not agree with each other to statistical precision (Planck Collabora-
tion III 2020). For LFI the 44 GHz channel failed internal null tests (Planck Collaboration
II 2020), and there were clear discrepancies between the raw frequency maps as seen by
LFI and WMAP (Planck Collaboration IV 2018), indicating that there were still issues to
be resolved within either LFI or WMAP, or both.

The last effort of the Planck collaboration to resolve these questions was organised
within the so-called NPIPE pipeline (Planck Collaboration Int. LVII 2020). This name is
short for “NERSC pipeline”, a name deriving from the computer facilities at which it is
executed, namely the National Energy Research Scientific Computing Center (NERSC).
One unique feature of this pipeline is its ability to analyse both LFI and HFI jointly within
the same framework. Combining some of the most powerful features from each of the
instrument analysis pipelines, this approach has led to further reduction of systematic
errors in both data sets, as reported in Planck Collaboration Int. LVII (2020). The result-
ing best-fit estimate of the reionisation optical depth from NPIPE reads τ = 0.058±0.006
(Tristram et al. 2020).

An independent initiative to improve the Planck processing was SROLL2 (Delouis
et al. 2019), which was a direct continuation of the HFI SROLL effort (Planck Collabora-
tion III 2020). A defining feature of this approach is improved ADC corrections, which
in particular leads to more robust large-scale polarisation estimates. From the SROLL2
polarisation analysis alone, the current best-fit estimate of the reionisation optical depth
is τ = 0.0566+0.0053

−0.0062 (Pagano et al. 2020).
A second independent initiative is called BEYONDPLANCK, and this is the primary

focus of this thesis, as presented in BeyondPlanck Collaboration (2021), and suite of
companion papers. The scope of this project is significantly different than the previous
efforts, since BEYONDPLANCK primarily aims at building a complete integrated end-to-
end analysis pipeline for current and future CMB experiments. The current work focuses
in particular on the Planck LFI data set, although significant effort is spent ensuring that
the tools are generalisable to other experiments. Indeed, two examples of this are already
presented within the current project, with preliminary applications to WMAP (Bennett
et al. 2013; Watts et al. 2021) and LiteBIRD (Sugai et al. 2020; Aurlien et al. 2021).

Because instrumental systematics and residual foreground contamination have such
a strong impact on the large-scale CMB polarisation estimates, we will in this thesis use
the reionisation optical depth as a direct demonstration of the BEYONDPLANCK frame-
work, and our ultimate scientific goal is to estimate the posterior distribution P (τ | ~d)

from Planck LFI and WMAP observations, ~d. The posterior summarises our knowledge
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about τ in the form of a probability distribution, and we will estimate P (τ | ~d) within a
strict Bayesian framework, with as few approximations and little data selection as possi-
ble. We do not use of cross-spectrum techniques, which generally reduce the sensitivity
of the final products to instrumental systematics. In this project, we aim to do the op-
posite, and highlight the impact of residual systematics, such that, if needed, they can be
addressed at a lower level of the analysis. As such, internal consistency, goodness-of-fit
and χ2 tests will play critical roles.

3.1.2 Lessons learned from Planck

To present and understand the historical background and motivation behind the BE-
YONDPLANCK program, we report here some text from the “Lessons learned from Planck,”2

as compiled by the Planck consortium in 2016. In Section 9.6 (“Understanding the data”)
one can read the following:

In a project like Planck, “understanding the data” is certainly the most signifi-
cant driver of the quality of the final products and science it can produce. This activ-
ity must be at the core of the data processing. It covers a lot of ground – photometry,
optical response, time response, calibration, systematic effects, etc. – all interlinked
issues that can be diagnosed at many different levels in the data processing pipelines,
from raw data streams to finished maps and scientific products.

(. . . ) In the early phases of Planck, much of the strategy was based on separating
the various elements of the problem into independent parts. This was adequate for a
first treatment of the data. However, as the quality of the data improved, it became
harder to find and analyse subtler non-ideal effects, and to do so required a more
integrated approach, where a variety of effects were treated simultaneously.

(. . . ) An example is the influence of foregrounds on calibration: initially model
foreground templates were used to isolate the CMB dipole signal (the calibrator),
but in later stages the template had to be iterated within the calibration pipeline to
include and self-consistently reduce the effects of polarisation, sidelobes, dipoles, etc.

(. . . ) As understanding of the data progresses, analysis – and the teams doing it
– need to become more and more integrated, pulling in parts of the pipeline which
initially could be separated out.

As described in these paragraphs, the analysis approach adopted by Planck became
gradually more and more integrated as the effective sensitivity of the data set improved
through more refined analysis, and new systematic effects were addressed. Indeed, to-
ward the end of the Planck mission period it become evident that the single most limit-
ing factor for the overall analysis was the interplay between the instrumental systematics
and astrophysical foregrounds, rather than the two as a such. Intuitively speaking, the
problem may be summarised as follows: One cannot robustly characterise the astrophysical
sky without knowing the properties of the instrument, and one cannot characterise the instru-
ment without knowing the properties of the astrophysical sky. The calibration and component
separation procedures are definitely tied together. By the time this issue was fully under-
stood, there were neither sufficient resources nor time to redesign a complete Planck anal-
ysis pipeline from bottom-up. An important organisational goal of the BEYONDPLANCK
program has therefore been to provide a financial structure that allows the team to con-
solidate this experience into practical computer code, and make this publicly available
to the general community.

2https://www.cosmos.esa.int/web/planck/lessons-learned
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3.2 The BEYONDPLANCK program

In this context, we are now ready to formulate the main goal of the BEYONDPLANCK
program:

BEYONDPLANCK aims to implement and apply a single statistically coherent
analysis pipeline to Planck and other CMB data sets, processing raw uncalibrated
time-ordered data into final astrophysical component maps, angular power spectra,
and cosmological parameters within one single code.

Important secondary goals include

1. to model and propagate instrumental uncertainties from raw time-ordered data
into final high-level Planck scientific results;

2. to provide a computationally convenient interface to the raw Planck data that can
be accessed and extended by external users;

3. to develop a framework that allows joint analysis of Planck with other data sets;
and

4. to prepare for next-generation CMB experiments, in particular those aiming to de-
tect primordial gravitational waves through their imprint on large-scale polarisa-
tion of the CMB.

The “BEYONDPLANCK” name serves as a reminder that this work builds directly on sev-
eral decades of Planck efforts and experience, while at the same time highlights the fact
that it aims to apply the Planck methodology to data sets beyond Planck, both archival
and future.

Clearly, this is a very ambitious program that will require long-term and dedicated
support. The first stage of the program, which is reported in the current suite of BE-
YONDPLANCK papers, has been funded within an EU-based Horizon 2020 action called
“Leadership in Enabling and Industrial Technologies” (LEIT), as well as through vari-
ous individual grants. This funding only covers end-to-end analysis of the Planck LFI
data, which is smaller in volume than HFI data, and therefore serves as a convenient
real-world test case for development purposes, while still representing a very important
scientific data set in its own right.

As detailed in the H2020 LEIT contract, the BEYONDPLANCK program started on
March 1st 2018, and ended on November 30th 2020; the total duration of the program is
thus strictly limited to two years and nine months. During this period, large amounts
of software, products and documentation had to be written from scratch. Indeed, a first
fully operational pipeline was completed as late as June 2020. With an effective run-
time of six to eight weeks to achieve convergence on our current computer systems,
we have been able to complete two full end-to-end data reprocessing since that time.
While two full iterations are definitely a technical achievement, they are insufficient for
detailed fine-tuning and thus the results are uncharacteristically unpolished relative to
a typical data release. They however demonstrate the power of the analysis process
itself. Further, the current BEYONDPLANCK release is not intended to be a static and
final analysis solution for one specific data set, i.e., Planck LFI, but rather a common
community-wide platform that will allow scientists to explore different data sets both
individually and jointly. As such, we expect numerous updates to emerge in the coming
months and years, both from BEYONDPLANCK members and from external researchers,
that will gradually refine the current products in a collaborative effort.
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3.2.1 End-to-end Bayesian CMB analysis

Recognising the lessons learned from Planck as summarised in Sect. 3.1.2, the defining
design philosophy of BEYONDPLANCK is tight integration of all steps from raw time-
ordered data processing to high-level cosmological parameter estimation. Traditionally,
this process has been carried out in a series of almost independent steps, pipelining
different executables with or without human intervention. Some steps have mostly re-
lied on frequentist statistics, employing forward simulations to propagate uncertainties,
while other steps have adopted a Bayesian approach, using the posterior distribution
to quantify uncertainties. For instance, traditional mapmaking is a typical example of
the former (e.g., Ashdown et al. 2007), while cosmological parameter estimation is a
typical example of the latter (e.g., Lewis & Bridle 2002); for component separation pur-
poses, both approaches have been explored in the literature (e.g., Planck Collaboration
Int. XLVI 2016).

BEYONDPLANCK is the first real-world CMB analysis pipeline to adopt an end-to-
end Bayesian approach. This solution was in fact first proposed by Jewell et al. (2004).
However, it took more than 15 years of computational and algorithmic developments to
actually make it feasible.

Perhaps the single most important advantage of a uniform Bayesian approach is
that it allows seamless propagation of uncertainties within a well-established statisti-
cal framework. This aspect will become critically important for future experiments,
as demonstrated by Planck. For most CMB experiments prior to Planck, the dominant
source of uncertainty was noise; for most CMB experiments after Planck, the dominant
source of uncertainty will be instrumental systematics, foreground contamination, and
the interplay between the two. As a logical consequence of this fact, BEYONDPLANCK
adopts a consistent statistical framework that naturally integrates error propagation as a
key feature.

The Bayesian approach also presents several advantages in terms of intuition and
transparency. In particular, the most critical step for any Bayesian analysis is the defini-
tion of the data model. This may often be described in terms of a handful of equations,
and these equations subsequently serve as a road-map for the entire analysis. While
the complexity of the numerical implementation may vary from model to model, the
posterior distribution itself has a very intuitive and direct interpretation.

From a practical point of view, integrating the entire pipeline into a single compu-
tational code also has significant advantages in terms of net computational speed and
resources. Not only are slow disk operations reduced to a minimum by performing all
operations within one single code, but more importantly, all intermediate human inter-
actions are eliminated from the process. This both saves significant amounts of human
time required in coding and file transfers, and it significantly reduces the risk of human
errors. As a consequence, a large amount of time and human effort has been spent on
fundamental modelling aspects.

A last significant advantage of end-to-end integration is increased transparency of
implicit and explicit priors. For a distributed analysis process, it is critically important to
communicate all assumptions made in each step to avoid errors, while in an integrated
approach internal inconsistencies become much more visible; there are simply fewer
opportunities for misunderstandings to propagate undetected throughout an integrated
analysis pipeline.

From a practical point of view, the production of a single BEYONDPLANCK sample
takes roughly ≈ 8000 s, which translates into 900 × 8000 = 7200000 s ∼ 2000 h for a full
BEYONDPLANCK run, as described in Sec. 8 of BeyondPlanck Collaboration (2021). In
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Planck , the error propagation assessment has been performed by processingO(103−104)
simulation of the sky by the pipeline. Such a job would clearly be unfeasible in our
framework. On the other hand, we already presented the natural integration of end-to-
end error propagation in BEYONDPLANCK Bayesian analysis, with the advantage of not
requiring such a simulation based approach for systematics and foreground uncertainty
propagation assessment in the final products.

3.2.2 Commander

We adopt Commander2 (Eriksen et al. 2004, 2008; Seljebotn et al. 2019), a well-established
Bayesian CMB Gibbs sampler developed for Planck, as the starting point of our pipeline.
As demonstrated in Planck Collaboration IV (2018), this code already supports Bayesian
multi-resolution component separation, which is precisely the operation that connects
low-level mapmaking to high-level cosmological parameter estimation. A main imple-
mentational goal for BEYONDPLANCK is thus to extend this framework to incorporate
Bayesian calibration and mapmaking, as well as to connect component separation and
cosmological parameter estimation.

We will refer to three different versions of the Commander code in the following.
Commander1 refers to the original implementation described by Eriksen et al. (2004) and
Eriksen et al. (2008), which at the beginning of the BEYONDPLANCK project represented
the most mature version in terms of foreground spectral parameter fitting. However,
a major limitation of that code is a requirement of common angular resolution among
all data sets. Commander2 removes this limitation through explicit beam convolution
for each frequency map during component separation, as detailed by Seljebotn et al.
(2019), and thereby allows for full resolution analysis of the Planck data. Due to the
much higher computational cost associated with increased angular resolution, the de-
velopment of Commander2 required a re-implementation of the original algebra from
scratch, adopting a much more fine-grained parallelisation strategy than Commander1.

Finally, Commander3 refers to the time-domain version of the algorithm, as devel-
oped in BEYONDPLANCK, and is a direct generalisation and extension of Commander2
in terms of code implementation. As a result, Commander2 is no longer an independent
code, but we will still refer to it in cases where it might be convenient to distinguish
between multi-resolution component separation in the pixel-domain versus the time-
domain. All Commander source codes are available under a GNU Public Library (GPL)
OpenSource license.3

3.3 Default sky model

The single most important element in any Bayesian analysis is the parametric model
that is fitted to the data. In our case, this model consists of both astrophysical and in-
strumental components. In this section we consider the cosmological and astrophysical
parameters.

Each component will be described in terms of a spectral energy density (SED) in
brightness temperature units, and, in some cases, in terms of an angular power spectrum
or some other similar spatial coherence measure.

3https://github.com/Cosmoglobe/Commander

https://github.com/Cosmoglobe/Commander


62 3.3 Default sky model

3.3.1 CMB anisotropies

We start our survey with the CMB component, which is the scientifically most impor-
tant one for this thesis. For this, we first define ~s CMB to be a 3Npix sky vector of CMB
Stokes parameters as described above. Secondly, we assume that the CMB SED may be
approximated as a blackbody. As such, its brightness temperature SED is given by

~s CMB
RJ (ν) ∝ x2ex

(ex − 1)
2~s

CMB, (3.1)

where x = hν/kT0. (Note that we define the effective SED only up to a normalisation
constant, as we will typically parameterise each component in terms of an amplitude
map at a given reference frequency times the SED normalised to unity at the reference;
any normalisation factor is therefore accounted for in the amplitude coefficient.)

For component separation purposes, this is the only assumption we make regarding
the CMB. However, for cosmological parameter estimation purposes, we make two im-
portant additional assumptions, namely that the CMB temperature fluctuations are both
Gaussian distributed and statistically isotropic. The assumption of Gaussianity deter-
mines the conditional probability distribution for the CMB signal,

P (~s | C`) ∝
e−

1
2~s
tS−1~s√
|S|

, (3.2)

where S is the covariance matrix of the CMB fluctuation field, and we have dropped the
“CMB” superscript for convenience. The assumption of statistical isotropy implies that
S is fully specified in terms of the angular power spectrum,

SXY`m,`′m′ ≡
〈(
aX`
)∗
aY`′m′

〉
= CXY`m δ``′δmm′ . (3.3)

For practical parameter estimation purposes, both of these assumptions have been shown
to be excellent approximations to the true CMB sky (see, e.g., Planck Collaboration VII
2020; Planck Collaboration IX 2020, and references therein).

The connection to cosmological parameters, such as the Hubble constant H0 or the
reionisation optical depth τ , is made through cosmological Boltzmann codes, such as
CMBfast (Seljak & Zaldarriaga 1996) or CAMB (Lewis et al. 2000). These deterministi-
cally calculate the ensemble-averaged CMB power spectrum based on well-understood
physics given some specific set of cosmological parameters, ξ. However, this calculation
is only straightforward going from ξ to C`; it is highly nontrivial to go directly from C`
to ξ. Instead, Markov Chain Monte Carlo (MCMC) methods such as CosmoMC (Lewis &
Bridle 2002) are typically employed to perform the inversion, in which a series of param-
eter combinations are proposed and rejected or accepted, ultimately resulting in a set of
parameter samples that jointly represents the final parameter posterior distribution.

3.3.2 Galactic and Extragalactic foreground emission

We will briefly present the other components than CMB considered in our analysis. The
galactic foreground emission includes:

Synchrotron emission: At low microwave frequencies, synchrotron emission domi-
nates the radio sky. This emission is mostly due to relativistic electrons ejected
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from supernova, spiralling in the magnetic field of the Milky Way. CMB observa-
tions are typically made at frequencies in the range of tens or hundreds of GHz, and
at these frequencies, the synchrotron SED falls rapidly with increasing frequency.
Indeed, detailed models and observations both suggest that the effective spectrum
may be closely approximated by a power-law at frequencies higher than a few gi-
gahertz, with some evidence for possible curvature. In this work, we therefore
follow Kogut (2012), and adopt a general SED model of the form

~ssynch
RJ (ν) ∝

(
ν

ν0,s

)β+C ln ν/ν0,s

, (3.4)

where ν0,s is a reference frequency, β is a power-law index, and C is a curvature
parameter. However, in most cases we set C = 0, as the signal-to-noise ratio for
this parameter is very low with the limited data set considered in this work. When
the local magnetic field is highly structured, synchrotron emission can be highly
polarised, with a theoretical maximum polarisation fraction of p = 75 %.

Free-free emission: Free-free emission (or bremsstrahlung) arises primarily from free
electrons scattering off protons without being captured, and emitting a photon
in the process. Since free electrons only exist in appreciable amounts when the
temperature of the medium is comparable to the hydrogen binding energy, corre-
sponding to 103 − 104 K, free-free emission predominantly traces hot HII regions
and, as such, active star forming regions. Free-free emission is particularly im-
portant for CMB experiments because it is the only foreground component that is
non-negligible at all frequencies between 1 and 1000 GHz, and it is therefore partic-
ularly sensitive to degeneracies with respect to both the CMB and other foreground
components.

Thermal dust emission: The interstellar medium (ISM) is filled not only with hydrogen
and electrons, but also with tiny dust grains ranging in diameter from less than a
nanometer (i.e., a few atoms across) to roughly a micron (i.e., thousands of atoms
across). Dust grains typically condense from stellar outflows and ejecta, and so
dust abundance is correlated with star formation. Newly-formed dust is rapidly
mixed in the dynamic, turbulent ISM, where it undergoes significant processing.
Dust is therefore ubiquitous in the Galaxy, found wherever there is interstellar gas.

One particularly popular class of models is the so-called modified blackbody spec-
trum, which in intensity units reads

Id
ν ∝ τνβdBν(Td). (3.5)

This function is simply a blackbody spectrum with temperature Td, modulated by
a power-law having index βd. In physical terms, this corresponds to dust having
an opacity that scales as νβd , a reasonable approximation for wavelengths longer
than ∼ 20µm (Hensley & Draine 2020).

The amplitude is, as for free-free emission, given by the optical depth, τ , which
depends directly on the surface density of particles along the line of sight. Typical
numerical values for these three parameters are τ ∼ 10−6, βd ∼ 1.6, and Td ∼ 20 K.
Intuitively speaking, βd determines the slope (or first derivative in log-log space) of
the SED below 200 GHz, while Td determines the SED peak position, and second
derivative at lower frequencies. However, we will model thermal dust emission
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in terms of brightness temperature, and in these units the effective SED may be
written in the form

sd
RJ(ν) ∝ νβd+1

ehν/kTd − 1
. (3.6)

Spinning dust (or anomalous microwave) emission: Dust grains rotate with rota-
tional kinetic energy of order the thermal energy in the ambient gas. Consequently,
sub-nanometer grains can achieve rotational frequencies of tens of GHz. If these
grains possess an electric dipole moment, as generally expected for particles of this
size (Macià Escatllar & Bromley 2020), this rotation produces emission in the mi-
crowave frequency range, as first predicted theoretically by Erickson (1957), and
described quantitatively by Draine & Lazarian (1998). The spinning dust mech-
anism currently provides the most popular theoretical explanation for so-called
“anomalous microwave emission” (AME) observed around 20 GHz in CMB sur-
veys, as first identified and named by Leitch et al. (1997).

Carbon monoxide emission: In the same way that rotating dust particles can emit radio
emission, so can molecules with a non-zero electric dipole moment. One particu-
larly important example of such molecules is carbon monoxide (CO), which resides
primarily in dense clouds where it is shielded from destruction by UV radiation.
The most common isotopologe of CO is 12C16O (abbreviated 12CO), which is typ-
ically 10–100 times more abundant than 13C16O (abbreviated 13CO) (Szűcs et al.
2014).

The extra-galactic emission comprises:

Extra-galactic compact sources: For LFI frequencies, the most important class of extra-
galactic components are compact radio sources. All the emission mechanisms
listed above operate in external galaxies, but the radio source population is dom-
inated by active galactic nuclei (AGN). Radio emission from AGN is largely syn-
chrotron, and comes from either the galactic nucleus itself or from jets and lobes
associated with the nucleus. While the morphology of individual sources may be
complicated, few are resolved by most CMB experiments and hence can be treated
as “point” sources. Thus, while individual components of an AGN may exhibit
polarised microwave emission, the emission from an unresolved source as a whole
is rarely strongly polarised; typical polarisation fractions are a few percent (Datta
et al. 2019).

Sunyev-Zeldovich effect: Some CMB photons happen to pass through one or more
clusters of galaxies on their way through the universe. Such clusters are very hot,
some reaching temperatures as high as 108 K. At such high temperatures, the inter-
cluster medium is highly ionised.

CMB photons have a non-negligible probability of scattering on these free elec-
trons, and when they do, they gain energy from the free electrons. As a result,
their spectrum is shifted to slightly higher frequencies compared to the standard
blackbody form. This is called the thermal Sunyaev-Zeldovich (tSZ) effect (Sun-
yaev & Zeldovich 1972), and it is an effective probe of the intergalactic medium in
high-redshift clusters.

In this work, we will mostly ignore the tSZ effect, as it has a relatively modest
impact on the LFI measurements, due to both their limited sensitivity and angular



The BEYONDPLANCK project 65

resolution. In the cases where we do consider it, we adopt the non-relativistic
model of the effect, which in brightness temperature units takes the form

ssz
RJ(ν) ∝ x2ex

(ex − 1)
2

(
xex + 1

ex − 1
− 4

)
, (3.7)

where x = hν/kT0.

In additional to the thermal SZ effect, non-zero cluster velocities give rise to an
additional contribution called the kinetic SZ effect. This does not affect the SED
shape of the underlying photons, but simply changes the apparent temperature
fluctuation at a given position. For typical cluster velocities of . 103 km s−1, these
modifications are however small, at the level of a few µK, and we therefore neglect
this effect in the following. Likewise, we also neglect small polarisation effects in
the thermal SZ case, which are expected to be well below 1µK in amplitude.

Cosmic infrared background: The last extra-galactic component that will be encoun-
tered in this analysis is the cosmic infrared background (CIB). This is the thermal
dust emission emitted by many distant galaxies. The CIB may be spatially approx-
imated as a continuous field, similar to the CMB, but with an SED that is defined as
an average of a large number of independent thermal dust SEDs, each redshifted
according to the distance of the emitting galaxy.

The CIB affects CMB observations in two different ways. First, uncertainties in
the CIB monopole translate into uncertainties in the zero-level of each frequency
channel. In particular, current models predict a CIB monopole of about 400µK at
353 GHz, but with a model uncertainty of about 20 %. If left unmitigated, such
large uncertainties would translate into massive uncertainties in the thermal dust
spectral parameters, βd and Td. In practice, the HFI monopoles are currently deter-
mined through cross-correlation with H I (Planck Collaboration III 2020); however,
this approach is of course associated with its own uncertainties.

Second, CIB fluctuations dominate over Galactic thermal dust fluctuations near
‘the Galactic poles, where local thermal dust emission is low. In the foreground
model employed in the current work, we do not account separately for CIB fluctu-
ations, as we do not have a high enough signal-to-noise ratio to robustly separate
them from Galactic emission. The thermal dust emission estimates presented in the
following therefore correspond to the sum of Galactic thermal dust emission and
CIB fluctuations. Since CIB and thermal dust emission have very similar SEDs,
this has only a small effect on other components, most importantly on the CMB.
However, it does complicate the physical interpretation of the resulting thermal
dust parameter maps and dust parameters derived from them.

We also include the Zodiacal light emission (ZLE) in our analysis. Similar to both CO
and CIB emission, this component is more relevant for HFI than LFI frequencies, and its
mean amplitude is only about 0.5µK at 70 GHz.

The ZLE is emitted by dust particles located within the Solar system, primarily in the
asteroid belt between Mars and Jupiter. These grains are heated by solar radiation to a
temperature of about 150 K, and this energy is then thermally re-emitted with a thermal
dust-like SED with the corresponding temperature. As such, its frequency spectrum is
similar to both Galactic thermal dust and CIB fluctuations across CMB bands.
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3.3.3 global parameterisation of the sky

The focus of this work is the characterisation of the CMB in terms of cosmological model
parameters, and we are not interested in the astrophysical processes which generate
other components of the microwave sky. In the previous subsection we presented a
general overview of such components, for a complete description of each individual
term of our sky model, we invite the interested reader to refer to Sec. 3 of (BeyondPlanck
Collaboration 2021).

The default BEYONDPLANCK astrophysical sky model (in brightness temperature
units) reads as follows,

~sRJ =~aCMB
x2ex

(ex − 1)
2

(ex0 − 1)
2

x2
0ex0

+ (3.8)

+~as

(
ν

ν0,s

)βs

+ (3.9)

+~aff
gff(ν;Te)

gff(ν0,ff ;Te)

(ν0,ff

ν

)2

+ (3.10)

+~aAME

(ν0,sd

ν

)2 ssd
0

(
ν · νp

30.0 GHz

)
ssd

0

(
ν0,sd · νp

30.0 GHz

) + (3.11)

+~ad

(
ν

ν0,d

)βd+1
ehν0,d/kTd − 1

ehν/kTd − 1
+ (3.12)

+

Nsrc∑
j=1

~ajsrc

(
ν

ν0,src

)αj,src−2

(3.13)

where x = hν/kT0 and ν0,i is the reference frequency for component i. Thus, ~ai is the
amplitude of component i in units of µKRJ, as observed at a monochromatic frequency
ν0,i.

In our notation, the subscript s refers to the synchrotron component, ff the free-free,
AME the anomalous microwave emission and d the thermal dust emission. The sum in
line 3.13 runs over all sources brighter than some flux threshold as defined by an external
source catalog, and both the amplitude and spectral index are fitted individually per
source. We adopt the same catalog as Planck Collaboration IV (2018), which is hybrid of
the AT20G (Murphy et al. 2010), GB6 (Gregory et al. 1996), NVSS (Condon et al. 1998) and
PCCS2 (Planck Collaboration XXVI 2016) catalogs comprising a total of 12 192 individual
sources.

Only {~sRJ,~aCMB,~as,~ad} are assumed to be polarised in this model, and these com-
prise 3-component vectors including Stokes T , Q, and U parameters. The remaining
amplitudes parameters, {~aff ,~aAME,~a

j
src}, are assumed unpolarised, and have vanishing

Stokes Q and U parameters.
For algorithmic reasons, we distinguish between linear and nonlinear parameters.

The former group includes {~aCMB,~as,~aff ,~aAME,~ad,~asrc}, collectively denoted ~a; this set
of parameters may be estimated jointly and efficiently through a multivariate Gaussian
Monte Carlo sampler. In contrast, the nonlinear parameters include {βs, Te, νp, βd, Td, βsrc},
and these must be estimated independently and with computationally far more expen-
sive algorithms. In practice, we fit individual compact source amplitudes jointly with
the corresponding spectral indices using a general sampling algorithm, since these are
much more correlated with these than with any of the diffuse component parameters.
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3.4 Data

The instrument discussion has until this point been general, and applicable to a wide
range of different data sets. In this section, we specialise our discussion to one particular
combination of data sets, with Planck LFI being the primary target of interest. As widely
discussed, only this data set will be considered in the time-domain, while external data
sets will be considered in the form of processed pixelised maps.

We note that the minimal sky model summarised in Sect. 3.3 includes seven distinct
astrophysical components, three polarised and four unpolarised. Considering that there
are only three LFI frequency channels, we immediately recognise that the LFI data must
be augmented with at least four external frequency channels, just in order to make the
model minimally constrained. In the default analysis configuration, we therefore in-
clude select observations also from Planck HFI (Planck Collaboration Int. LVII 2020) and
WMAP (Bennett et al. 2013), as well as from some ground-based surveys. In this sec-
tion, we provide a brief overview of these data sets, and refer the interested reader to the
respective papers for full details.

The precise combination of data sets used in any particular BEYONDPLANCK analy-
sis will depend on the goal of the respective application. For instance, the main scientific
goal of this thesis is to introduce the concept of Bayesian end-to-end CMB analysis, and
provide a first demonstration of this framework as applied to the LFI observations. Con-
sequently, we here only include a minimal set of external observations, allowing LFI to
play the dominant role, in particular with respect to CMB constraints. Specifically, in
BEYONDPLANCK we include only

• Planck 857 GHz to constrain thermal dust emission in intensity;

• Planck 353 GHz in polarisation to constrain polarised thermal dust emission;

• WMAP 33, 41, and 61 GHz (called Ka, Q and V-bands, respectively) in intensity at
full angular resolution to constrain free-free emission and AME;

• the same WMAP channels in polarisation to increase the signal-to-noise ratio of
polarised synchrotron emission, but only at low angular resolution, where a full
noise covariance matrix is available; and

• Haslam 408 MHz (Haslam et al. 1982) to constrain synchrotron emission in inten-
sity.

That is, we include neither intermediate HFI channels nor the WMAP K-band (23 GHz)
channel, because of their higher signal-to-noise ratio relative to the LFI channels. The
WMAP W-band is excluded because of known systematics effects (Bennett et al. 2013),
and it does not have particularly unique features with respect to the signal model that
are not already covered by other data sets.

We also note that Andersen et al. (2021), Svalheim et al. (2021), and Herman et al.
(2021) focus on general foreground constraints, and these papers therefore also consider
additional channels. The ultimate long-term goal of the global Bayesian CMB analy-
sis program in general is of course to integrate as many data sets as possible into a
single coherent sky model, and thereby produce the strongest possible constraints on
the true astrophysical sky. One leading example of such an effort is the COSMOGLOBE4

project, which specifically aims to combine many state-of-the-art experiments with the
ones listed above, including Planck HFI (Planck Collaboration III 2020), COBE-DIRBE

4http://cosmoglobe.uio.no
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Figure 3.2: Schematic overview of the primary parameters and external data sets considered in
the current BEYONDPLANCK analysis and their inter-dependencies. This chart is intended to visu-
alize the deeply integrated nature of a modern CMB analysis problem; changing any one of these
parameter can lead to significant changes in a wide range of other parameters, and tracing these
joint uncertainties is critically important for high-precision experiments.

(Hauser et al. 1998) and FIRAS (Mather et al. 1994), PASIPHAE (Tassis et al. 2018), SPI-
DER (Gualtieri et al. 2018), and many more. The BEYONDPLANCK methodology pre-
sented here represents an ideal statistical framework for performing such global data
integration.

3.5 Bayesian analysis and MCMC sampling

We have now defined an effective parametric model of the astrophysical sky in Sect. 3.3,
and refer to the effective instrument model described in BeyondPlanck Collaboration
(2021). We now aim to constrain these models using the data summarised in Sect. 3.4.
Let us for convenience denote the combined set of all free parameters by ω, such that ω ≡
{g,∆bp, ~ncorr,~ai, βi, C`, . . .}. In BEYONDPLANCK, we choose to work within the well-
established Bayesian framework, and as such, our main goal is to estimate the posterior
distribution, P (ω | ~d), where ~d denotes all available data, both in the form of time-
ordered LFI observations and pre-pixelised external sky maps.

Clearly, this distribution involves billions of non-Gaussian and highly correlated pa-
rameters. Figure 3.2 is an informal attempt to visualise some of the main degeneracies
of this distribution. Thick arrows indicate particularly strong correlations, while thin
arrows indicate weaker ones. This chart is just intended to be a rough illustration, based
on our practical experience, rather than a formal posterior exploration, and therefore it
is incomplete. Still, it may serve as useful reminder about how individual parameters
affect other parts of the system. To consider one specific example, the gain has a direct
and strong impact on both the CMB and foreground maps by virtue of multiplying the
TOD, and this impact goes both ways; if the current CMB or foreground parameters are
biased, then the estimated gains will also be biased. The same observations also hold
with respect to the correlated noise and bandpasses, although at a lower level. On the
other hand, the gains are only weakly dependent on the monopoles or sidelobes. The
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sidelobes do affect the CMB dipole, however, which is a critically important component
for the gain estimation, and so there is a second-order dependency. Similar observations
hold for most other parameters; the distribution is tightly integrated, and each param-
eter affects a wide range of the full model, either directly or indirectly. This integrated
nature of the full posterior distribution emphasises the importance of global end-to-end
analysis with full propagation of uncertainties, as implemented in the following.

To start our formal exploration of this full posterior distribution, we write down
Bayes’ theorem,

P (ω | ~d) =
P (~d | ω)P (ω)

P (~d)
∝ L(ω)P (ω), (3.14)

where P (~d | ω) ≡ L(ω) is called the likelihood; P (ω) is called the prior; and P (~d) is a nor-
malisation factor usually referred to as the “evidence”. By virtue of being independent
of ω, the evidence is irrelevant for parameter estimation purposes, and we ignore it in
the current work, although we note that it is important for model selection applications.

For a one-, two-, or three-dimensional parametric model, the simplest way to nu-
merically evaluate the posterior distribution is often to compute the right-hand side of
Eq. (3.14) over some grid in ω. However, this approach quickly becomes computation-
ally expensive in higher-dimensional parameter spaces, since the number of grid points
grows exponentially with the number of parameters. For models with more than three
parameters, it is common practice to resort to Markov Chain Monte Carlo (MCMC) sam-
pling techniques rather than grid techniques. The main advantage of these techniques
is that computing resources are mostly spent on exploring the peak of the posterior,
which is the region in parameter space that actually matters for final parameter esti-
mates. In contrast, gridding techniques spend most of their time evaluating probability
densities that are statistically equivalent to zero. In this section, we will briefly review
three particularly important examples of such MCMC sampling techniques, as they play
a fundamental role in the BEYONDPLANCK pipeline.

3.5.1 Metropolis sampling

By far the most commonly applied, and widely known, MCMC algorithm is the Metropo-
lis sampler (Metropolis et al. 1953). Let ωi denote the ith sample in a Markov chain,5 and
T (ωi+1 | ωi) be a stochastic transition probability density for ωi+1 that depends on ωi, but
not on earlier states. Assume further that T is symmetric, such that T (ωi+1 | ωi) = T (ωi |
ωi+1). The most typical example of such a transition rule is a Gaussian distribution with
mean equal to ωi and with some predefined standard deviation (or “step size”), σ.

With these definitions, the Metropolis sampling algorithm can be summarised in
terms of the following steps:

1. Initialize the chain at some arbitrary parameter set, ω0.

2. Draw a random proposal6 for the next sample based on the transition rule, i.e.,
ωi+1 ← T (ωi+1 | ωi).

5A Markov chain is a stochastic sequence of parameter states, {ωi}, in which ωi only depends on ωi−1, but
not earlier states.

6The symbol “←” indicates setting the symbol on the left-hand side equal to a sample drawn from the
distribution on the right-hand side.
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3. Compute the acceptance probability, a, defined by

a = min

(
1,
P (ωi+1 | ~d)

P (ωi | ~d)

)
(3.15)

4. Draw a random number, η, from a uniform distribution, U [0, 1]. Accept the pro-
posal if η < a; otherwise, set ωi+1 = ωi.

5. Repeat steps 2–4 until convergence.

The critical component in this algorithm is the acceptance rule in Eq. (3.15). On the
one hand, this rule ensures that the chain is systematically pushed toward the posterior
maximum by always accepting proposals that are more likely than the previous step. In
this sense, the Metropolis sampler can be considered a nonlinear optimisation algorithm
that performs a random walk in the multidimensional parameter space. However, unlike
most standard optimisation algorithms, the method also does allow samples with lower
probability density than the previous state. In particular, by accepting samples with a
probability given by the relative posterior ratio of the two samples, one can show that
the time spent at a given differential parameter volume is proportional to the underlying
distribution density at that state. Thus, the multidimensional histogram of MC samples
produced with this algorithm converges to P (ω | ~d) in the limit of an infinite number of
samples.

3.5.2 Metropolis-Hastings sampling

We note that there is no reference to the proposal distribution T in the Metropolis accep-
tance probability as defined by Eq. (3.15). This is because we have explicitly assumed
that T is symmetric. If we were to choose an asymmetric transition distribution, this
equation would no longer hold, as proposals within the heavier tail would be systemat-
ically proposed more often than proposals within the lighter tail, and this would overall
bias the chain.

For asymmetric transition distributions, we need to replace Eq. (3.15) with

a = min

(
1,
P (ωi+1 | ~d)

P (ωi | ~d)

T (ωi | ωi+1)

T (ωi+1 | ωi)

)
, (3.16)

as shown by Hastings (1970). Without further changes, the algorithm in Sect. 3.5.1 is then
valid for arbitrary distributions T , and the algorithm is in this case called Metropolis-
Hastings sampling.

3.5.3 Gibbs sampling

While the Metropolis and Metropolis-Hastings samplers are the most widely adopted
in modern Bayesian analysis applications, they do require a well-tuned proposal distri-
bution T in order to be computationally efficient. If the step size is too small, it takes
a prohibitive number of proposals to move from one tail of the distribution to another,
whereas if the step size is too large, then all proposals are in effect rejected by the ac-
ceptance rate. The latter issue is particularly critical in high-dimensional spaces, and
for this reason Metropolis-type samplers are usually only applied to moderately high-
dimensional parameter spaces, for instance 20 or 50 dimensions. For millions of dimen-
sions, traditional non-guided Metropolis sampling becomes entirely intractable.
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In order to achieve acceptable efficiencies in such cases, one must typically exploit
additional information within the transition probability. For instance, the Hamiltonian
sampler exploits the derivative of the posterior distribution to establish proposals (e.g,
Liu 2008), while the Langevin Monte Carlo algorithm can also incorporate second-order
derivatives (Girolami & Calderhead 2011).

Another effective way of improving computing efficiency is to decompose compli-
cated high-dimensional joint distributions into its various conditional distributions, a
process that is called Gibbs sampling (Geman & Geman 1984). In this case, one exploits
the shape of the posterior distribution itself to make proposals, but only in the form of
conditionals. To illustrate the process, let us for the sake of notational simplicity con-
sider a two-dimensional distribution P (α, β). In that case, the Gibbs sampling transition
probability takes the form

TGibbs(αi+1, βi+1 | αi, βi) = P (αi+1 | βi) δ(βi+1 − βi), (3.17)

where δ(x) denotes the Dirac delta function, which vanishes for x 6= 0, but has a unit
integral. The δ function in Eq. (3.17) ensures that βi+1 = βi, i.e., that β is kept fixed.

This is an asymmetric proposal distribution, and the corresponding acceptance prob-
ability is therefore given by inserting Eq. (3.17) into the Metropolis-Hastings rule in
Eq. (3.16):

a =
P (αi+1, βi+1)

P (αi, βi)

TGibbs(ωi | ωi+1)

TGibbs(ωi+1 | ωi)
(3.18)

=
P (αi+1, βi+1)

P (αi, βi)

P (αi | βi+1) δ(βi − βi+1)

P (αi+1 | βi) δ(βi+1 − βi)
(3.19)

=
P (αi+1, βi)

P (αi, βi)

P (αi | βi)
P (αi+1 | βi)

βi+1 = βi (3.20)

=
P (αi+1 | βi)P (βi)

P (αi | βi)P (βi)

P (αi | βi)
P (αi+1 | βi)

P (α, β) = P (α | β)P (β) (3.21)

= 1, (3.22)

where we have used the definitions of both conditional7 and marginal8 distributions;
the equations marked in grey indicate which relation is used in a given step. From this
calculation, we see that when proposing samples from a conditional distribution within a
larger global joint distribution, the Metropolis-Hastings acceptance rate is always unity.
Consequently, there is no need to even compute it, and this can save large amounts of
computing time for complex distributions. However, one does of course have to propose
from the proper conditional distribution for this result to hold.

It is also important to note that only a sub-space of the full distribution is explored
within a single Markov step with this algorithm. To explore the full distribution, it is
therefore necessary to iterate through all possible conditionals, and allow changes in all
dimensions. Note, however, that there are no restrictions in terms of order in which the
conditionals are explored. Any combination of sampling steps is valid, as long as all
dimensions are explored sufficiently to reach convergence.

The Gibbs sampling algorithm forms the main computational framework of the BE-
YONDPLANCK analysis pipeline. However, within this larger framework a large variety

7Definition of a conditional distribution: P (α | β) ≡ P (α, β)/P (β)
8Definition of a marginal distribution: P (β) ≡

∫
P (α, β) dα



of different samplers are employed in order to explore the various conditionals. For con-
venience, the appendix of BeyondPlanck Collaboration (2021) provides a summary of
the most important samplers, while specific implementation details are deferred to the
individual companion papers.

We conclude this section by noting that Gibbs sampling only works well for uncor-
related and weakly degenerate distributions. For strongly degenerate distributions, the
number of Gibbs iterations required to explore the full distribution becomes prohibitive,
as the algorithm only allows parameter moves parallel to coordinate axes. In such cases,
it is usually necessary either to reparametrise the model in terms of less degenerate pa-
rameters; or, if possible, sample the degenerate parameters jointly. A commonly used
trick in that respect is to exploit the identity P (α, β) = P (α | β)P (β), which tells us that
a joint sample may be established by first sampling β from its marginal distribution, and
then α from the corresponding conditional distribution as before. The marginal sam-
pling step ensures the Markov chain correlation length becomes unity. This trick is used
in several places in the BEYONDPLANCK Gibbs chain, for instance for the combination
of instrumental gain and correlated noise (Gjerløw et al. 2021), and for the combination
of astrophysical component amplitudes and spectral parameters in intensity (Andersen
et al. 2021), both of which are internally strongly correlated.
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CHAPTER 4

CMB Likelihood and Cosmological Parameters

4.1 Cosmological parameters and BEYONDPLANCK

In this section, we will introduce the global BEYONDPLANCK data model in order to
show how it couples to cosmological parameters through the Gibbs loop; for a detailed
discussion, we refer the interested reader to BeyondPlanck Collaboration (2021) and ref-
erences therein. Explicitly, the BEYONDPLANCK time-ordered data model reads

dj,t = gj,tPtp,j

[
Bsymm
pp′,j

∑
c

Mcj

(
βp′ ,∆

j
bp

)
acp′ + Basymm

pp′,j

(
sorb
j,t + sfsl

j,y

)]
+

+ ncorr
j,t + nw

j,t,

(4.1)

where j indicates radiometer; t and p denotes time sample and pixel on the sky sky,
respectively; and c refers to a given astrophysical signal component. Further,

• dj,y denotes the measured data value in units of V;

• gj,t denotes the instrumental gain in units og V K−1
cmb;

• Ptp,j is the NTOD × 3Npix pointing matrix defined in paper BeyondPlanck Collab-
oration (2021), where ψ is the polarization angle of the respective detector with
respect to the local meridian;

• Bpp′,j denotes the beam convolution in the form of a matrix operator;

• Mcj

(
βp′ ,∆

j
bp

)
denotes element (c, j) of an Ncomp ×Ncomp mixing matrix, describ-

ing the amplitude of the component c, as seen by radiometer j relative to some
reference frequency j0;

• apc is the amplitude of component c in pixel p, measured at the same reference
frequency as the mixing matrix M, and expressed in brightness temperature units;

• sorbj,t is the orbital CMB dipole signal in units of Kcmb, including relativistic quadrupole
corrections;

• sfslj,t denotes the contribution from far sidelobes, also in units of Kcmb;

• ncorrj,t denotes correlated instrumental noise;

• nwj,t is uncorrelated (white) noise;
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In Eq. 4.1, the free parameters are {~g,∆bp, ~s
mono, ~ncorr, α, β}. All the other quantities

are either provided as intrinsic parts of the original data sets, or given as a deterministic
function of already available parameters. The only exception is the white noise compo-
nent, which is left as a stochastic uncertainty in the model.

In addition to the parameters in Eq. 4.1, we include a set of parameters describing
the stochastic random fields in the model. From each astrophysical component map
ac, we construct the covariance matrix Sc, which in most cases is isotropic. Expanding
acp =

∑
`m a

c
`mY`(p) into spherical harmonics, the covariance matrix reads:

Sc`m,`′m′ ≡ 〈ac`mac,∗`′m′〉 = Cc` δmm′δ``′ (4.2)

Here Cc` is the angular power spectrum of the component c. This is a stochastic pa-
rameter to be included in the model and fitted to the data. Moreover, we can model
the power spectrum in terms of a set of parameters, say ξ, through some deterministic
function C`(ξ), which in such a case become the new set of stochastic parameters to be
included in the model.

It is therefore trivial, how cosmological parameters couples to the BEYONDPLANCK
data model. We remind the reader that within the components whose amplitude is de-
fined via ~ac, is included the CMB. This enters in Eq. 4.1 as ~a = ~acmb, with an angular
CMB power spectrum defined as C` = 〈| acmb |2〉. In this thesis, one of our main goals
is to compute P (C` | ~d) (or P (ξ | ~d), with ξ a set of cosmological parameters) properly
marginalised over all the relevant astrophysical and instrumental parameters.

4.1.1 The BEYONDPLANCK posterior distribution

Provided the parametric model defined by Eq. 4.1, we can now consider the full global
BEYONDPLANCK distribution, P (ω |d). The general definition of the posterior distribu-
tion is given by the Bayes’ theorem in Eq. 3.14.

In the BEYONDPLANCK framework, we can write down L(ω) by noting that the data
model in Eq. 4.1 is given by a linear sum of various components, all of which aere spec-
ified in terms of our free parameters ω. This applies also to the correlated noise ~ncorr,
which is, for the purposes of the likelihood, fully equivalent to any other physical com-
ponent. We can then write ~d = ~s tot(ω) + ~nw, where ~s tot(ω) is the sum of all model
components in Eq. 4.1. For each pixel i and frequency ν, the likelihood reads then

P (~di,ν |ω) ∝ P (~nwi,ν |ω) ∝ exp

−1

2

(
~di,ν − ~s toti,ν,ω

σi,ν

)2
 (4.3)

where we used ~nwi,ν = ~di,ν−~s toti,ν (ω) and P (~nwi,ν) ∝ N(0, σ2
i,ν). We stress that we deal with

a white noise σ since we sample the correlated noise ~ncorr among the other components.
We invite the interested readers in looking at Sect. 8 in BeyondPlanck Collaboration

(2021) for all the details of the explicit components likelihoods and priors, and the Gibbs
sampling scheme implemented in BEYONDPLANCK.

Since one of the goal of this thesis is to discuss the impact of the BEYONDPLANCK
methodology on cosmological parameters, we summarise here only the CMB component
sampling, a special case of the more general diffuse component amplitude sampling. The
posterior distribution is P (~a |~d, ω \ ~a). This is, in fact, the single most challenging step
in the whole BEYONDPLANCK analysis pipeline in terms of computational complexity.
Since the distribution of ~a is given by a multivariate Gaussian (as shown in Sect. 8.3.6
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of BeyondPlanck Collaboration (2021)), the appropriate sampling scheme is given by a
multivariate Gaussian sampler (Jewell et al. 2004; Wandelt et al. 2004; Eriksen et al. 2008),
with T =

∑
ν BνMν , i.e.(

S−1 +
∑
ν

Mt
νB

t
νN
−1
ν BνMν

)
~a =∑

ν

Mt
νB

t
νN
−1
ν ~mν +

∑
ν

Mt
νB

t
νN
−1/2
ν ην + S−1/2η0.

(4.4)

This equation is basically composed by a Wiener-filter-like equation, when looking at
the first right-hand term, plus two additional terms providing the constrained realisa-
tion part; in fact, ην and η0 represents two zero mean, and unitary gaussian fields. In
particular, we have included the signal covariance matrix, S = S(C`), a prior that de-
pends on the angular power spectrum of the respective component. If no spatial prior
is desired, S−1 may simply be set to zero. All the computational details can be found in
BeyondPlanck Collaboration (2021).

4.1.2 The BEYONDPLANCK CMB likelihood

We are now ready to finally introduce the CMB likelihood implemented for BEYOND-
PLANCK. Before going in the detail of this likelihood, we present a summary of the
sampling steps performed in the analysis:

1. full-resolution solution of Eq. 4.4 with no spatial CMB prior, S−1
CMB = 0. This is the

BEYONDPLANCK main processing and consists of 1000 samples in 6 independent
chains; the penalty of not including the spatial prior is in sub-optimal CMB maps:
these are less smooth than those obtained with a spatial prior, and astrophysical
emission residuals are visible in the galactic plane (see Fig. 4.1). Therefore, these
maps are not directly used for cosmological parameter estimation. In order to pro-
duce clean CMB maps, primary chain results are post-processed with two different
resampling steps, described in the next two points;

2. low-resolution solution of Eq. 4.4 with no spatial CMB prior, S−1
CMB = 0, including

only multipoles ` ≤ 64, and conditioning on all other parameters; typically, 50 low-
resolution samples are drawn based on each high-resolution sample, which differ
one from each other for the white noise random phase. These samples form the
basis for the low-` T+P (temperature-plus-polarization) CMB likelihood described
below in detail. Overall, we produced ∼ 40000 low resolution CMB samples from
this resampling step. The mean CMB Q and U maps are showed in Fig. 4.3;

3. full-resolution solution of Eq. 4.4 with a spatial CMB prior, S−1
CMB 6= 0, where

C` is sampled with an inverse Wishart sampler, and the temperature mask (see
Sect. 4.1.2) is also applied. The products of this steps are isotropic and noiseless
CMB samples, as shown in Fig. 4.2. The masked region is filled with a constrained
realisation. These samples form the basis of the high-` likelihood. In our analysis,
we applied this step to each main processing sample, obtaining 1000 resampled
CMB maps.

The first step is then run together with the full Gibbs analysis, including both TOD and
component separation steps, while the other are performed by re-running the code once
the first run has completed. In such a way, the resampling steps allow for mapping the
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Figure 4.1: A BEYONDPLANCK main processing CMB sample. The impact of residual foregrounds
contamination is visible on the galactic plane.

Figure 4.2: On the top row, two different CMB samples from high resolution resampling step. The
bottom-right figure shows the difference map of the two resampled CMB samples. In this last
plot two main effect immediately show up: the constrained realisation imprinting in the masked
region, and the different white noise realisation, which leaves a white noise residual outside the
mask in the difference map.
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Figure 4.3: The mean CMB Q and U map from BEYONDPLANCK low resolution resampling. The
map have been downgraded to Nside = 8 and a mask has been applied to the galactic plane.

posterior distribution of all the foreground and instrumental parameters directly into
the resampled CMB samples.

The low-resolution re-sampling step is also performed three more times:

• marginalising over foreground parameters and white noise, i.e. fixing frequency
maps to the mean maps from the main full Gibbs analysis;

• marginalising over TOD components and white noise, i.e. fixing foreground com-
ponents to the mean maps from the main full Gibbs analysis;

• marginalising over white noise only, i.e. keeping fixed both the foreground com-
ponents and the frequency maps to the mean maps from the full Gibbs analysis.

These additional steps are useful for systematics assessment and error propagation. As
described in Sect. 4.3, the samples from these re-sampling steps are used to trace the error
propagation through the BEYONDPLANCK framework using the estimate of reionisation
optical depth τ as benchmark.

Temperature mask

As discussed in the first point above, when describing the main sampling process, the
CMB maps clearly present a foreground residual contamination on the galactic plane.
Consequently, a crucial point of our analysis is the production of a mask for the CMB
maps; we will describe in the following lines the steps required for generating the tem-
perature mask adopted in the high resolution resampling processing.

The final BEYONDPLANCK temperature mask is a combination of three different sets
of thresholded maps:

• Difference maps between BEYONDPLANCK mean cmb map and Planck 2018 cmb
maps from Commander, NILC, SEVEM, and SMICA;

• BEYONDPLANCK residual maps for the three LFI channels at 30 GHz, 44 GHz and
70 GHz;

• χ2 map from the main processing.

• Planck LFI point-source mask. This is a combination of 30 GHz, 44 GHz and 70 GHz,
evaluated removing sources with signal-to-noise ratio > 51.

1see Planck Legacy Archive explanatory supplement.
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Figure 4.4: The set of map used as input for generating the BEYONDPLANCK temperature mask.
From left to right, starting at the top row: BP-Commander difference map, BP-NILC difference
map, BP-SEVEM difference map, BP-SMICA difference map, mean residual map at 30 GHz, mean
residual map at 44 GHz, mean residual map at 70 GHz and mean χ2 map from the main BEYOND-
PLANCK processing.

All the input maps are shown in Fig. 4.4. In order to produce a final temperature mask,
we proceed in the following way:

1. all the maps are smoothed to a common 1° Gaussian beam;

2. we calculate the absolute value of difference maps, smooth with a 2° Gaussian
beam, and threshold the maps with a value of 8µK, which removes region of the
sky with signal-to-noise ratio >∼ 4;

3. we calculate the absolute value of residual maps, smooth with a 1° Gaussian beam,
and threshold with a value of 2µK, which removes region of the sky with signal-
to-noise ratio >∼ 2;

4. we normalise the χ2 map to a unitary maximum value, smooth with a 1° Gaussian
beam and threshold with a χ2 value of 0.0038. This value represents a deviation of
≈ 2σ from the mean χ2 among pixels;

5. we multiply the resulting maps, and the resulting mask is median filtered with a
radius of 4°, in order to smooth edges and remove islands.

6. the point-source template is added (Fig. 4.5) to the resulting temperature mask.

In Fig. 4.6 we show the resulting temperature mask, which allows for a clean sky fraction
of 69%. This is used in the high resolution resampling step; a downgraded to Nside = 8
version of this mask is also used as CMB Q and U mask in the low-` likelihood evalua-
tion.
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Figure 4.5: Point-source template adopted in the BEYONDPLANCK analysis. This is a combination
of Planck 30 GHz, 44 GHz and 70 GHz point-source masks; each individual mask has been evalu-
ated by removing sources with S/N > 5.

Figure 4.6: The BEYONDPLANCK temperature mask.
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Blackwell-Rao likelihood

For high angular resolution analysis, we exploit the Blackwell-Rao (BR) estimator (Chu
et al. 2005), which works very well for high signal-to-noise data, providing a high level
of precision combined with excellent computational speed. This is the case for the tem-
perature BEYONDPLANCK dataset, since the signal-to-noise ratio for high-` polarisation
is very low with only LFI and WMAP data. In practice, we employ the Gaussianised
Blackwell-Rao estimator, as presented in Rudjord et al. (2009), in order to reduce the
number of samples required to achieve good convergence at high multipoles. More de-
tails can be found in BeyondPlanck Collaboration (2021) and Colombo et al. (2021).

The inputs to this likelihood estimator are generated from the main full Gibbs sam-
ples (assuming to be NG). For each of the samples from the main Gibbs iteration, we
draw new a new sample from P (~sCMB | ~d, ω \ ~sCMB) in this way:

1. The resampling steps is performed as described at the point number 3 above, i.e.
at full angular resolution.

2. The noise level of each input frequency is set to infinity for each pixel that is ex-
cluded by the BEYONDPLANCK temperature mask, giving these zero weight in the
fit.

3. We condition on a CMB power spectrum prior, S(C`), when solving the Wiener
filter equation, resulting in a sample ~s i that has the Galactic plane in-planted with
a Gaussian constrained realisation.

4. The power spectrum, Ci` is Gibbs sampled over between each sky sample, ~s i,
such that [~s i, Ci`] explore the full corresponding posterior distribution. Multipoles
higher than ` ≥ 1200 are fixed at the best-fit Planck ΛCDM power spectrum, while
all multipoles below are sampled `-by-`.

For each sky sample, we compute the observed power spectrum, σi`, which is the actual
input of the Blackwell-Rao estimator.

Following Rudjord et al. (2009), we transform the σ` into Gaussianised variables x`.
The idea is to transform the BR estimator2 into

P (C` | ~d) =

(∏
`

∂C`
∂x`

)−1

P (~x | ~d) (4.5)

Here ∂C`
∂~x`

is the Jacobian of the transformation, and ~x = {x`} is a Gaussian random vector
with mean µ = {µ`} and covariance matrix C``′ = 〈(x` − µ`)(x`′ − µ`′)〉. This likelihood
approximation relies then on the assumption that

P (~x | ~d) ≈ e− 1
2 (~x−µ)TC−1(~x−µ) (4.6)

This is by construction exact for the full-sky uniform noise case, due to the diagonal
form of the noise covariance matrix, and consequently the full expression factories in
`. This approach has been already used in Planck for the low-` TT likelihood (Planck
Collaboration V 2020). All the details of this approximation can be found in Rudjord
et al. (2009), and details about its implementation with power spectrum estimates for

2P (C` | ~d) ≈ 1
NG

∑NG
i=1 P (C` |σi`)
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BEYONDPLANCK are in Colombo et al. (2021). In this chapetr, we will present the con-
straints on the cosmological parameters of the ΛCDM model using the Gaussianised
Blacwell-Rao estimator (GBR) for the TT CMB angular power spectrum in the multipole
range 9 ≤ ` ≤ 600.

Low-` likelihood

ProvidedO(104) CMB-only sample at Healpix3 Nside = 8 from low resolution re-sampling
described in step 2 of 4.1.2, different approaches can be applied to write down a CMB
likelihood. In this thesis, accortdingly the BEYONDPLANCK general idea to introduce the
end-to-end Bayesian approach as a such, we want to stay as close to the exact Bayesian
solution as possible. We deal with a likelihood that corresponds most closely to a Gaus-
sian multivariate distribution on the form:

P (C` | ~̂sCMB) ∝ e−
1
2 ~̂sCMB(S(C`)+N)−1~̂sCMB√

|S(C`) + N|
(4.7)

where ~̂sCMB represents a CMB-plus-noise map and N is its corresponding effective noise
covariance map. We also note that this is not the exact Bayesian solution. In fact, the true
uncertainty of a given pixel may be non-Gaussian due to presence of both foreground
and TOD corrections. To account for this, one should ideally sample cosmological pa-
rameters within the full resolution Gibbs chain (Racine et al. 2016). In this work, we keep
on using this Gaussian approximation, and in virtue of our access to a full ensemble of
low-resolution CMB samples, we might estimate the quantities in Eq. 4.7 as:

~̂sCMB = 〈~s iCMB〉 (4.8)

N = 〈
(
~s iCMB − ~sCMB

) (
~s iCMB − ~sCMB

)t〉 (4.9)

with the brackets indicating the average over the sample set. In the limit of infinite
samples, those quantities should converge to the Gaussian approximation of the full
posterior.

An important question about practicality of Eq. 4.7 relies in the number of samples
required for convergence. Even though Sellentin & Heavens (2016) discuss a minimum
criterion for a sampled n×n covariance matrix simply to be invertible is thatNsamp > n,
this does not imply a robust estimation, and it is something that must be tested on a
case-by-case basis.

In our case, we have a relatively limited number of samples available, and moreover,
our polarisation data allow for probing only the first 6-8 multipoles, because of the lim-
ited sensitivity of the instrument (Planck Collaboration V 2020). It is of great interest
then to compress the relevant information in ~̂sCMB into few spatial modes as possible.
By virtue of our data sensitivity, a first natural compression is to retain only modes with
` ≤ 8, corresponding to 3(`max + 1)2 ≈ 240 modes. However, many of these modes fall
inside a typical analysis mask (Colombo et al. 2021), and therefore carry no statistical
weight for our purposes.

We therefore adopt the methodology discussed by Tegmark et al. (1997) and Gjerløw
et al. (2015). This approach consists of isolating the actually useful modes through a
Karhunen-Loève compression.

3http://healpix.jpl.nasa.gov

http://healpix.jpl.nasa.gov
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Following the idea in Gjerløw et al. (2015), we transform the data into a convenient
basis through a linear operator of the form ~̄d = P~d. With P such defined, it transforms
a zero-mean Gaussian field ~d with covariance C into a zero-mean Gaussian field d̄ with
covariance PCPt. The basis we choose for such a compression is defined as a signal-to-
noise basis, through the linear operator defined in the following way:

P = [Ph
(
S1/2N−1S1/2

)
Pth]εM (4.10)

Where S = S(C`) is the signal covariance matrix computed for some fiducial model, Ph
is an harmonic space truncation operator, which retain only spherical harmonics up to
a truncation multipole `t, M is a masking operator, and we define with [A]ε as the set of
eigenvector of A with a fractional eigenvalue larger than a threshold value ε. In this way,
we are retaining only multipoles which carry the relevant information, thresholding the
modes on a signal-to-noise basis.

In our analysis, we adopt a multipole threshold of `max = 8 and a signal-to-noise
threshold of 10−6; this leaves≈ 100−200 modes in the full data set, allowing for conver-
gence with O(104) samples. This last statement will be justified in Sect. 4.2. Moreover,
we adopt the best-fit Planck 2018 ΛCDM spectrum for 2 ≤ ` ≤ 8 as fiducial power spec-
trum.

4.1.3 The Λ CDM universe

Theoretical model We shall treat anisotropies in the CMB as small fluctuations about a
Friedmann-Robertson-Walker metric whose evolution is described by general relativity.
The evolution of perturbation can be computed accurately using a CMB Boltzmann code
once the initial conditions, ionisation history and constituent of the Universe are spec-
ified. The conventions will be consistent with the ones used in the camb4 Boltzmann
code (Lewis et al. 2000), which is the default code used in this analysis.

Matter and radiation content We adopt the usual convention of writing the Hubble
constant at the present day as H0 = 100hkm s−1 Mpc−1. For our base-line model, we as-
sume that the cold dark matter is pressureless, stable and non-interacting, with a phys-
ical density ωc ≡ Ωch. The baryons, with density ωb ≡ Ωbh

2, are assumed to consist
almost entirely of hydrogen and helium; we parameterise the mass fraction in helium by
YP . The process of standard big bang nucleosynthesis (BBN) can be accurately modelled,
and gives a predicted relation between YP , the photon-baryon ratio, and the expansion
rate (which depends on the number of relativistic degrees of freedom). We refer to the
value used by Planck Collaboration VI (2020) as for Planckbest-fitting base model, giving
YP = 0.2467.

Ionisation history To make accurate predictions for the CMB power spectra, the back-
ground ionisation history has to be calculated to high accuracy. The background recom-
bination model should accurately capture the ionisation history until the Universe is
reionised at late times via ultra-violet photons from stars and active galactic nuclei. The
transition led a nearly fully neutral Universe after recombination at z ≈ 1090, except for
a fraction of still ionised hydrogen of xe ∼ 10−4, to a fully ionised Universe at redshift
z ∼ 6. In our analysis we assume a sharp reionisation, with the mid-point parametrised

4http://camb.info

http://camb.info
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by a redshift zre (where xe = f/2) and width parameter ∆zre = 0.5. In this parameter-
isations, the hydrogen reionisation and the first reionisation of helium are assumed to
occur simultaneously, so that when reionisation is complete xe = f ≡ 1 + fHe ' 1.08
(Lewis 2008), where fHe is the helium-to-hydrogen ratio by number. In the sharp reion-
isation model, the optical depth is almost independent of ∆zre, and the only impact of
the specific functional form on cosmological parameters comes from very small changes
to the shape of the polarisation power spectrum on large angular scales. The second
reionisation of helium (i.e., He+ → He++) produces very small changes to the power
spectra (∆τ ∼ 0.001, where τ is the optical depth to Thomson scattering) and does not
need to be modelled in detail. We assume the second reionisation of helium to occur at a
fixed redshift of z = 3.5 (consistent with observations of Lyman-α forest lines in quasar
spectra, e.g., Becker et al. (2010)).

Initial conditions In our model we assume purely adiabatic scalar perturbations at
very early times, with a dimensionless curvature power spectrum parameterised by

PR(k) = As

(
k

k0

)ns−1+(1/2)(dns/d ln k) ln(k/k0)

(4.11)

with ns and dns/d ln k taken to be constant. In this thesis, we assume ”no running”,
i.e., a power-law spectrum with dns/d ln k = 0. The pivot scale k0 is chosen to be k0 =
0.05 Mpc−1, roughly in the middle of the logarithmic range provided by Planck. This
coice also allows ns to be not strongly degenerate with the amplitude parameter As.

Since the small-scale linear CMB power spectrum is proportional to Ase−2τ , we usu-
ally use lnAs as base parameter with a flat prior. With this choice we explore a signifi-
cantly more Gaussian posterior distribution for lnAs rather than for As. Also, with such
a linear parameter redefinition, we can explore more efficiently the degeneracy between
τ and As (The degeneracy between τ and As is broken by the relative amplitudes of
large-scale temperature and polarisation CMB anisotropies).

Parameter choices The parameter definitions, with prior limits and notation follow
table 1 in Planck Collaboration XVI (2014). In Tab. 4.1 we report the cosmological pa-
rameters used in our analysis.

4.1.4 CAMB and CosmoMC

We sample from the space of possible cosmological parameters with Markov Chain
Monte Carlo (MCMC) exploration using CosmoMC (Lewis & Bridle 2002). This uses a
Metropolis-Hastings algorithm to efficiently probe the whole parameters space by gen-
erating chains of samples for a set of cosmological parameters. Moreover, the algorithm
has been extended to sample in a more efficient way some so called fast parameters
by use of a speed-ordered Cholesky parameter rotation and a fast-parameter dragging
scheme, as described in Lewis (2013) and Neal (2005).

In our analysis, we run eight chains until they reach convergence, and the tails of the
distribution are well enough explored for the confidence intervals for each parameter
to be evaluated consistently in the last half of each chain. For this purpose, we allow a
0.1 quantile chain variation in units of standard deviation. Also, CosmoMC implements
a Gelman-Rubin criterion (Gelman & Rubin 1992) R − 1 < 0.01 on the least-converged
orthogonalised parameter to assess convergence of the chains. We discard the first 30%
of the sky as burn-in, where the chains may be still converging and the sampling may be
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Table 4.1: Cosmological parameters considered in the analysis. For each, we give the symbol,
prior range (value taken in the base ΛCDM cosmology) and the summary description (see text for
details). In the top block, are reported the base parameters with uniform priors, directly sampled
in the MCMC chains. The sampling ranges are listed in the square brackets. The lower block
contains the main derived parameters.

PARAMETER PRIOR RANGE DEFINITION

Base parameters
ωb ≡ Ωbh

2 [0.0005, 0.1] Baryon density today
ωc ≡ Ωch2 [0.0001, 0.99] Cold dark matter density today
100θMC [0.5, 10.0] 100× approximation to r?/DA (CosmoMC)
τ [0.01, 0.8] Thomson scattering optical depth due to reionization
ns [0.9, 1.1] Scalar spectrum power-law index (k0 = 0.05 Mpc−1)
ln(1010As) [2.7, 4.0] Log power of the primordial curvature perturbations (k0 = 0.05 Mpc−1)

Derived parameters
ΩΛ Dark energy density divided by the critical density today
t0 Age of the Universe today (in Gyr)
r The tensor-to-scalar perturbation amplitude ratio
Ωm Matter density (inc. massive neutrinos) today divided by the critical density
σ8 RMS matter fluctuation today in linear theory
zre Redshift at which Universe is half reionised (sharp reionisation history)
H0 [20, 100] Current expansion rate in km s−1 Mpc−1

109As 109× dimensionless curvature power spectrum at k0 = 0.05 Mpc−1

significantly non-Markovian. This is due to the way CosmoMC learns an accurate orthog-
onalisation and proposal distribution for the parameters from the sample covariance of
the previous samples.

From the samples, we generate estimates of the posterior mean and confidence in-
terval for each parameter of interest. We quote the 68% limit in case of two tail limits,
so that 32% of the samples lie outside the limit range, and there are 16% of the samples
within each tail. For parameters whose posterior presents a strong skew behaviour, so
that tails have very different shapes, we quote the interval between extremal points with
approximately equal marginalised probability density. In case the parameter has a prior
bound, we either quote one-tail limit or no constraint, depending on whether the poste-
rior is significantly different from zero at the prior boundary. We always quote the 95%
limit for one-tail limits. Finally, for parameters with nearly symmetric distributions, we
sometimes quote the mean and the standard deviation (±1σ). From the samples, we also
estimate one and two-dimensional marginalised parameter posteriors. In all cases, the
variable-width Gaussian kernel density estimates produced by getdist script is used.

4.2 ΛCDM constraints

In this section, we will present the results in term of posterior distribution of the cos-
mological parameters of the ΛCDM model, introduced in Sect. 4.1.3. We go through
the BEYONDPLANCK likelihood alone, and adding information from Planck high-` like-
lihood first, and also BAO and CMB lensing. In table 4.4 and in fig. 4.15 are summarised
the main results of our analysis.
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Figure 4.7: Temperature (left) and polarization (right) confidence masks used for BEYONDPLANCK
CMB analysis. In the right panel, the white-plus-grey region defines the BEYONDPLANCK “full-
sky” mask with an accepted sky fraction of 74 %, while the white-only region defines the default
BEYONDPLANCK mask with an accepted sky fraction of 36 %. The sky fraction of the temperature
mask is fsky = 0.69.

4.2.1 BEYONDPLANCK

In the BEYONDPLANCK framework, we adopt two likelihoods in order to close the end-
to-end Bayesian analysis with the estimation of the cosmological parameters of the stan-
dard flat-ΛCDM model.

Before presenting the first results from the full BEYONDPLANCK likelihoods analy-
sis, we show some preliminary stability tests on the two BEYONDPLANCK likelihoods
alone. We report then the high-` and low-` likelihood multipole ranges assessment, in
terms of GBR estimator convergency, parameter estimates stability, number of samples
required and sky fraction. In Fig. 4.7 are shown the masks used for both temperature
and polarisation, produced with the steps described in Sect. 4.1.2.

High-` likelihood.

Before looking at cosmological parameters, we present here some convergency test in or-
der assess a multipole range for the high-`, temperature, GBR estimator based likelihood.
As shown in Fig. 4.8, we adopt the Gelman-Rubin convergence statistic, as evaluated
from six independent σ` chains. This is the first test we make directly on high-resolution
resampled samples, proving we reached convergency of the observed angular power
spectra of CMB samples up to ` ∼ 700. As discussed in Sect. 4.1.2, we exploit the fact
that each individual sample is isotropic and noiseless CMB realisation, and therefore we
use these maps to construct the GBR estimator. As result, we show in Fig. 4.9 the esti-
mated temperature angular power spectrum, from the GBR estimator. The plot reports
a comparison with WMAP and Planck 2018. Planck2018 best-fit is also plotted as refer-
ence. The comparison is presented as direct plot of `(` + 1)C`/2/π and as relative (and
percentage) difference from the reference spectrum.

In terms of cosmological parameters, we adopt Ωbh
2,Ωch

2, θMC , ns and the dumped
scalar amplitude Ase−2τ to show the impact of changing the multipole range. In tab. 4.2
we show the comparison in terms of mean estimate, with symmetric 68 % interval, of
the reference parameters between the GBR in the ` range [2, 400] and [2, 600]. These
intervals have been chosen to represent a more conservative choice (first case), and a
less conservative one (wider multipole range), as discussed above. We are considering a
set of choices which is one a subset of the other, and therefore we express the difference
∆ as the worst constrained mean value minus the best constrained one, in units of the
standard deviation of the parameter difference; the latter quantity can be evaluated as
the difference of the standard deviation for the two considered cases, as described in
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Figure 4.8: Gelman-Rubin convergence statistic for the BEYONDPLANCK TT angular power spec-
trum, as evaluated from six independent σ` chains. The various curves show results for different
total number of samples included in the analysis. A value lower than 1.1 (dotted grey line) typi-
cally indicates acceptable convergence.

Gratton & Challinor (2020). We find that ∆ is, on average, ≈ 1.3σ; the higher difference
is in the scalar index with ∆(ns) = 1.7σ, while the lower difference is for the baryon total
density ∆(Ωbh

2) = 0.4σ.

Low-` likelihood.

As discussed in Sec. 4.1.2, for the low-` likelihood we apply a pixel-based likelihood
analysis to the low-resolution CMB samples, performing a Karhunen-Loève compres-
sion. We therefore apply the linear operator defined in 4.10 directly to the CMB maps,
and construct the noise covariance matrix from ∼ 40000 samples.

On the right side of Fig. 4.10 we show the “whitened” low-resolution CMB map,

Table 4.2: Constraint on Ωbh
2,Ωch

2, θMC , ns, Ase
−2τ from the BEYONDPLANCK GBR likelihood

in two multipole ranges. In the last column, we show the mean value difference ∆ as difference of
the worst constrained minus the best constrained one, in units of the standard deviation σ of the
parameter difference.

BEYONDPLANCK GBR
PARAMETER `max = 400 `max = 600 ∆

Ωbh
2 . . . . . . . . . . . . 0.0229± 0.0018 0.0227± 0.0013 0.4σ

Ωch2 . . . . . . . . . . . . 0.129± 0.028 0.116± 0.018 1.3σ
100θMC . . . . . . . . . . 1.049± 0.011 1.041± 0.006 1.6σ
Ase−2τ . . . . . . . . . . 2.01± 0.26 1.85± 0.15 1.5σ
ns . . . . . . . . . . . . . . 1.011± 0.054 0.980± 0.036 1.7σ
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Figure 4.9: (Top:) Angular CMB temperature power spectrum, DTT
` , as derived by BEYOND-

PLANCK (black), Planck (red), and WMAP (blue). The best-fit Planck 2018 ΛCDM power spectrum
is shown in dashed grey. (Middle:) Residual power spectrum relative to ΛCDM, measured relative
to full quoted error bars, r` ≡ (D` −DΛCDM

` )/σ`. For pipelines that report asymmetric error bars,
σ` is taken to be the average of the upper and lower error bar. (Bottom:) Fractional difference with
respect to the Planck ΛCDM spectrum. In this panel, each curve has been boxcar averaged with a
window of ∆` = 100 to suppress random fluctuations.
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U
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Figure 4.10: On the left: single column of the low-resolution CMB noise covariance matrix, con-
structed as the mean outer-product of Monte Carlo samples. The column corresponds to Stokes Q
pixel number 100, which is marked in grey, and located in the top right quadrant near the ’Q’ label.
Note that non-zero correlations are detected nearly across the full sky in both Stokes parameters.
On the right: BEYONDPLANCK low-resolution and “whitened” CMB polarization map, as defined
by N

−1/2
CMB~sCMB at a HEALPix resolution of Nside = 8 and masked with the BEYONDPLANCK “full-

sky” mask. Top and bottom panel shows Stokes Q and U parameters, respectively, and the color
scales span ±3σ.

feeding the low-` likelihood, defined by N
−1/2
CMB~sCMB at a HEALPix resolution of Nside =

8. Such a map intuitively measures the signal-to-noise ratio in each pixel, and should
appear as a Gaussian random field with vanishing mean and unit standard deviation for
strongly noise-dominated data. Even though the map looks largely noise-dominated,
we can notice some large-scale features which may indicate some excess signal. On the
other hand, we do not see evident residual foreground contamination; this is mainly due
to a good mask performance.

On the left side of Fig. 4.10 we present the noise covariance matrix for the 100th pixel
in Stokes Q map (marked by grey, on the top-right of the Q map in the figure). Some
correlations can be found in there, and we recommend to look at Colombo et al. (2021)
for a detailed discussion.

We adopt τ and r estimates to assess the ideal multipole range, number of low-
resolution samples required and sky fraction. As discussed in BeyondPlanck Collab-
oration (2021), to assess the internal consistency of the resulting models, we evaluate the
χ2 of that model with respect to the data in question,

χ2 = ~̂s tCMB

(
S(Cbf

` ) + NCMB

)−1
~̂sCMB. (4.12)

Where S(Cbf
` ) is the CMB signal covariance matrix from a best-fit C` set evaluated with

different values of τ . For a Gaussian and isotropic random field, this quantity should
be distributed according to a χ2

ndof
distribution, where ndof is the number of degrees of

freedom, which in our case is equal to the number of basis vectors in ~̂sCMB.
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Figure 4.11: (Left panel:) Comparison of (un-normalised) marginal posterior distributions of the
reionisation optical depth from Planck 2018 (green; Planck Collaboration VI 2020), 9-year WMAP
(red; Hinshaw et al. 2013), WMAP Ka–V and LFI 70 GHz (orange; Natale et al. 2020); and BE-
YONDPLANCK EE-only using multipoles ` = 2–8 (grey/black). The thin grey line shows BE-
YONDPLANCK constraints derived using the full-sky mask (fsky = 0.74), while the solid black
line shows constraints using the northern mask only (fsky = 0.36). (Right panel:) Corresponding
marginal BEYONDPLANCK tensor-to-scalar ratio posteriors derived usingBB multipoles between
` = 2–8, including either the Northern Galactic hemisphere (black) or the full sky (gray).

The results are summarised in Fig. 4.11 and Table 4.3. We express the goodness of fit
in terms of χ2 probability-to-exceed (PTE). It is worth noting how assuming the full-sky
in the analysis gives a χ2 PTE of 5 · 10−4, indicating a poor fit. Also, the best-fit values
are τ = 0.091+0.010

−0.098 and r = 2.9+1.3
−1.0, both in strong tension with results from Planck and

other experiments (e.g., BICEP2/Keck Array and Planck Collaborations 2015; Planck
Collaboration V 2020; Tristram et al. 2020). We therefore conclude that BEYONDPLANCK
processing is not able to provide a full-sky data analysis.

In the left panel Fig. 4.3 we can see a bluish structure in the southern hemisphere of
the Q map. That synchrotron-like residual has been investigated and turned out to be
associated to an incorrect polarisation angle definition in the BEYONDPLANCK pipeline.
In Planck Collaboration III (2016) is included an assessment of the quality of polarisation
angle calibration through measurements of the Crab nebula, and concludes with statis-
tically significant variations from horn to horn. If we compare the polarisation angles
templates in Planck Collaboration III (2016), we immediately can notice a very suspi-
cious similarity between the 44 GHz template, and the blue structure in the CMB Q map
in Fig. 4.3. Moreover, other issues related to CMB polarisation products have been inves-
tigated, leading to some improvements in the BEYONDPLANCK data model which will
be available in near future.

Due to our actual inability to exploit the full sky CMB polarisation maps, we focus, in
our analysis, on the northern hemisphere alone. In this case the χ2 PTE is 16 %, which is
statistically fully acceptable. Furthermore, the best-fit tensor-to-scalar ratio is consistent
with zero within a statistical significance of 1.4σ, and with an upper 95 % confidence
limit of r < 4.3. The optical depth of reionisation estimates is τ = 0.060+0.015

−0.013, a value in
excellent agreement with previous results.

A final comparison has been made in terms of the posterior distribution of τ within
` ∈ [2, 8] and ` ∈ [3, 8], checking for result stability. We summarise this result in Tab. 4.3.
We find a quasi-perfect overlap of the estimated values for both the multipole ranges, so
that our multipole range choice falls into the wider of the two, i.e. 2 ≤ ` ≤ 8.
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Table 4.3: Summary of cosmological parameters dominated by large-scale polarisation, and
goodness-of-fit statistics. Note that the BEYONDPLANCK full-sky case has an unacceptable
goodness-of-fit, and should not be used for cosmological analysis. The main science result from
the current analysis are summarised in the top two entries, and are evaluated with a small polar-
isation sky fraction. For completeness, the third row shows results evaluated with nearly full-sky
data, but these are strongly contaminated by systematic errors, as indicated by the high χ2 value.

ANALYSIS NAME DATA SETS fpol
sky τ rBB

95 %
χ2 PTE REFERENCE

BEYONDPLANCK, ` = 2–8 . . . . . . . LFI, WMAP Ka–V 0.36 0.060+0.015
−0.013 < 4.3 0.16 Paradiso et al. (2021)

BEYONDPLANCK, ` = 3–8 . . . . . . . LFI, WMAP Ka–V 0.36 0.061+0.015
−0.014 < 5.4 0.16 Paradiso et al. (2021)

BEYONDPLANCK, ` = 2–8, full-sky . LFI, WMAP Ka–V 0.74 0.091+0.010
−0.098 2.9+1.3

−1.0 5 · 10−4 Paradiso et al. (2021)

In Fig. 4.12 we show the estimate of τ as function of the low-resolution samples used
for building the low-` likelihood input. This is a crucial point for our analysis, for it
highlights how τ estimate become stable for a number of samples >∼ 40000. Within BE-
YONDPLANCK we stand at the very beginning of the safe regime, and therefore more
samples will be provided in future analyses. However, as shown in Fig. 4.13, we can
say a little more about the convergency of the sample-based NCVM. In fact, it depends
on both convergency of the white noise part, which varies within each subsample of a
main chain sample, and the variability among the different main chain samples, which
includes a generalised noise contribution from systematics and foreground residuals.
In the left panel of Fig. 4.13 we show the estimate of τ with its 1σ error as estimated
from a fixed number of main chain samples, when resampling with a different num-
ber of subsamples (hereafter N ). We are therefore fixing the contribution from the main
chain samples variability, and exploring only the white noise convergency of the sample-
based NCVM. On the right panel, we plot the estimate of τ as function of the main chain
samples, comparing two values of subsamples per main chain samples, N = 10 and
N = 30. We can see how the white noise part of the NCVM reaches convergency al-
ready at N = 10, which corresponds to ≈ 5000 samples overall. On the other hand, the
variability due to the main chain samples requires at least ≈ 400 main chain samples to
produce meaningful estimates of τ . For this analysis, we run 4 chains with 280 samples
each, and resampled at low resolution with different subsamples values; moreover, 100
samples have been discarded from each chain as burn-in.

In Fig. 4.14 we plot τ , r and the χ2 PTE as a function of fsky, adopting the same suite
of masks as Planck Collaboration Int. LVII (2020), but after multiplying each with our
Northern Galactic mask. The results from these calculations are summarised in Fig. 4.14.
We see that all values of τ are consistent with the Planck HFI results to better than 1σ.
For the tensor-to-scalar ratio, we find that the overall detection level varies between 1.4
and 2.0σ, and this variation is also reflected in the χ2, for which the PTE varies between
8 and 25 %. Overall, all results are statistically consistent for all sky fractions.

From here on, we will refer to the full BEYONDPLANCK likelihood in this thesis as
the low-` TT-TE-EE likelihood with southern hemisphere masked, allowing for a global
37% of the sky only in the northern hemisphere, in the multipole range 2 ≤ ` ≤ 8, plus
the temperature GBR likelihood in the multipole range 9 ≤ ` ≤ 600.

The constraints on the 6 ΛCDM base parameters from full BEYONDPLANCK likeli-
hood are reported in Table 4.4 with posteriors in Fig. 4.15.
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Figure 4.12: Convergence of constraints of the reionisation optical depth as a function of the num-
ber of posterior samples used to construct the CMB mean map and covariance matrix. The solid
black line shows the posterior mode for τ , and the grey region shows the corresponding 68 % con-
fidence region.
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Figure 4.13: On the left: convergence of constraints of the reionisation optical depth as a function of
the number of posterior sub-samples used to resample the main chain samples; the overall number
of main chain samples is kept fixed. The solid lines show the posterior mode for τ as evaluated
for polarisation alone (blue) and T+P (red), and the shaded region shows the corresponding 68 %
confidence region. On the right: convergence of constraints of the reionisation optical depth as
a function of the last main chain sampled included in the resampling. The solid lines show the
posterior mode for τ as evaluated for polarisation alone and T+P allowing for 10 subsamples per
main chain sample (blue and green) and 30 (red and yellow), and the shaded region shows the
corresponding 68 % confidence region.
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B-mode signal.
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4.2.2 BEYONDPLANCK + Planck

We present here the combined results in terms of constraints on the 6 ΛCDM base pa-
rameters, combining the full BEYONDPLANCK likelihood and Planck High-` likelihood
in the multipole range 600 ≤ ` ≤ 2500. For this purpose, we adopted the public Planck
likelihood code (PLC) based on the 2018 release (version 3.0). The result we show here
use only the temperature high-` likelihood from PLC.

Numerical values are reported in Table 4.4, and the posterior distribution are shown
as red lines in Fig. 4.15.

The effect of including Planck data from high-` likelihood is clearly to reduce uncer-
tainties on all parameters. Firstly, it allows for a more consistent estimate of Ωbh

2, Ωch
2

and 100θMC , which benefit from the extended multipole range in terms of absolute sen-
sitivity. Secondly, including high-` multipoles breaks the internal degeneracy between
the scalar amplitude As and the optical depth of reionisation τ , providing a more robust
and independent estimate of both. In particular, the higher value of τ , with respect to
BEYONDPLANCK alone, is driven by the Planck temperature likelihood in the multipole
range included in this analysis, through the scalar amplitude suppression Ae−2τ .

4.2.3 BEYONDPLANCK + Planck + lensing + BAO

For completeness, we want to include the Baryonic Acoustic Oscillation (BAO) and CMB
lensing likelihoods, following Planck Collaboration VI (2020). We invite the reader to
refer to the Planck paper for detailed description of the two likelihoods. For the purpose
of this analysis, we included BAO and lensing as they are provided by PLC (version 3.0).

The last column of Table 4.4 reports the constraints on the 6 ΛCDM base parameters
from this configuration. In Fig. 4.15 we compare the posterior distribution from this
configuration and the previous ones above described.

From a general point of view, including additional dataset help in resolving degen-
eracies between parameters; in particular, BAO and Lensing measurement allow for a
better constraining of the matter density contribution and in the H0 estimation. How-
ever, in our work we are primarily interested in checking the consistency with Planck
results, and our results present a strong confirmation of such consistency - considering
that the high-` Planck likelihood is driving our results when combining also with BAO
and Lensing data.

4.3 Systematic uncertainties on τ

We exploit the optical depth of reionisation as a benchmark, in order to assess systematic
uncertainties propagation through the BEYONDPLANCK pipeline. In this Section, we
present a comparison between the posterior distribution of τ using the low-` likelihood
on differently resampled low-` datasets.

In order to explore all the possible sources of uncertainty and their propagation and
coupling through the pipeline, we compare 4 different low-` datasets, produced accord-
ingly to description in sect. 4.1.2. We therefore compare the overall uncertainty on τ
when foreground uncertainties and systematic errors are either considered alone, jointly
or not considered at all. In this Section we will refer to the dataset marginalised over fore-
grounds (FG), TOD and white noise (WN), as the low-` resampled dataset of the official
BEYONDPLANCK pipeline, and thus the one provided for the low-` BEYONDPLANCK
likelihood in this thesis. The three additional datasets will be addressed as marginalised
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Table 4.4: Constraints on the 6 ΛCDM base parameters with confidence intervals at 68% from
CMB data alone and adding lensing + BAO.

PARAMETER BEYONDPLANCK BEYONDPLANCK + BEYONDPLANCK +
Planck Planck + LENSING + BAO

Ωbh
2 . . . . . . . . . . . . 0.02202+0.00087

−0.00099 0.02224± 0.00022 0.02237± 0.00020

Ωch2 . . . . . . . . . . . . 0.1153+0.084
−0.022 0.1226± 0.0025 0.1189± 0.0012

100θMC . . . . . . . . . . 1.0390+0.0037
−0.0056 1.04061± 0.00048 1.04098± 0.00041

τ . . . . . . . . . . . . . . . 0.066+0.014
−0.017 0.074+0.014

−0.016 0.072± 0.012

ln(1010As) . . . . . . . . 3.035+0.064
−0.095 3.087+0.027

−0.031 3.075± 0.022

ns . . . . . . . . . . . . . . 0.960+0.017
−0.021 0.9632± 0.0060 0.9687± 0.0048

ΩΛ . . . . . . . . . . . . . . 0.700+0.096
−0.034 0.668± 0.015 0.6920± 0.0072

t0 . . . . . . . . . . . . . . . 13.85+0.20
−0.14 13.829± 0.037 13.791± 0.028

Ωm . . . . . . . . . . . . . 0.300+0.034
0.096 0.332± 0.015 0.3090± 0.0072

σ8 . . . . . . . . . . . . . . 0.787+0.059
−0.12 0.837± 0.013 0.8213± 0.0085

zre . . . . . . . . . . . . . . 8.8± 1.5 9.6± 1.4 9.4± 1.1

H0 . . . . . . . . . . . . . . 68.6+4.6
−3.8 66.3± 1.0 67.78± 0.54

109As . . . . . . . . . . . 2.09+0.20
−0.14 2.192+0.056

−0.070 2.166+0.044
−0.050

Table 4.5: Comparison between the uncertainties on τ from BEYONDPLANCK low-` likelihood on
differently resampled sets. In the first column are reported the parameter we marginalise on dur-
ing the resampling step. As τmax (second column), we refer to the best-fit value of the likelihood.
We then show the semi-confidence interval at 68% cited as σ.

LOW-RESOLUTION
RESAMPLING MARGINALIZATION τmax σ(τ)

WN 0.0557 0.0095
TOD + WN 0.0592 0.0109
FG + WN 0.0574 0.0132

TOD + FG + WN 0.0646 0.0148

over ”TOD + WN”, when the resampling step is performed using frequency maps sam-
ples, but keeping averaged foreground maps as input; over ”FG + WN”, when the re-
sampling step is performed using foregrounds samples, keeping averaged frequency
maps as inputs; over white noise only, when either averaged foregrounds maps and
averaged frequency maps are used as inputs.

In Fig. 4.16 we show the posterior distribution for τ from the four different datasets.
In Table 4.5 we report numerical values for the uncertainty on τ ; we quote the best-fit
value τmax and the semi-dispersion evaluated on the 68 % confidence interval.

We emphasise the effect of marginalising over more parameters in terms of width of
the posterior distribution of τ . The more parameter we marginalise on, the broader the
distribution. Conversely, keeping fixed some parameters leads to narrower distribution.
Even though this is a quite obvious conclusion, we want to stress what is the impact of
marginalising over white noise only, with respect to marginalising also over foregrounds
and TOD parameters independently or jointly. The point is: when we deal with these
parameters altogether, degeneracies have a relevant impact on final parameter estimates.
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Figure 4.16: The plot shows the estimate of τ under different resampling assumptions. In the
legend is indicated which parameter we marginalised on, during the low resolution resampling:
white noise (black); TOD, foregrounds and white noise (red), white noise and TOD (green), white
noise and foregrounds (blue).

Despite of low biases in the best-fit estimate of τ among the four dataset analyses, the
cosmic variance contribution to the uncertainty is ∼ 0.003 − 0, 004, as evaluated from
cosmic variance limited simulations. In the best case, corresponding to marginalising
over white noise only, σ 0.01, and this is 3− 5 times the cosmic variance case. As direct
conclusion of this, we assert that the most of the contribution to the total uncertainty
obtained from our analysis comes from the error on the parameters we marginalise on,
propagated throughout the BEYONDPLANCK pipeline. This is clearly non-negligible,
and it arises from the coupling of different uncertainty sources, so that a safe approach
should take into account for the uncertainty propagation due to foregrounds and TOD
jointly, and an end-to-end Bayesian methodology fulfils this requirement in a natural
way.



Conclusions

As conclusion for this thesis, we summarise the main results achieved. On one hand,
there is the reionisation history parameterisation, which is going to be a crucial part of
the CMB data analysis in the next decades, as CMB experiment will provide more and
more refined information about the polarisation of the CMB; on the other hand, our effort
in exploiting the CMB maps delivered by the BEYONDPLANCK project to demonstrate
the new end-to-end Bayesian framework, either in terms of cosmological parameter es-
timation, and in uncertainty propagation through the pipeline.

Reionisation history parameterisation: what’s next?

In this thesis, we presented a review of some methodologies for studying the reionisation
history of the Universe using CMB data. We also presented a new model, which tries to
remove the induced prior on τ , while keeping a model independent approach and ex-
ploring only physical reionisation histories. We concluded, at the end of Chapt. 2, that
the FK model is, among those studied in this thesis, the most convenient compromise be-
tween computational efficiency and accuracy in the reionisation history reconstruction,
which also allows for a correct recovering of the overall optical depth of reionisation τ .

However, it is worth emphasising that more reionisation history parameterisations
can still be studied, and also model dependent approaches can provide very useful in-
formation once external data on the ionised fraction of hydrogen at high redshift will be
available from the scientific community.

Beyond BEYONDPLANCK

A central goal of the BEYONDPLANCK project was to translate a significant part of the
aggregated experience from the Planck experiment into a practical computer code that
can analyse Planck data from end-to-end, and to make this code available to the commu-
nity in general. Due to limited resources and time, BEYONDPLANCK only considered the
Planck LFI data in the time domain, although some preliminary work has also been done
on WMAP and simulated LiteBIRD observations. Moreover, a natural continuation of
BEYONDPLANCK would involve HFIdata analysis, in order to provide cosmological re-
sult which can be compared to official Planck results in Planck Collaboration VI (2020). In
fact, we note that cosmological constraints derived from LFI and WMAP alone will never
be competitive in terms of overall uncertainties as compared to an HFI-based analysis.
Nevertheless, many interesting results have been established during the course of this
PhD work. Some of the most noteworthy among these are the following:
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1. We have, at least partially, succeeded in integrating the LFI 44 GHz channel into
a statistically viable low-` CMB likelihood. Understanding the nature of the still
present systematic errors, and mitigating them, is an important goal for the imme-
diate future. For now, however, only the Northern Galactic hemisphere may be
used for cosmological low-` polarisation analysis.

2. We have for the first time constructed a full, dense, low-resolution CMB covariance
matrix that accounts for marginalisation over a wide range of important systematic
time-ordered effects, including gain, bandpass, and foreground corrections, in ad-
dition to the usual correlated noise. This results in a low-` polarisation likelihood
that yields results consistent with the latest HFI analyses, and a best-fit value of
the reionisation optical depth of τ = 0.060+0.015

−0.013. The associated χ2 goodness-of-fit
statistics are statistically acceptable, although there might be weak hints of excess
power, due to the incorrect calibration of polarisation angles, and possibly to other
data model related effects which are currently under investigation and being fixed.

3. We have produced a statistically consistent estimation of cosmological parameters
from BEYONDPLANCK temperature and polarisation CMB data, with respect to the
last Planck release, despite the larger error bars arising from a limited amount of
data used (only LFI and WMAP).

4. We assessed the end-to-end error propagation in the BEYONDPLANCK pipeline us-
ing the uncertainty on τ as a benchmark; we therefore demonstrated the natural
capability of our methodology in propagating errors coming from instrumental
parameters and foregrounds, taking into account for degeneracies between them.

We stress that even if the project officially ended in November, 2020 the collabora-
tion is still investigating and improving the whole pipeline in order to release the best
products possible. In particular, the actual goal is to exploit both the northern and the
southern CMB polarisation hemispheres. We already highlighted the polarisation an-
gle issue, but new features and correction are currently being implemented as a new
generalised 1/f model and an improved Wiener filter based gain estimation.

However, the reasons for limiting the analysis to LFI data only were three-fold. First
and foremost, many BEYONDPLANCK collaborators have been working with the LFI
data for one or two decades, and the aggregated experience with this data set within the
collaboration implied a low start-up cost; results could be produced quickly. Second, the
full LFI data volume is fairly limited in size, comprising less than 1 TB after compression,
which is good for fast debugging and testing. Third, the LFI instrument is based on
HEMT radiometers, which generally both have a relatively high noise contribution and
low systematic errors per sample. The combination of these three points made LFI a
natural starting point for the work.

Moreover, now that the computational framework already exists, it will require sub-
stantially less effort to generalise it to other and complementary data sets. One example
might include LSPE-STRIP, which is a ground-based CMB experiment, situated in Tener-
ife. For this, analysis within the BEYONDPLANCK framework may turn out to amount
simply to writing one or more TOD processing modules (for instance using the current
LFI module as a template) to take into account the various instrument-specific system-
atic effects of the experiment in question. Even in the case a different mapmaking algo-
rithm was required, this can be studied and implemented following some work already
on-going for WMAP (Herman et al. 2021).



Appendices





APPENDIX A

General relativity notation

A.0.1 Fundamentals of the theory

We aim to describe the dynamics of the space-time metric with a fully covariant scheme.
Given a four-dimensional manifold M, endowed with space-time coordinates xα and
metric tensor gµν(xα), its line element reads as:

ds2 = gµν dx
µx ν (A.1)

By this we fix the Lorentzian notion of distances. The motion of a free particle on the
manifold is the solution of the geodesic equation:

duµ

dτ
+ Γµαβu

αuβ = 0 (A.2)

Where uα is the four-velocity uα ≡ dxα

dτ defined as the tangent vector to the curve xµ(τ)
and Γµαβ are the Christoffel symbols given by:

Γαµν =
1

2
gαk (gkµ,ν + gkν,µ − gµν,k) (A.3)

Here we indicate with commas the derivative on a flat spacetime ∂µ, while ”;” is meant
for the covariant derivative ∇µ. From now on we will use one or the other notation
according to our convenience.

The geodesic curve is the one which self-transports parallelly its own tangent vectors.
This curve is provided by the minimum action principle for the distance functional, i.e.
:

δ

∫
ds = 0 (A.4)

If the test particle is massless then ds = 0 and we need to introduce an affine parameter
to describe its trajectory.

We recognise the equivalency principle as the possibility to have vanishing Christof-
fel symbols at a given point of M or along the whole geodesic curve. To ensure the
space-time curvature we need to have non-vanishing Riemann tensor, given by:

Rα
µβν = Γαµν,β − Γαµβ,ν + ΓkµνΓαkβ − ΓkµβΓαkν (A.5)

Which physically expresses the tidal force acting between two free falling observer,
whose effect is given by the geodesic deviation:

uα∇α
(
uk∇ksµ

)
= Rµ

ναβu
νuαuβ (A.6)
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Being sµ the vector connecting the two geodetics.
Contracting the Riemann tensor with the metric we obtain the Ricci’s tensor and the

Ricci’s scalar:

Rµν = gβk(gαkRα
µβν) (A.7)

R = gµνRµν (A.8)

Hereafter, in this thesis, will be adopted greek letters whenever index is spanning
4-dimensions, and the latin indices when spanning only the 3-dimensional, space-like,
space.

A.0.2 Einstein equations

We now need to introduce an action from witch Einstein’s field equations do arise. This
is the sum of two terms: one due to the energy density (Sφ), and the other related to the
action of the gravitational field (Sg). Thus we write:

S = Sφ + Sg (A.9)

The variation of S respect to the metric tensor gµν has to be:

δS
δgµν

= 0 (A.10)

In vacuum, we neglect the Sφ term obtaining:

δSg
δgµν

= 0 (A.11)

Now the action of the gravitational field has to be of the form of a function of the
curvature tensor Rα

µβν , or one of his contracted forms. For we want the variation to
depend only on the first derivative of the metric tensor, at less of a border term, we can
write:

Sg = − 1

2k

∫
M

√−gR d4x (A.12)

Where k = 4πGc−4. The variation of S in vacuum will be then:

δS =

∫
M
δ
(√−gR

)
d4x =

∫
M

[
δ(
√−g)R +

√
−gδR

]
d4x = 0 (A.13)

The first terms gives:

δ(
√−g)R = −1

2
gµνRδgµν

And the second one (using the well known Palatini identity):
√−gδR = Rµνδg

µν

Since the variation has to be null for every δgµν we obtain:

Rµν −
1

2
gµνR = 0 (A.14)

Which are the Einstein’s equations in vacuum.
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If we are in presence of a matter-energy field, there is a contribution from a non
vanishing Sφ, whose action is given by a Lagrangian density:

Sφ =

∫
M

√−gLφ d4x (A.15)

The variation of S (A.9) with respect to the metric tensor gives:

Gµν = 2kTµν (A.16)

These are the Einstein field equations in presence of an energy density field. Where
Gµν ≡ Rµν − 1

2gµνR is the Einstein tensor, and Tµν is the stress-energy tensor defined as:

Tµν =
2√−g

(
δ(
√−gLφ)

δgµν
− ∂

∂xα
δ(
√−gLφ)

δ(∂αgµν)

)
(A.17)

As a consequence of the Bianchi identity, Tµν satisfies the equation of motion:

Tµν;µ = 0 (A.18)

Which is not, in general, a conservation law since we have to consider the contribution
of gravitational waves to the total energy density.





APPENDIX B

Evolution of density perturbation in a linear regime

B.1 Calculations in a static Universe

Let us consider a linearly perturbed solution:

ρ = ρ0 + δρ (B.1)
P = P0 + δP (B.2)
v = v0 + δv (B.3)
Φ = Φ0 + δΦ (B.4)
S = S0 + δS (B.5)

Substituting in Eq. 1.52 and 1.55, and neglecting terms of order O(δ2) and higher we get:

˙(δρ)t+ ρ0
~∇(δ~v) = 0 (B.6)

(δ̇~v)t = −1− δ
ρ0

~∇(δP)− ~∇(δΦ) (B.7)

∇2(δΦ) = 4πGρ0δ (B.8)
˙(δS)t = 0 (B.9)

Where we have defined δ = δρ/ρ0. Given the EOS we can write:

δP = Ṗρ|Sδρ+ ṖS|ρδS = v2
sδρ+ ṖS|ρδS (B.10)

Where v2
s = Ṗρ is the sound speed. We rewrite Euler equation:

(δ̇~v)t = −v
2
S

ρ0

~∇(δρ)− 1

ρ0

~∇(ṖS|ρδS)− ~∇(δΦ) (B.11)

Let us now move to the Fourier space so that, given a function f (scalar or vectorial):

δf(~r, t) =
∑
k

δfke
i~k·r+iωt (B.12)

~∇ → i~k (B.13)
∂t → iω (B.14)
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106 B.1 Calculations in a static Universe

Our set of equations become (we omit the subscript k):

iωδρ+ ρ0i~k · δ~v = 0 (B.15)

iωδ~v = −v
2
s

ρ0
δρi~k − 1

ρ0
i~kṖρ|ρδS − i~kδΦ (B.16)

(i~k)2δΦ = 4πGρ0δ (B.17)
iωδS = 0 (B.18)

We want to study the evolution in time of δk(t) using the equations B.15,B.18:

• ω = 0: This solution implies no time evolution of the density fluctuation δk whether
for δSk = 0 or δSk 6= 0.

• ω 6= 0: We examine this solution in the adiabatic regime, i.e δSk = 0.

We can write the equation (B.16):

δ~vk = −
~k

ω

[
v2
s −

4πGρ0

k2

]
δk (B.19)

Where we have used Eq. B.17 to express δΦ. We can now substitute in Eq. B.15, obtaining:

ωδk −
k2

ω

(
v2
s −

4πGρ0

k2

)
δk = 0 (B.20)
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