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Abstract: There are several diseases (e.g. asthma, pneumonia etc.) affecting the human respiratory apparatus altering its
airway path substantially, thus characterising its acoustic properties. This work unfolds an automatic audio signal processing
framework achieving classification between normal and abnormal respiratory sounds. Thanks to a recent challenge, a real-world
dataset specifically designed to address the needs of the specific problem is available to the scientific community. Unlike
previous works in the literature, the authors take advantage of information provided by several stethoscopes simultaneously, i.e.
elaborating at the acoustic sensor network level. To this end, they employ two features sets extracted from different domains,
i.e. spectral and wavelet. These are modelled by convolutional neural networks, hidden Markov models and Gaussian mixture
models. Subsequently, a synergistic scheme is designed operating at the decision level of the best-performing classifier with
respect to each stethoscope. Interestingly, such a scheme was able to boost the classification accuracy surpassing the current
state of the art as it is able to identify respiratory sound patterns with a 66.7% accuracy.

1 Introduction
Diseases affecting the human respiratory system, including asthma,
pneumonia and so on are characterised by distinctive acoustic
patterns [1] since they cause serious abnormalities in the airway
path. Trained medical experts are able to identify them precisely,
typically using stethoscopes, towards suggesting an adequate
treatment. Naturally, such a process heavily depends on the
availability of an expert as well as their degree of expertise,
especially in the context of the specific respiratory disease.
Towards relaxing such constrains, automatic diagnosis methods
have appeared in the last years.

Inspired by possibilities offered by generalised sound
recognition technology, there has been a significant amount of
research in this direction during the last decade. Unfortunately,
there is no standardised way to compare the existing solutions.
Organised descriptions of the current state of the art can be found
in [1–4]. There, we can see that the community has used a plethora
of temporal, spectral and wavelet features along with generative
and non-generative classifiers. This work is concentrated on a
relatively recent attempt to standardise the problem of automatic
detection of human respiratory system diseases without aiming to
provide a state-of-the-art review. Interestingly, the challenge
organised within the International Conference on Biomedical
Health Informatics in 2017 provides a dataset characterising the
properties of the classes of interest as well as an experimental
protocol allowing the extraction of comparable results [5].

In our previous work [6], we employed a wavelet packet-based
feature set along with a graph-based classification scheme.
Similarly to related researches using the standardised task [7, 8],
we attempted to create a single model explaining the distribution
followed by the data coming from all stethoscopes. However, these
were placed on different chest locations.

Following a different kind of thought, in this paper we argue
that the assumption made so far stating that respiratory sounds
acquired at different chest locations follow similar/consistent
patterns may not always be true. The presence of heart and
intestinal sounds is not perceived by all stethoscopes in the same
way, hence further burdening the creation of a common model
explaining the distribution of respiratory sounds acquired at
different chest locations. Such locations are characterised by
different acoustic properties, densities and wave propagation. To

this end, we propose to carry out modelling tailored to each chest
location.

Towards an extensive analysis of different domains, both the
Mel-frequency cepstral coefficients (MFCC) and wavelet packets
integration analysis (WPI) coming from frequency and wavelet
domains, respectively, were used. During modelling acoustic data
coming from each stethoscope, we followed two different logics,
i.e. holistic versus distributed, where one tries to create a model to
describe the patient state (normal/abnormal) and one modelling
each recording alone and processing them separately. This can
reveal whether a holistic model is possible or the distribution of the
available data is better described via recording-dependent models.
To this end, we employed convolutional neural networks (CNNs),
hidden Markov models (HMM) and Gaussian mixture models
(GMMs). Finally, we also propose a collaborative scheme
elaborating on the outputs the constructed models and thus, treating
holistically all stethoscopes as an acoustic sensor network.

The rest of this work is organised as follows. Section 2
formulated the problem. Section 3 briefly introduces the feature
sets employed here. Sections 4, 5, 6 and 7 explain the pattern
recognition modules based on GMM regression, class-specific
HMMs and the collaborative scheme, respectively. Section 8
details the employed dataset, the parameterisation of the proposed
approach as well as the achieved results and how these compare to
existing solutions. Finally, in Section 9 we draw our conclusions.

2 Problem formulation
We suppose seven audio datastreams, yt

ϑ, where t denotes the time
instant and ϑ the stethoscope. Their duration is unknown and
yt

s ∈ ℛ. yt
ϑ may be emitted by various classes in C = {C1, …, Cm},

where m is the number of known sources. It is further assumed that
each source follows a consistent, yet unknown probability density
function P1, …, Pm in stationary conditions. Audiostreams yt

ϑ are
recorded by means of a digital stethoscope (AKG C417L
Microphone, 3 M Littmann Classic II SE Stethoscope, 3 M
Litmmann 3200 Electronic Stethoscope, WelchAllyn Meditron
Master Elite Electronic Stethoscope) placed at seven different chest
locations shown in Fig. 1. 

We assume that an initial training sequence
TS = yt

s, t ∈ [1, T0], s ∈ [1, 7] (T0 denoting the length of the training
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sequence) is available characterised by stationary conditions and
containing supervised pairs (yt

s, Ci), where i ∈ [1, m].
So far the problem concerned four classes, i.e. normal, crack,

wheeze and crack + wheeze. However, such a setting is ill-posed as
one class is combination of two existing classes, thus without
necessarily distinctive spectral content. Given the difficulty of the
specific problem [7, 8] and towards a better formalisation, this
work limits the problem space addressing the most important one
here (classification of normal versus abnormal respiratory sounds)
leaving further differentiation (crack, wheeze, crack + wheeze) to a
subsequent module.

Finally, the overall aim of the respiratory sound recognition
system is to classify the incoming audiostream yt

ϑ based on the
acquired content.

3 Feature sets
This subsection provides a brief description of the considered
feature sets, i.e. log-Mel spectrograms (with and without DCT) and
WPI. These two form the set ℱ = {logMel, WPI}.

3.1 Mel-frequency cepstral coefficients

Motivated by the related literature [7], we make use of the Mel-
spectrograms. Depending on the employed classification method,
the discrete cosine transform may be applied as well (generative
methods such as GMM and HMM) resulting to the MFCC set [10].
To this end, we employed 16 equal-width log-energies with an
overlapping based on the Mel filter bank. The standard extraction
method is followed including the computation of short-time
Fourier transform. Mel-spectrograms have been proven to
emphasise components which play an important role to human
perception [11]. After applying the log operation, the discrete
cosine transform is employed to decorrelate the feature coefficients
of which the first 13 are kept.

3.2 Wavelet packets integration analysis

Instead of using the FFT, WPI performs a band-based
multiresolution analysis using the discrete wavelet transform. This
feature set provides a vector characterising the respiratory
throughout diverse spectral areas while these are modelled by
wavelet packets. It is based on the fact that respiratory signals do
not distribute their energy across the spectrum in a homogeneous
way, thus a suitable partitioning of the spectrum is needed offering
relevant distinctive information. More details on the extraction and
implementation of this set of features are available in [6, 12].

4 GMM-based classification scheme
The goal of the specific classification algorithm is to identify
feature vectors characterised by closely-spaced respiratory classes.
To achieve this goal, we suitably enhance the k-medoids clustering
algorithm [13], which belongs to the family of k-means clustering
algorithms. The main characteristic of the k-medoids clustering
algorithm is the ability to consider the more general concept of
pairwise dissimilarity as distance metric, rather than traditional
standardised metrics such as Euclidean, Malahanobis and so on.

This change could potentially provide a more robust clustering
setting since the effects of outliers are significantly reduced [13].

In our specific case, the elements of the k-medoids algorithm
are GMMs learning the distribution of the available feature
matrices ℱ including either the Mel-scale based or the WPI
features.

4.1 Gaussian mixture modelling

After extracting ℱ for each available event, its distribution is
approximated by a GMM G. Such a parametric density function
encompasses a weighted sum of Gaussian functions which is
adapted to fit the available labelled data. The specific methodology
is commonly employed to model continuous measurements while
its parameters are estimated from the training set via the
expectation-maximisation (EM) algorithm. Importantly, GMM has
the ability to approximate with high accuracy every possible
distribution as long as a sufficient amount of data is available [14].

A GMM composed of N Gaussian components can be
formulated as follows:

p(x λ) = ∑
i = 1

N
wiG(x μi, σi), (1)

where ℱ is the feature vector extracted as described in Section 3,
wi the weight of the ith component ∑i = 1

N wi = 1  and G denotes the
Gaussian component. Thus, the density is of the form

G(ℱ μi, σi) = 1
(2π)d /2 exp−1/2(ℱ − μi)′σi

−1(ℱ − μi) (2)

where d denotes the dimensionality of ℱ, μi the mean vector and σi
the covariance matrix.

A GMM can be fully described by the set of (a) mean vectors μ,
(b) covariance matrices σ and mixture weights w with respect to all
existing component densities. Typically, such a set of parameters is
represented altogether as λ = {μi, σ, wi}, i = 1…N. The covariance
matrices included in λ can be of different types, e.g. full, diagonal,
constrained and so on, satisfying the characteristics of the data
coming from the application at-hand. Following the findings
reported in [15, 16], we adopt Gaussian functions characterised by
diagonal covariance matrices since they can be equally effective to
the full ones at a much lower computational cost due to their
simplicity. Interestingly, the combination of such functions may
reveal correlations existing along the dimensions of ℱ.

4.2 k-medoids classification

This subsection explains how the available respiratory sounds are
mapped onto the stochastic plane allowing both the representation
of the dataset as well as classification of novel events. This work
proposes that the class of the novel respiratory sound can be
estimated via Kullback–Leibler (KL) distances computed in the
probabilistic plance (see Fig. 2). This approach merely requires
modelling of isolated audio recordings rather than groups of them.

More specifically, each respiratory sound event Rk undergoes
through the feature extraction stage and the distribution of the
resulting vector is then approximated by means of a GMM, i.e.
Ri → ℱi → p(ℱi μk, σk, wk), where k denotes the ith recording, ℱ
the respective sequence of features and p its distribution in a
Gaussian form. As soon as each recording is transformed into a
GMM, the pair-wise distances between every GMM pair in the
available corpus are computed. The KL divergence is used during
this process via a Monte Carlo scheme. The result is analogous to
the distance between the considered Gaussian distributions, i.e. the
lower the KL divergence, the closer the two distributions are in the
stochastic plane.

For two distributions denoted as p(Am μm, σm, wm) and
p(ℬn μn, σn, wn), the KL distance is defined as follows:

Fig. 1  Locations of the electronic stethoscopes. These operated in two
modalities, i.e. single channel and multichannel. Interestingly, the latter
comprises a special case of an acoustic sensor network [9] where sounds
from the trachea are included as well resulting to seven acoustic sensors
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KL(A∥ B) = ∫ p(Am μm, σm, wm)log p(ℬn μn, σn, wn)
p(Am μm, σm, wm)dℬn

Since a closed-form solution to the above formula does not exist, it
is approximated by the empirical mean [17]

KL(A∥ B) ≈ 1
t ∑

i = 1

t
log p(ℬn μn, σn, wn)

p(Am μm, σm, wm)

Such a Monte Carlo approximation of the KL divergence provides
an accurate distance measure provided that the number of iterations
t is sufficiently large. Thus, in our experiments the number of
Monte Carlo draws for the computation of each distance is
t = 2000.

As KL divergence is not symmetric, meaning that
KL(A∥ B) ≅ KL(B∥ A). Since we use it as a distance metric, the
following symmetrised form is employed:

KL(A∥ B) = KL(B∥ A) = KL(A∥ B) + KL(B∥ A) (3)

After computing all pair-wise distances using (3), we obtain the
overall distance matrix which demonstrates the distribution
followed by the probabilistic models in the stochastic space. This
process is illustrated in Fig. 2. The above described modelling
scheme is, in principle, compatible with the k-NN logic where the
distance metric is composed of the KL divergences. It should be
mentioned that in the proposed sound respiratory classification
system, the implementation of the k-medoids algorithm is based on
the partitioning around medoids [18]. After setting up the distance
matrix to classify novel respiratory sounds, i.e. during the testing
phase, the proposed solution computes the KL divergences (as in
(3)) to the available sounds and sorts it in an incremental way.
Finally, the class of the novel sound is inferred by means of
majority voting over the classes of k closest samples.

5 Class-specific HMMs
Datastreams exhibiting characteristic temporal structure are
modelled by HMMs quite effectively [19–22]. Audio signals are
characterised by a distinctive temporal evolution which is captured
by the sequence of feature vectors. As a result, HMMs have the
built-in ability to provide high performance in audio pattern
recognition tasks.

HMMs are essentially an expansion of the discrete Markov
processes towards addressing real-world applications. Similarly to
speech processing tasks [23], each observation is a probabilistic
function of the state. Adopting such a formulation, the final model
explaining the evolution of respiratory sounds is composed of two
stochastic processes, where one is hidden and can only be
examined by means of another set of probabilistic processes
delivering the sequence of observations, i.e. the extracted feature
vectors. The overall idea behind the specific modelling structure is
that the HMM states are not observable since the behaviour of the
system under investigation may be driven by underlying and
unobservable causes.

Following the above-described modelling logic, an HMM is
composed by the following elements:

• the number of states S,
• each state's pdf, pi, 1 ≤ i ≤ s which is GMM with diagonal

covariance matrix,
• the state transition probability matrix A = {ai j} where each

element ai j indicates the likelihood of shifting from state j at
time t to state i at time t + 1. For example, the transition
probability of changing from state 1 to state 2 is represented by
a12. In case all states are permitted at all time instants,
ai j > 0, ∀i, j. However, if specific transitions are not allowed, the
corresponding likelihoods ai js are set to zero. In this work, left-
right HMMs are considered, where only left to right transitions
are allowed, thus A is diagonal, and

• the initial state distribution π = {π̄i}, where π̄i corresponds to the
probability that the HMM starts in state Si, i.e.
πi = P[S1], 1 ≤ i ≤ S.

HMM training is carried out using the Baum-Welch algorithm [24],
while the log-likelihood computation of unknown data using the
Viterbi algorithm [25]. Here, we create one HMM per class on the
respective available data and during the testing phase we simply
compute the class-specific log-likelihoods and label the novel
respiratory sound based on the maximum log-likelihood criterion.

6 Convolutional neural networks
CNNs are becoming increasingly common within the audio signal
processing and classification society [26]. Starting from the
standard, multilayer perceptron model, a CNN includes simple but
relevant modifications. Commonly, a CNN is composed by a
number of stacked layers forming a deep topology. Here, we
consider two convolutional layers each one followed by a max-
pooling operation. The convolutional layers organise the hidden
units so that local structures are revealed in the 2D plane and
subsequently exploited. This is accomplished by connecting each
hidden unit to only a small portion, so-called receptive field, of the
input space (e.g. 4 × 4 pixel blocks). In essence, the weights of
such units form filters (also called convolutional kernels) applied to
the entire input plane and thus, extracting a feature map. At this
point we make the assumption that such locally extracted features
are useful in other parts of the input plane, thus the same weights
are applied on its entirety. This assumption is highly important
since not only it minimises the number of trainable parameters but
it also renders the network indifferent to translational shifts of the
input data [27]. The max-pooling layers carry out further
dimensionality reduction by merging adjacent units and retaining
their maximum value, a process which boosts translational
indifference. Rectified linear units (ReLUs) are employed with the
activation function being f (x) = max(0, x). ReLUs dominate the
current literature as they tend to offer (i) faster gradient
propagation than conventional units (logistic sigmoid, hyperbolic
tangent etc.), (ii) biological plausibility and an (iii) activation form
characterised by high sparsity [28].

The network is completed by a flattening, a dropout and three
densely connected layers responsible for the regression process (for
the network used in this work, see Table 1). The specific layer
randomly removes 50% of the present hidden units. In general,
such an operation removes irrelevant relationships and secures that

Fig. 2  Pipeline of the KL-based classification scheme. Starting from the feature space, the algorithm creates one GMM per each available respiratory sound.
Subsequently, the KL distance matrix is calculated and the class of the novel sound is inferred by means of majority voting over k nearest neighbours
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the learned filters are able to provide reliable modelling and in the
present study, classification of respiratory sounds.

7 Decision fusion over the acoustic sensor
network
A synergistic framework elaborating on the decisions made by
each stethoscope is proposed at this stage. Let us denote the
decisions made by the best-performing method at the stethoscope
level D = {D1, …, Dϑ}. The proposed solution relies on a majority
voting scheme over D, where the final class is the one with the
highest number of votes. The number of stethoscopes is seven,
conveniently excluding the possibility of a tie between the classes.

The motivation behind such a scheme was that in early
experimentations we observed that several stethoscope-tailored
classification problems are highly non-linear and the classifiers
were not able to capture the distribution and/or hyperplanes
separating the classes at hand, thus a distributed modelling scheme
was deemed more adequate and potentially able to correct the
misclassifications and provide higher classification accuracy.

The following section explains the experimental set-up and
analyses the obtained results.

8 Experiments
The present section describes (i) the dataset used in this work, (ii)
the parameterisation of the employed solutions including the
collaborative framework, and assesses and examines thoroughly
their performance.

8.1 Dataset

The respiratory sound corpus employed here was recorded for the
ICBHI 2017 challenge, while it is publicly accessible for research
purposes [https://bhichallenge.med.auth.gr/]. The overall duration
of the available audio signals is 5.5 h including 6898 respiratory
cycles divided as follows: 1864 crackles, 886 wheezes and 506
both crackles and wheezes. The recordings come 126 subjects with
the number of labelled audio files reaching 920. The duration of
each file lies between 10 and 90 s. During the recording campaign,
apart from the Trachea (Tc), stethoscopes were placed at the
following chest locations (as depicted in Fig. 1):

(1) Anterior left (Al),
(2) Anterior right (Ar),
(3) Posterior left (Pl),
(4) Posterior right (Pr),
(5) Lateral left (Ll), and
(6) Lateral right (Lr).

All captured respiratory cycles were labelled by medical experts
specifying both starting and ending of the event of interest. This is
convenient for a framework wishing to model the events since the
algorithms can operate on the structure of the event allow
excluding silent parts, noise and so on. The final labels come from
the set {crackle, wheeze, crackle + wheeze, normal}.

Heterogeneous equipment was used during the entire recording
campaign (explained in Section 2). Combined with the non-
stationary noise present in several cycles, they represent real-life
circumstances adequately. Needless to note, such a setting is
particularly challenging for any identification algorithm.
Furthermore, it should be mentioned that the division into train and
test sets was carried out according to the challenge description.
Complete information with respect to the dataset can be found in
[5].

8.2 System parameterisation

To extract the MFCCs (with or without the final DCT), we used 30
ms long frames overlapped by 10 ms. The effective frequency
range was in [50, 2000 Hz] whereas 16 equal-width Mel-channels
were used. Equal frame and overlap sizes were used for the WPI
set as well where the mother wavelet was the Daubechies 1.

Moving on, the class-specific HMMs are optimised in terms of
number of states and nodes following the EM and Baum Welch
algorithms [29] based in the maximum classification rate criterion.
As the considered sound events are characterised by a distinct time
evolution, we employed HMMs where only left to right states
transitions are permitted. The distribution of each state is
approximated by a GMM of diagonal covariance.

As regards to the GMM training, the limit of k-means iterations
was 50. Moreover, matrix A of HMMs was estimated via the
Baum-Welch algorithm restricted to 25 iterations while the
likelihood threshold of 0.001 between consecutive repetitions. The
number of states s was taken from the set s ∈ {3, 4, 5, 6, 7} and the
Gaussian functions from g ∈ {2, 4, 8, 16, 32, 64, 128, 256, 512}.
The machine learning package Torch [Freely available at http://
torch.ch/] was used to train and test both GMMs and HMMs.

Following the recent trend of deep sound recognition [11], we
also employed a CNN on the back-end, the structure of which was
determined after early experimentations and is shown in Table 1.

8.3 Results

The achieved results following the experimental protocol described
in [5] for all above-described approaches are tabulated in Table 2. 
The highest rate per chest location is emboldened. As we can see,
all location-based classification rates outperform the state of the art
(Table 3). This demonstrates the validity of the original hypothesis,
i.e. modelling at the chest location level. The location with the
highest accuracy is the lateral left one (70%) and the worst one is
the Trachea (54.8%). This could be associated with the proximity
to the actual sound source and the absence of significant
interferences.

Moreover, we observe that holistic modelling, i.e. HMM,
provides better performance than the distributed one for the
majority of stethoscopes. This suggests that identifying distinctive
patterns within the classes of interest is feasible and comprises a
promising direction to follow.

On average, the best-performing classifier is the HMM one, a
fact which highlights the importance of capturing the temporal
evolution of the features in the specific task. On the contrary,

Table 1 Structure of the proposed CNN with the total number of trainable parameters being 2,462,946
Layer Output shape No. of parameters
Conv2D (148,148,32) 896
MaxPooling2 (74,74,32) 0
Conv2D (72,72,64) 18,496
MaxPooling2 (36,36,64) 0
Conv2D (34,34,128) 73,856
MaxPooling2 (17,17,128) 0
flatten 36,992 0
dropout 36,992 0
dense 64 2,367,552
dense 32 2080
dense 2 66
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classifiers which do not, perform worse. Indeed, HMM is followed
by GMM-based regression and CNN which unfortunately fails to
distinguish the two classes. However, this could change as long as
more data become available.

Interestingly, the best-performing feature set is the one based on
wavelet-packets which may be due to the asymmetric nature of
respiratory sounds rendering wavelet transform able to capture
their structure more accurately than the Fourier one.

Overall, the system employing the WPI set and the HMM
classifier outperformed the rest as it is able to encode the temporal
behaviour of such distinctively captured sound structures.

8.4 Collaborative classification scheme

Here, we aimed at constructing a synergistic framework
incorporating the best-performing classifiers for each stethoscope
as shown in Table 2, i.e.

• Anterior left: HMM + MFCC,
• Anterior right: HMM + WPI,
• Posterior left: HMM + WPI,
• Posterior right: HMM + WPI,
• Lateral left: HMM + WPI,
• Lateral right: GMM + MFCC,
• Trachea: GMM + WPI.

A simple majority voting scheme operated on the decision-end
during this experimental phase. We observe that when the above-
selected systems are used independently the average classification
rate is 60%, while the majority voting scheme reaches 66.7%, thus
an absolute increase of 6.7% which is the highest rate reported in
the literature. As expected, such a scheme is able to correct many
of the misclassifications observed in the previous schemes. The
confusion matrix is presented in Table 4. Abnormal respiratory
sounds are identified with 73.5% accuracy, while normal ones with
59.9%. Overall, collaborative classification is promising and
reveals the benefits of such a specific type of acoustic sensor
network.

As final comments on these results, one should take into
account that there are several obstacles in carrying out the specific
classification task including heart, intestinal sounds and potential
stethoscope motion(s), rendering it particularly challenging. The

achieved results are modest with respect to other published works
[30, 31]. However, unlike the rest of the literature, the dataset
employed here represents perfectly real-world conditions, i.e.
various noise types, multiple chest locations, multiple and diverse
stethoscopes as well as limited samples for the different classes.
Despite the rates achieved by the presented approach, they are still
not high enough to be used as diagnostics tool since in such
medical contexts, perfect performance is desired. Towards this
direction, it may be useful to increase the non-normal classes of the
dataset while considering the effects of all potential variabilities as
described above.

9 Conclusions
This work addressed a problem of paramount importance, that of
identifying respiratory sounds directly associated with human
diseases. Such type of diseases are the origin of serious burdens for
the health system at a worldwide level. According to the World
Health Organization, there are 35 million people suffering from
asthma [https://www.who.int/respiratory/asthma/en/]. The number
of patients having chronic obstructive pulmonary disease is of
similar proportions [https://www.who.int/respiratory/copd/burden/
en/]. Audio signal processing and pattern recognition algorithms
can be used to identify abnormal respiratory patterns and assist the
diagnosis of such diseases.

To this end, this work exploited diverse feature sets and
classifiers operating on a real-world dataset of increased difficulty.
Finally, a collaborative networking scheme elaborating on a series
of stethoscopes was proposed, the performance of which surpasses
the state of the art identifying respiratory sound patterns with a
66.7% accuracy. Importantly, the proposed scheme offers
straightforward interpretability which is an important requirement
in current machine learning solutions. The decisions made by the
proposed framework can be easily explained by means of
probability density function approximation and nearest neighbour
KL-based visibility.

We see two potential ways to further improve the performance
of audio pattern recognition technology applied on such respiratory
sounds:

• augment the available dataset, especially in a stethoscope-based
manner considering all possibly encountered variations, and

• exploit multi-facet learning techniques, such as [32].

10 References
[1] Pramono, R.X.A., Bowyer, S., Rodriguez Villegas, E.: ‘Automatic

adventitious respiratory sound analysis: A systematic review’, PLOS ONE,
2017, 12, (5), p. e0177926. Available from: https://doi.org/10.1371/
journal.pone.0177926

[2] Rizal, A., Hidayat, R., Nugroho, H.A.: ‘Signal domain in respiratory sound
analysis: methods, application and future development’, J Comput Sci, 2015,
11, (10), pp. 1005–1016. Available from: https://doi.org/10.3844/
jcssp.2015.1005.1016

[3] Ravì, D., Wong, C., Deligianni, F., et al.: ‘Deep learning for health
informatics’, IEEE. J. Biomed. Health. Inform., 2017, 21, (1), pp. 4–21

[4] Yap, M.H., Pons, G., Marti, J., et al.: ‘Automated breast ultrasound lesions
detection using convolutional neural networks’, IEEE. J. Biomed. Health.
Inform., 2018, 22, (4), pp. 1218–1226. Available from: https://doi.org/
10.1109/jbhi.2017.2731873

Table 2 Recognition results (in %) for normal versus abnormal with respect to each stethoscope and classification algorithm
Stethoscope CNN + logmel CNN + WPI HMM + MFCC GMM + MFCC HMM + WPI GMM + WPI
anterior left (Al) 51.5 50.3 55.4 50.8 54.6 52.8
anterior right (Ar) 48.9 51 56.7 48 61.3 54.9
lateral left (Ll) 50.3 55.6 53.3 60.3 70 66.6
lateral right (Lr) 47.9 51.9 54.5 55 56.8 54.4
posterior left (Pl) 47.5 50.8 57.3 59.4 62.5 55.9
posterior right (Pr) 48 49.6 51.3 59.6 54.5 48.3
trachea (Tc) 48.8 50 54.2 51.1 54.7 54.8
average 49 51.3 54.7 54.9 59.2 55.4
The highest rate per microphone is given in bold.
 

Table 3 Recognition rates for the state-of-the-art methods
Approach Recognition rate, %
HMMs + MFCCs [7] 39.5
non-linear spectral features + SVM [8] 49.8
DAG-HMM + WP-Integration [6] 50.1
 

Table 4 Confusion matrix (in %) achieved by the proposed
collaborative approach
Presented responded Abnormal Normal
abnormal 73.5 26.4
normal 40.1 59.9
The average recognition rate is 66.7%.
 

IET Signal Process.
© The Institution of Engineering and Technology 2020

5

https://doi.org/10.1371/journal.pone.0177926
https://doi.org/10.1371/journal.pone.0177926
https://doi.org/10.3844/jcssp.2015.1005.1016
https://doi.org/10.3844/jcssp.2015.1005.1016
https://doi.org/10.1109/jbhi.2017.2731873
https://doi.org/10.1109/jbhi.2017.2731873


[5] Rocha, B.M., Filos, D., Mendes, L., et al.: ‘A respiratory sound database for
the development of automated classification’, in Maglaveras, N., Chouvarda,
I., de Carvalho, P. (Eds.): ‘Precision medicine powered by phealth and
connected health’ (Springer, Singapore, 2017), pp. 33–37. Available from:
https://doi.org/10.1007/978-981-10-7419-6_6

[6] Ntalampiras, S., Potamitis, I.: ‘Classification of sounds indicative of
respiratory diseases’, in Macintyre, J., Iliadis, L., Maglogiannis, I., Jayne, C.,
(eds): ‘Engineering applications of neural networks’ (Springer International
Publishing, Cham, 2019), pp. 93–103

[7] Jakovljević, N., Lončar Turukalo, T.: ‘Hidden markov model based
respiratory sound classification’, in Maglaveras, N., Chouvarda, I., de
Carvalho, P. (eds): ‘Precision medicine powered by phealth and connected
health’ (Springer Singapore, Singapore, 2018), pp. 39–43

[8] Serbes, G., Ulukaya, S., Kahya, Y.P.: ‘An automated lung sound
preprocessing and classification system based onspectral analysis methods’,
in Maglaveras, N., Chouvarda, I., de Carvalho, P., (eds): ‘Precision medicine
powered by pHealth and connected health’ (Springer Singapore, Singapore,
2018), pp. 45–49

[9] Ntalampiras, S.: ‘Moving vehicle classification using wireless acoustic sensor
networks’, IEEE Trans. Emerg. Top. Comput. Intell., 2018, 2, (2), pp. 129–
138

[10] Ntalampiras, S.: ‘Automatic acoustic classification of insect species based on
directed acyclic graphs’, J Acoust Soc Am, 2019, 145, (6), pp. EL541–EL546.
Available from: https://doi.org/10.1121/1.5111975

[11] Purwins, H., Li, B., Virtanen, T., et al.: ‘Deep learning for audio signal
processing’, IEEE. J. Sel. Top. Signal. Process., 2019, 13, (2), pp. 206–219

[12] Ntalampiras, S., Potamitis, I., Fakotakis, N.: ‘Exploiting temporal feature
integration for generalized sound recognition’, EURASIP J. Adv. Signal
Process., 2009, 2009, Article number: 807162

[13] Kaufman, L., Rousseeuw, P.J.: ‘Clustering by means of medoids’, in Dodge,
Y. (ed.): ‘Statistical data analysis based on the L1-norm and related methods’
(Elsevier, North-Holland, 1987), pp. 405–416

[14] McLachlan, G.J., Basford, K.E.: ‘Mixture models: inference and applications
to clustering’ (Marcel Dekker, New York, 1988)

[15] Reynolds, D.A., Rose, R.C.: ‘Robust text-independent speaker identification
using Gaussian mixture speaker models’, IEEE Trans. Speech Audio Process.,
1995, 3, (1), pp. 72–83. Available from: http://dx.doi.org/10.1109/89.365379

[16] Ntalampiras, S., Potamitis, I., Fakotakis, N.: ‘Probabilistic novelty detection
for acoustic surveillance under real-world conditions’, IEEE Trans.
Multimed., 2011, 13, (4), pp. 713–719

[17] Aucouturier, D.B.P.F.J.J: ‘The bag-of-frame approach to audio pattern
recognition: a sufficient model for urban soundscapes but not for polyphonic
music’, J. Acoust. Soc. Am., 2007, 122, (2), pp. 881–891

[18] Theodoridis, S., Koutroumbas, K.: ‘Pattern recognition’ (Academic Press,
Inc., Orlando, FL, USA, 2006, 3rd edn.)

[19] Ntalampiras, S., Potamitis, I.: ‘A statistical inference framework for
understanding music-related brain activity’, IEEE. J. Sel. Top. Signal.
Process., 2019, 13, (2), pp. 275–284

[20] Marcos, E., Londei, F., Genovesio, A.: ‘Hidden markov models predict the
future choice better than a PSTH-based method’, Neural Comput., 2019, 31,
(9), pp. 1874–1890. Available from: https://doi.org/10.1162/neco_a_01216

[21] Ntalampiras, S.: ‘Fault identification in distributed sensor networks based on
universal probabilistic modeling’, IEEE Trans. Neural Netw. Learning Syst.,
2015, 26, (9), pp. 1939–1949

[22] Ntalampiras, S.: ‘Generalized sound recognition in reverberant
environments’, J. Audio Eng. Soc., 2019, 67, (10), pp. 772–781. Available
from: https://doi.org/10.17743/jaes.2019.0030

[23] Rabiner, L.R.: ‘A tutorial on hidden markov models and selected applications
in speech recognition’. Proc. IEEE, 1989, 77, (2), pp. 257–286

[24] Rabiner, L.R., Juang, B.H.: ‘An introduction to hidden markov models’, IEEE
ASSP Mag., 1986, 3, (1), pp. 4–15

[25] Durbin, E.S.R.K.A. R., Mitchison, G.J.: ‘Biological sequence analysis:
probabilistic models of proteins and nucleic acids’ (Cambridge University
Press, London, 1998)

[26] Mun, S., Shon, S., Kim, W., et al.:‘Deep neural network based learning and
transferring mid-level audio features for acoustic scene classification’. 2017
IEEE Int. Conf. on Acoustics, Speech and Signal Processing (ICASSP), New
Orleans, LA, USA, 2017, pp. 796–800

[27] Piczak, K.J.: ‘Environmental sound classification with convolutional neural
networks’. 2015 IEEE 25th Int. Workshop on Machine Learning for Signal
Processing (MLSP), Boston, MA, USA, 2015, pp. 1–6

[28] Glorot, X., Bordes, A., Bengio, Y.: ‘Deep sparse rectifier neural networks’, in
Gordon, G., Dunson, D., Dudík, M. (eds): Proc. of the Fourteenth Int. Conf.
on Artificial Intelligence and Statistics. vol. 15 of Proc. of Machine Learning
Research, PMLR, Fort Lauderdale, FL, USA, 2011, pp. 315–323. Available
from: http://proceedings.mlr.press/v15/glorot11a.html

[29] Rabiner, L.R.: ‘A tutorial on hidden markov models and selected applications
in speech recognition’, Proc. IEEE, 1989, 77, (2), pp. 257–286

[30] Bahoura, M.: ‘Pattern recognition methods applied to respiratory sounds
classification into normal and wheeze classes’, Comput. Biol. Med., 2009, 39,
(9), pp. 824–843. Available from: http://www.sciencedirect.com/science/
article/pii/S0010482509001267

[31] Kochetov, K., Putin, E., Azizov, S., et al.: ‘Wheeze detection using
convolutional neural networks’, in Oliveira, E., Gama, J., Vale, Z., Lopes
Cardoso, H., (eds): ‘Progress in artificial intelligence’ (Springer International
Publishing, Cham, 2017), pp. 162–173

[32] Li, J., Ritter, A., Jurafsky, D.: ‘Learning multi-faceted representations of
individuals from heterogeneous evidence using neural networks’. CoRR,
2015, abs/1510.05198. Available from: http://arxiv.org/abs/1510.05198

6 IET Signal Process.
© The Institution of Engineering and Technology 2020

https://doi.org/10.1007/978-981-10-7419-6_6
https://doi.org/10.1121/1.5111975
http://dx.doi.org/10.1109/89.365379
https://doi.org/10.1162/neco_a_01216
https://doi.org/10.17743/jaes.2019.0030
http://proceedings.mlr.press/v15/glorot11a.html
http://www.sciencedirect.com/science/article/pii/S0010482509001267
http://www.sciencedirect.com/science/article/pii/S0010482509001267
http://arxiv.org/abs/1510.05198

