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Abstract

Background This study evaluated the feasibility of ChatGPT and Gemini, two off-the-shelf large language models (LLMs),
to automate causality assessments, focusing on Adverse Events Following Immunizations (AEFIs) of myocarditis and peri-
carditis related to COVID-19 vaccines.

Methods We assessed 150 COVID-19-related cases of myocarditis and pericarditis reported to the Vaccine Adverse Event
Reporting System (VAERS) in the United States of America (USA). Both LLMs and human experts conducted the World
Health Organization (WHO) algorithm for vaccine causality assessments, and inter-rater agreement was measured using
percentage agreement. Adherence to the WHO algorithm was evaluated by comparing LLM responses to the expected
sequence of the algorithm. Statistical analyses, including descriptive statistics and Random Forest modeling, explored case
complexity (e.g., string length measurements) and factors affecting LLM performance and adherence.

Results ChatGPT showed higher adherence to the WHO algorithm (34%) compared to Gemini (7%) and had moderate
agreement (71%) with human experts, whereas Gemini had fair agreement (53%). Both LLMs often failed to recognize
listed AEFIs, with ChatGPT and Gemini incorrectly identifying 6.7% and 13.3% of AEFIs, respectively. ChatGPT showed
inconsistencies in 8.0% of cases and Gemini in 46.7%. For ChatGPT, adherence to the algorithm was associated with lower
string complexity in prompt sections. The random forest analysis achieved an accuracy of 55% (95% confidence interval:
35.7-73.5) for predicting adherence to the WHO algorithm for ChatGPT.

Conclusion Notable limitations of ChatGPT and Gemini have been identified in their use for aiding causality assessments
in vaccine safety. ChatGPT performed better, with higher adherence and agreement with human experts. In the investigated
scenario, both models are better suited as complementary tools to human expertise.
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Feasibility and implementation: Both ChatGPT and Gemini
demonstrated operational feasibility for causality assess-
ments.

Adherence and accuracy: ChatGPT followed the WHO cau-
sality algorithm’s instructions more precisely than Gemini,
but both models struggled with complex cases, often failing
to integrate responses into a coherent final classification.

Limitations and future directions: While investigated off-
the-shelf large language models (LLMs) show promise
as supportive tools, they cannot replace human expertise.
Future work should explore improved prompt engineer-
ing, alternative LLM architectures, and broader datasets
to enhance reliability and accuracy.
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1 Introduction

The emergence of Coronavirus disease 2019 (COVID-19)
presented an immense challenge for global healthcare sys-
tems [1—4]. The urgent development and rollout of vaccines,
coupled with large-scale vaccination campaigns, resulted in
an unprecedented increase in Adverse Event After Immu-
nization (AEFI) reports submitted to spontaneous report-
ing system (SRS) databases like the Vaccine Adverse Event
Reporting System (VAERS) in the United States of America
(USA) [5].

Prior to the COVID-19 pandemic, VAERS maintained
a consistent, yet relatively low, number of Individual Case
Safety Reports (ICSRs). According to the Centers for Dis-
ease Control and Prevention (CDC), between 2010 and
2020, the average annual number of vaccine-related ICSRs
submitted to VAERS ranged from around 35,000 to 45,000
cases [6]. However, the introduction of COVID-19 vaccines
in late 2020 caused a sharp rise. By the end of 2021, VAERS
had received millions of AEFI reports related to COVID-19
vaccines alone. This influx of reports significantly strained
the capacity of the US Food and Drug Administration (FDA)
and CDC to efficiently process and analyze data, highlight-
ing the program's vulnerability to large-scale public health
emergencies [7].

The COVID-19 pandemic served as a crucible, revealing
the limitations of manual ICSR processing and prompting a
call for innovative solutions for handling large volumes of
AEFI reports [8, 9]. To ensure accurate and timely safety
assessments, robust individual level (i.e., case-by-case)
causality assessment methods are essential even when a
large volume of AEFI reports is submitted to the competent
authorities. Current approaches for individual level causality
assessment often involve a combination of expert judgment,
algorithms, and statistical methods, which are time- and
resource-demanding processes [10].

Large language models (LLMs) have demonstrated note-
worthy capabilities in processing human-based text across
various healthcare fields, but their application in case-by-
case causality assessment processes within vaccine-vigilance
remains nascent [11]. With the present study, we investigated
the use of off-the-shelf LLM-based tools to implement the
automation and support of causality assessment procedures
in the context of AEFIs, specifically within the VAERS
database. COVID-19 vaccines and AEFI of myocarditis
and pericarditis were used as a test case, as they represent a
relevant scenario of a recent pandemic with a related large
number of AEFIs due to large-scale vaccination. Addition-
ally, myocarditis and pericarditis have been well documented
as AEFIs following COVID-19 vaccination [12]. Specifi-
cally, this study aimed to (1) evaluate the feasibility of using
off-the-shelf LLMs for causality assessment and assess the
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inter-rater agreement between the LLM and human gold
standards when performing the World Health Organization
(WHO) algorithm for AEFI causality assessment of ICSRs,
and (2) analyze the inconsistencies and misjudgments of
LLMs during the causality assessment.

2 Methods
2.1 Study Outcomes

The primary outcome for this study was to assess the feasi-
bility of implementing two off-the-shelf LLMs (i.e., Chat-
GPT and Gemini) for causality assessment of AEFI reported
in VAERS. Other primary outcomes were the evaluation of
the inter-rater agreement between the two LLMs and the
LLMs and a human expert in causality assessment and the
adherence of the LLMs to the WHO algorithm’s instruc-
tions. For the purposes of this article, we define adherence
as the ability of the LLMs to follow the instructions of the
WHO algorithm and to answer the individual questions in
agreement with human experts. We use the term inconsist-
ency to refer to any deviation from the algorithm’s instruc-
tions. The secondary outcome was to evaluate the incon-
sistencies and misjudgments (i.e., reasoning agreement) of
LLMs during the performance of the WHO algorithm when
compared to a human expert.

2.2 Data Sources

All cases of myocarditis and pericarditis following single-
dose Comirnaty® (Pfizer-BioNTech), Spikevax® (Moderna),
or Janssen® (Johnson & Johnson) vaccinations reported up
to 28 July 2021 were extracted from VAERS. These data
have already been employed and published in a study from
2023, which aimed to assess the reporting rates of myocar-
ditis and pericarditis in the USA [13]. We employed the pub-
lished data from this study because for these cases, a clinical
evaluation was conducted by a panel of cardiologists, epide-
miologists, and virologists to confirm the diagnoses. Out of
the 2,159 cases that reported to the vaccine-AEFI pairs and
utilized in the previous 2023 study, 150 cases were randomly
selected for causality assessment.

2.3 Causality Assessment

The WHO algorithm [14] was used for causality assessment.
The WHO algorithm for causality assessment of AEFI fol-
lows a structured, four-step approach: eligibility, checklist,
algorithm, and classification. The first step, “eligibility,”
ensures that the vaccine was administered before the adverse
event. This is determined by collecting a detailed clinical
history, physical findings, and relevant information from
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external sources, and it requires a valid diagnosis, which
could include adverse signs, symptoms, or abnormal labora-
tory results. Once this step is complete, the causality ques-
tion is formulated, such as determining whether a COVID-19
vaccine caused the AEFI/s. The next step involves answering
key questions in the checklist: whether there is strong evi-
dence for other causes, whether a known causal association
with the vaccine exists, whether there is strong evidence
against a causal link, and considering other factors such as
pre-existing conditions. If a link remains plausible, the event
is evaluated using the algorithm provided in Table 1. Based
on this assessment, the AEFI is classified into one of four
categories: consistent with causal association to immuni-
zation, indeterminate, inconsistent, or unclassifiable. This
thorough process ensures that vaccine safety evaluations are
evidence-based and systematic.

2.4 Data Preparation

For the causality assessment, relevant variables were
retrieved from ICSRs recorded in VAERS as described in
Table 1 and Fig. 1.

2.5 Causality Assessment by Human Experts

A human expert performed the causality assessment using
the WHO algorithm, and the results were used as the gold-
standard reference to assess the performance of LLMs in
causality assessment. All cases experienced the AEFI fol-
lowing vaccine administration, allowing for an immediate
assessment of eligibility. Each case was classified accord-
ing to one of the categories described in Sect. 2.3. The
human expert and LLMs were also tasked with explain-
ing the reasoning behind each answer provided for every
question in the WHO algorithm. To assess inter-rater
agreement between human experts, an additional analysis
was conducted where another assessor also performed the
causality assessment in a blinded manner using the WHO
algorithm.

2.6 Causality Assessment by the Large Language
Models (LLMs)

GPT-3.5-turbo-16k and Gemini-1.5-pro were the off-the-
shelf LLMs used in this study. We used the terms ChatGPT
and Gemini throughout the work because the same results
could be obtained through their chatbots. For ChatGPT,
we iterated over each case a POST request to the OpenAl
API endpoint (https://api.openai.com/v 1/chat/completions)
as explained elsewhere [15, 16]. POST is a type of HTTP
request method used to send data to a server and create a
new prompt [17]. The request included the API key for

authorization and the content type (i.e., prompt) as JSON.
The body of the request contains information about the
model to be used (in this case, “gpt-3.5-turbo-16k™) and a
prompt from the user. The prompt was generated dynami-
cally based on information extracted for each case from
VAERS. The same process has been performed for Gemini-
1.5-pro using an API. The dynamic prompt generation and
the POST request were performed using R version 4.4.1 (R
Core Team 2024).

The prompt followed the structure of the WHO algorithm for
AEFI causality assessment, initiated with the persona pattern
and context specification [18]. LLMs were also prompted to
provide the rationale and sources underpinning their responses
(Table 2). Prompts adhered to the CLEAR principles—Con-
cise, Logical, Explicit, Adaptive, and Reflective—that facilitate
prompt engineering in this setting [19].

The default settings of ChatGPT with GPT-3.5-turbo-
16k were: a 16,385-token context window, a temperature
set to 1.0, and the model could produce up to 4,096 tokens
per response. The default settings of Gemini with Gemini-
1.5-pro were: a 16,000-token context window, a temperature
set to 1.0, and the model could produce up to 4,096 tokens
per response. For both GPT and Gemini, when making a
POST request to the API, each request is treated as a sepa-
rate, stateless interaction, meaning it does not persist in any
memory of previous exchanges. Unlike a continuous chat
session, the API does not maintain context beyond what is
explicitly provided in the request.

2.7 Data Analysis
2.7.1 Descriptive Analysis of Cases

A descriptive analysis of 150 selected cases was performed to
evaluate the frequency and distribution of cases based on final
classification according to the WHO algorithm, sex, age, the
type of AEFI, time to onset, vaccine manufacturer, number of
doses, and outcomes such as hospitalizations and deaths. Char-
acteristics were reported through boxplot, histograms, and bar
charts. Baseline characteristics were compared using the t-tests
for continuous variables and x 2 or Fisher’s exact test for cat-
egorical variables. Statistical analyses were conducted using
R version 4.4.1 (R Core Team 2024) [20]. We visualized the
results of the causality assessment of LLMs compared to a
human expert by plotting confusion matrices and performance
metrics bar plots. The confusion matrices were constructed by
comparing the WHO classification from the LLMs (“Chat-
GPT* and “Gemini*‘) with the WHO classification provided by
a human expert. The bars for each LLM were arranged to rep-
resent the performance metrics (i.e., sensitivity, specificity, F1
score, accuracy, precision, and recall), with each metric's value
displayed vertically above the corresponding bars in the plot.
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Details for VAERS 1D: 0965715-1

Event Information Event Categories
Patient Age 57.00 Sex Female Death No
State / Territory Florida Date Report 2021-01-22 Life Threatening Yes
ey Permanent Disability No
Date Vaccinated 2021-01- | g 0q meport Received | 202170122 Congenital Anomaly / Birth No
08
Defect *
2021-01-
Date of Onset 08 Date Died Hospitalized Yes
Days to onset 0 D Days in Hospital 3
Vaccine Administered | Private Vaccine Purchased By | Vot APPlicable Existing Hospitalization Prolonged | No
By Y|+ Emergency Room / Office Visit ** | N/A
Mfr/Imm Project NONE 2 Em Room * Yes
e Report Form Version pency
Office Visit * Yes
Recovered No Serious Yes * VAERS 2.0 Report Form Only

* VAERS 2.0 Report Form Only
** VAERS-1 Report Form Only

“Not Applicable” will appear when information is not available on this report form

version.

** VAERS-1 Report Form Only
"N/A" will appear when
information is not avallable on
this report form version.

Vaccine Type Vaccine

v Manufacturer

Lot Route | Site

COVID19 VACCINE

COVID19 (COVID19 (MODERNA))

MODERNA

039K20A

=

LA

ASTHENIA

BLOOD TEST

CATHETERISATION CARDIAC
CHEST PAIN

ECHOCARDIOGRAM
ELECTROCARDIOGRAM
MAGNETIC RESONANCE IMAGING
MYOCARDITIS

VIRAL CARDIOMYOPATHY

Symptom 0

Adverse Event Description

S

viral cardiomyopathy, myopericarditis, weakness, chest pains

Lab Data

Current Iliness

Adverse Events After Prior Vaccinations

Blood work, EKG, Echocardiogram, MRI, cardiac catheterization

None H

Medications At Time Of Vaccination

History/Allergies

H

None

Breast Cancer 2010,None

Fig. 1 Information extracted from the data in Vaccine Adverse Event Reporting System (VAERS) for the prompt. S (Symptom), M (Medica-
tions), H (History), V (Vaccine), D (Days to onset), O (Outcome)

2.7.2 Implementation of LLMs

Feasibility assessment was determined according to whether
the LLM could perform causality assessments using instruc-

tions from the WHO algorithm.

Cases were categorized as adherent or non-adherent
based on their conformity to all algorithm's instructions.
This was a binary classification made by individual asses-
sors. Adherent cases strictly adhered to the prompt instruc-
tions, following the sequence of questions and providing the
WHO algorithm’s scores similar to the human expert. We
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Table 2 Prompt

Prompt text*

Information type Prompt #
General instructions 1
Question 1 2
Question 2 2
Question 3 2
Question 4 2

Actual case data from VAERS 3

Reasoning 4

From now on, act as a clinician who is performing a causality assessment for a vaccine. From now
on, I'll structure my query this way:

S: the symptoms/scenario the person has experienced after the vaccine

M: other medication the person is taking that may interact with the vaccine. H: previous conditions/
disease the person had

V: vaccine administered to the person

D: number of days between the vaccine administration and onset of the symptoms. O: outcome and
symptoms as a potential effect of the vaccine that has to be investigated

Perform the algorithm for the causality assessment for the query as follow

Is there strong evidence for other causes? In this patient, does the medical history, clinical exami-
nation and/or investigations, confirm another cause for the event? If the answer is YES, stop the
algorithm and provide as a result: Inconsistent causal association to immunization. If the answer
is NO, unknown, or not available, continue with Question 2.1

Is there a known causal association with the vaccine or vaccination? Answer to the following:

2.1 Vaccine product. 1. Is there evidence in published peer reviewed literature that this vaccine may
cause such an event if administered correctly? 2. Is there a biological plausibility that this vaccine
could cause such an event? 3. In this patient, did a specific test demonstrate the causal role of the
vaccine? If the answer is yes for at least one of these three don’t do Questions 2.2, 2.3, and 2.4
but go directly to Question 2.5; if the answer is no, unknown, or not available to all three continue
with Question 2.2

2.2 Vaccine quality. Could the vaccine given to this patient have a quality defect or is substandard
or falsified? If the answer is yes don’t do Question 2.3 and 2.4 but go directly to Question 2.5; if
the answer is no, unknown, or not available continue with Question 2.3

2.3 Immunization error. 1. In this patient, was there an error in prescribing or non-adherence to
recommendations for use of the vaccine? 2. In this patient, was the vaccine (or diluent) admin-
istered in an unsterile manner? 3. In this patient, was the vaccine’s physical condition abnormal
when administered? 4. When this patient was vaccinated, was there an error in vaccine constitu-
tion/ preparation by the vaccinator? 5. In this patient, was there an error in vaccine handling? 6.
In this patient, was the vaccine administered incorrectly? If the answer is yes for at least one of
these six don’t do Question 2.4 and go directly to Question 2.5; if the answer is no, unknown, or
not available to all six continue with Question 2.4

2.4 Immunization anxiety (Immunization stress related responses (ISRR)). In this patient, could this
event be a stress response triggered by immunization? If the answer is yes continue to Question
2.5; if the answer is no, unknown, or not available go directly to Question 3

2.5 In this patient, did the event occur within a plausible time window after vaccine administration?
If the answer is yes, stop the algorithm and provide as a result: Consistent causal association to
immunization. If the answer is no, unknown, or not available, continue with the next Question 3

Is there strong evidence against a causal association? Is there a body of published evidence against
a causal association between the vaccine and the event? If the answer is yes, stop the algorithm
and provide as a result: Inconsistent causal association to immunization. if the answer is no,
unknown, or not available continue with Question 4

Reviewing other factors, is the event classifiable? 1. In this patient, did such an event occur in the
past after administration of a similar vaccine? 2. In this patient, did such an event occur in the
past independent of vaccination? 3. Could the current event have occurred in this patient without
vaccination? 4. Did this patient have an illness, pre-existing condition or risk factor that could
have contributed to the event? 5. Was this patient taking any medication prior to the vaccina-
tion? 6. Was this patient exposed to a potential factor (other than vaccine) prior to the event? If
the answer is no or not available, give as a result unclassifiable. If the answer is yes or unknown
decide whether it is Consistent causal association to immunization or Inconsistent causal associa-
tion to immunization or Indeterminate

S: {actual VAERS event description for the case}

M: {actual VAERS Medications at time of vaccination for the case} H: {actual VAERS Current
Illness/ History/Allergies for the case}

V: {actual VAERS vaccine type/vaccine for the case}

D: {actual VAERS days to onset for the case} O: {actual VAERS symptom for the case}

Could you provide a guided explanation separately for each question, detailing why you answered
in that manner? If possible, please include references to support your statements

A\ Adis
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Table 2 (continued)

Information type Prompt # Prompt text*

Reasoning 5

Additionally, provide your reasoning for the following question regarding the previous case:

1. Is there strong evidence for other causes?
2. Is there a known causal association with the vaccine/vaccination related to the Vaccine product,
Vaccine quality, Immunization error, and/or Immunization anxiety? Was the event within the time

window of increased risk?

3. Was the Outcome consistent with the immunization?

*In italics, the text identical to the questions of the algorithm provided by the WHO

further summarized the pros and cons of each LLM while
assessing their implementation for causality assessment.

To identify which factors promoted adherence of LLMs
to the WHO algorithm, characteristics of adherent and non-
adherent cases were compared. Specifically, we considered
characteristics included in the prompt structure. The list of
characteristics under investigation were selected based on
experts’ recommendations and included age, sex, type of
AEFI and seriousness of the outcome, the vaccines’ manu-
facturer, the type of doses, the time to onset of the AEFI,
and year of reporting.

Another factor investigated as being potentially associ-
ated with LLM adherence to the WHO algorithm was the
complexity of information in ICSRs. The string lengths were
used as proxies of complexity of information provided in
description (S:), history (H:), and medication (M:) sections
of the prompt (Table 1). Kernel density plots and geomet-
ric box plots were used to depict the distribution of string
lengths within the S:, H:, and M: sections for both adherent
and non-adherent cases across both ChatGPT and Gemini.
The percentage overlap between adherent and non-adherent
cases was calculated for each section (i.e., S:, H:, and M:),
with overlap defined as the proportion of cases with the same
string length.

Additionally, sentiment analysis and Term Frequency-
Inverse Document Frequency (TF-IDF) were conducted to
collect additional features to be included in the final clas-
sification model to predict adherence or non-adherence to
the WHO algorithm [21, 22].

In order to investigate the potential relationship between
the language on the ICSRs and performance, Sentiment anal-
ysis was employed. Sentiment analysis is a natural language-
processing technique used to determine the emotional tone
or sentiment expressed in a piece of text, such as whether
it is positive, negative, or neutral. In the context of ICSRs,
sentiment analysis can be applied to the narrative sections
where patients or healthcare professionals describe AEF/s.
By analyzing the language used in these reports, sentiment
analysis can help classify the overall emotional tone, poten-
tially offering insights into the severity or impact of the
reported AEFI/s, a standard widely used implementation of

sentiment analysis was used with well-established perfor-
mance characteristics [23-26].

The RF model was trained on extracted features from the
sentiment analysis and TF-IDF to discern patterns indicative
of WHO algorithm adherence from LLMs. The data were
split into training data (80%) and test data (20%) [27]. Model
performance evaluation was conducted using accuracy, sen-
sitivity, specificity, positive predictive value (PPV), and neg-
ative predictive value (NPV) [28]. A conditional inference
tree was also used to investigate interactions among text's
semantic structure extracted from the TF-IDF analysis [29].

2.7.3 Inter-Raters’ Agreement

Inter-raters’ agreement was assessed between a human
expert and LLMs and between two human experts. The
agreement was assessed separately for the WHO algorithm’s
score and the reasoning for assigning the score. Additionally,
inter-rater agreement was also evaluated for each answer
of the WHO algorithm as well for their related reasoning
between the human experts and each LLM and between
human experts. The level of agreement was assessed using
percent agreement [30].

3 Results
3.1 Characteristics of Cases

The majority of cases of myocarditis and pericarditis (74.3%)
occurred in males, with a median age of 27 years (quartile
1 (Q1) 20 — Q3 44 years) (Online Supplementary Material
(OSM) Fig. ). The median time to onset for myocarditis or
pericarditis was 3 days (Q1-Q3: 1-8.3 days) (OSM Fig. 2).
A total of 68.4% of cases required hospitalization, and only
0.7% of cases were related to the death of individuals. Most
cases of myocarditis or pericarditis were associated with the
Comirnaty® (Pfizer/BioNTech) vaccine (52.2%), followed by
Spikevax® (Moderna) (29.4%). The majority of these cases
were linked to the second dose of the vaccine (44.1%) (OSM
Fig. 3). From the causality assessment performed by the
human expert, 102 (68%) had consistent causal association
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with immunization, 38 (25.3%) had inconsistent causal asso-
ciation with immunization, nine (6%) were indeterminate,
and one (0.7%) was unclassifiable. Confusion matrices com-
paring the causality assessment performed by the human
expert with that of the LLMs are provided in Fig. 2.

3.2 Primary Outcome

3.2.1 Implementation of ChatGPT and Gemini for Causality
Assessment

In all 150 cases, it was possible to implement these LLMs
for causality assessment of AEFIs using the WHO algo-
rithm. In Table 3, an overview of the pros and cons of
ChatGPT and Gemini when investigating their implemen-
tation for causality assessment of AEFI using the WHO
algorithm is provided.

In evaluating the implementation performance of the
LLMs on the WHO algorithm for AEFI causality assess-
ment, several issues were identified:

1. Algorithm adherence. Neither Gemini nor ChatGPT
were able to follow the WHO algorithm’s instructions
accurately for all cases. An overview of non-adherent
procedures by LLMs is provided in Fig. 3.

2. Wrong score or technical failure. Gemini also failed
to assign the correct score based on the algorithm instruc-
tions and/or refused to perform the causality assessment.
Specifically:

a) In four cases (2.7%), Gemini properly stopped the
algorithm at Question 2.5 but gave the wrong output
of “indeterminate” instead of the correct score of “con-
sistent causal association to immunization” as per the
algorithm instructions.

b) In one case (0.7%), Gemini initially refused to perform
the algorithm 14 times, answering “I'm a text-based Al
and can’t assist with that.”

Unclassifiable Unclassifiable

Indeterminate Indeterminate

Human Expert
Human Expert

Inconsistent Inconsistent

Consistent Consistent

@
&
S
&
¢®
&
A

ChatGPT

Fig.2 Confusion matrices and performance metrics
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3. Recognition of [Listed AEFIs. The LLMs were unable
to identify AEFIs that were already listed in the FDA Pre-
scribing Information or in the peer-reviewed biomedical
literature, which is a critical aspect of the causality assess-
ment (6.7% for ChatGPT and 13.3% for Gemini answering
“unknown”/“no” to Question 2.1). In OSM Tables 1 (i.e.,
ChatGPT) and 2 (i.e., Gemini), representative examples
from VAERS for which the two LLMs failed the task are
provided.

3.2.2 Level of Agreement Among LLMs, Human Experts,
and LLMs and a Human Expert

Human experts achieved near-perfect agreement on aver-
age across all questions (median percent agreement: 94%).
Agreement between the human expert and Gemini was fair
(median: 53%), while agreement between the human expert
and ChatGPT was moderate (median: 71%). The LLMs
themselves exhibited only fair agreement with each other
(median: 50%) (Fig. 4).

3.2.3 Adherent and Non-Adherent Cases

Overall, adherence to the algorithm was 34% (n = 51) for
ChatGPT and 7% (n = 10) for Gemini. Adherent and non-
adherent cases showed similar characteristics, except for per-
icarditis cases, which were mainly reported in non-adherent
cases for ChatGPT (p = 0.00399), and time to onset, which
were mainly reported in non-adherent cases for ChatGPT (p
=0.002104) (see OSM Tables 3 and 4).

For ChatGPT, cases that adhered to the causality assess-
ment algorithm typically had lower string complexity in the
prompt sections for symptom descriptions (S:), medical his-
tory (H:), and medication (M:). The median string length was
361 characters for non-adherent cases and 225 characters for
adherent cases in symptom descriptions (S:). Similar trends
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Yes
Question 2.5 ——p Question 3

Yes
Question 2.1 =p Question 3 or 4

ChatGPT (n=20; 13.3%) Gemini (n=32; 21.3%)

ChatGPT (n=9; 6.0%) Gemini (n=8; 5.3%)

No/unknown/not applicable

Question 1 ==p Question 2.2

No/unknown/not applicable

Question 2.1 —p Question 3

ChatGPT (n=7; 4.7%)

ChatGPT (n=5; 3.3%) Gemini (n=15; 10.0%)

Yes
Question 1 ——p Question 2.2

. Unknown .
Question 2.1 ==p Question 2.3

ChatGPT (n=4; 2.7%) Gemini (n=4; 2.7%)

ChatGPT (n=3; 2.0%) Gemini (n=2; 1.3%)

. Yes
Question 2.1 —p Stop

Y
Question 2.1 j» Question 2.2

ChatGPT (n=2; 1.3%)

ChatGPT (n=2; 1.3%) Gemini (n=47; 31.3%)

Yes
Question 2.5 ——p Question 4

Unknown

Question 2.5 ——p Stop

Gemini (n=2; 1.3%)

Gemini (n=1; 0.7%)

Fig.3 Wrong pathways

were observed for medical history (H:) with a median of 11
characters for non-adherent cases and five characters for adher-
ent cases, and medication (M:) with a median of 13 characters
for non-adherent cases and seven characters for adherent cases
(Fig. 5 and OSM Fig. 4).

Similarly, for Gemini, cases adhering to the algorithm for
the causality assessment typically involved lower string com-
plexity in the information provided in symptom descriptions
(S:) (median string length: non-adherent 300; adherent 233),
medical history (H:) (median string length: non-adherent 7;
adherent 6), and medication (M:) (median string length: non-
adherent 10; adherent 8) sections of the prompt (Fig. 5 and
OSM Fig. 4).

Considering the higher adherence rate to the WHO algo-
rithm observed with ChatGPT, a predictive model was con-
structed utilizing RF analysis only for this off-the-shelf LLM.
The RF model yielded an accuracy of 55% (95% confidence
interval (CI) 35.7-73.5) for predicting adherence. Sensitiv-
ity (true positive identification) was 73.7% and specificity
(true negative identification) was 20.00%. PPV was 63.65%,
and NPV was 28.57%. We examined the presence of medi-
cal terms retrieved with variable importance from RF within
the prompts for ChatGPT. These terms included “patient,”
“myocarditis,” “pericarditis,” and “chest.” All adherent cases
contained at least one of these terms, while 96 out of the 99
non-adherent cases also included them.

3.3 Secondary Outcome

3.3.1 Level of Reasoning Agreement Among LLMs
and Human Experts

Overall, the agreement in reasoning between human raters
and the LLMs varied across questions. For Question 1,
out of a total of 150 cases evaluated, the agreement in
reasoning between the human rater and ChatGPT was
87%, with 2% of the adherent cases having incorrect rea-
soning. When comparing the human rater to Gemini, the
agreement was slightly higher at 93%, with no incorrect
reasoning (0%) among the adherent cases. For Question
2.1, out of 112 cases assessed, the agreement in reasoning
was 93% between the human rater and ChatGPT, with 4%
of the adherent cases showing incorrect reasoning. For
Gemini, the agreement was 88%, and there were no cases
with incorrect reasoning (0%). Question 2.5 showed high
agreement rates, with both ChatGPT and Gemini having
99% agreement in reasoning with the human rater and no
incorrect reasoning (0%) for the 112 cases assessed. For
questions 3 and 4, ChatGPT had agreement in reasoning
with the human rater for 60% and 50% of cases, respec-
tively. In contrast, Gemini demonstrated 60% agreement
in reasoning with the human rater for both questions, with
no incorrect reasoning (0%) out of the ten cases evalu-
ated (Table 4). Inconsistent reasoning from ChatGPT and
Gemini are provided below:
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Table 3 Pros and Cons of using ChatGPT (panel A) and of using Gemini (panel B) for causality assessment

Pros

Cons

Panel A

Ease of Use: ChatGPT is quick and straightforward to implement,
requiring only a simple copy-paste action to generate the desired
output. It rarely encounters blockages.

No Word Limits: This feature simplifies the prompting process,
allowing for the provision of detailed and complex procedures and
instructions.

Session Management: Each conversation for each case can be saved
separately, facilitating better organization and review.

Responsive: ChatGPT provides fast and reliable responses.

Unrestricted Error Correction: ChatGPT allows users to revise
any part of the conversation at any point, offering unparalleled flex-
ibility and accuracy in correcting mistakes.

Team Collaboration: It supports the creation of links for sharing
output with the evaluation team, enhancing collaborative efforts.

Free to use without limits on the number of prompts per day:
There are no costs associated with using ChatGPT, making it an
accessible tool for everyone.

APIs and automation with common statistical software (e.g., R &
Python): ChatGPT can be integrated with software through APIs,
enabling automation and seamless workflow integration for data
analysis and other tasks.

Panel B

Instruction Interpretation: Gemini interprets instructions for
individual questions more accurately, providing more biomedically
reasonable responses.

Session Continuity: It does not require an active session to continue
providing responses, allowing for rephrasing and continuity without
interruption.

Session and Question Management: Each conversation for each
case, as well as each question, can be saved separately, enhancing
data organization.

Responsive: Gemini provides fast and reliable responses.

Team Collaboration: It supports the creation of links for sharing
output with the evaluation team, promoting collaborative work.

Free to use without limits on the number of prompts per day:
There are no costs associated with using Gemini, making it an
accessible tool for everyone.

APIs and automation with software (e.g., R & Python): Gemini
can be integrated with software through APIs, enabling automation
and seamless workflow integration for data analysis and other tasks.

Speed Issues: ChatGPT can be slow at times, impacting the efficiency
of the workflow.

Inaccurate References: Occasionally, it provides non-existent refer-
ences, which can be misleading.

Account Requirement: Using ChatGPT requires the creation of an
account, which may be inconvenient for some users.

Privacy Concerns: There are potential issues related to confidentiality
and privacy when using the platform.

Speed and Stability Issues: Gemini can be slow and occasionally
becomes unresponsive, which can hinder progress.

Inaccurate References: Similar to ChatGPT, it sometimes provides non-
existent references.

Account Requirement: Using Gemini requires the creation of an
account, which can be a barrier to entry.

Privacy Concerns: There are potential issues related to confidentiality
and privacy.

Use of Synonyms: Gemini's use of synonyms can create confusion in
categorizing cases by score, such as classifying a case as “inconclu-
sive”.

Limited Error Correction: Users can only change the last question in
case of an error, which limits flexibility.

Causality Assessment Limitations: It may refuse to perform causality
assessments unless specified as part of a research project.

1. Question 1. ChatGPT and Gemini required additional
information to identify alternative causes for the AEFI
and in few cases failed to recognize an existing risk fac-
tor for the AEFI which is reported in the prompt, includ-
ing H: and M: (12.0% of cases for ChatGPT and 6% of
cases for Gemini).

2. Question 2.1. Despite available scientific evidence,
ChatGPT and Gemini incorrectly stated that there was
no evidence, that the evidence is not definitive, or that
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there are limited data, even though peer-reviewed litera-
ture supports the vaccine's causation of the event (6.7%
for ChatGPT and 13.3% for Gemini).

3. Question 2.5. ChatGPT and Gemini incorrectly evalu-
ated the temporal plausibility of the AEFI of interest
(3.3% of cases for ChatGPT and 6.7% for Gemini).

4. Final assessment. Neither ChatGPT nor Gemini could
provide a coherent final classification not consistent
with their responses to the preceding questions. For
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ChatGPT, inconsistencies were present in 8.0% of the
150 cases. These inconsistencies included: one case
(0.7%) where Question 1 was answered “yes” but given
a score of “consistent causal association to immuni-
zation” instead of “inconsistent causal association to

immunization”; five cases (3.3%) where Question 2.5
was answered “yes” but the final score was “inconsist-
ent causal association to immunization” or “indetermi-
nate” instead of “consistent causal association to immu-
nization”; and six cases (4.0%) where Question 4 was

Table 4 Agreement in reasoning between human raters and large language models (LLMs) for each question

Type Agreement in reasoning % Adherent cases with Agreement % Adherent cases with Number of cases for which
between Human rater vs.  incorrect reasoning out in reasoning incorrect reasoning out of the human rater provided
ChatGPT of all adherent cases between all adherent cases Gemini an answer
ChatGPT Human rater vs.
Gemini
Question 1  87% 2% 93% 0% 150
Question 2.1 93% 4% 88% 0% 112
Question 2.2 0%* 0% 100%* 0% 1
Question 2.3 N/A N/A N/A N/A 0
Question 2.4 N/A N/A N/A N/A 0
Question 2.5 99% 0% 99% 0% 112
Question3  60% 0% 60% 0% 10
Question4  50% 0% 60% 0% 10

N/A used when the human rater never answered to that question according to the WHO algorithm’s flowchart and therefore it was not possible to
compare the reasoning

*According to the WHO algorithm’s flowchart, the human rater only answered once to Question 2.2
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Fig.5 Geometric boxplot and percentage of overlap between adher-
ent (green color) and non-adherent (red color) cases for ChatGPT
(left side) and Gemini (right side), categorized by prompt subsec-

answered “no” but the score was “consistent causal asso-
ciation to immunization” instead of “unclassifiable.” For
Gemini, inconsistencies were found in 46.7% of the 150
cases. These included: three cases (2.0%) where Ques-
tion 1 was answered “yes” but given a score of “inde-
terminate” instead of “inconsistent causal association to
immunization”; 65 cases (43.3%) where Question 2.5
was answered “yes” but the scores were “inconsistent
v cer

causal association to immunization,” “indeterminate,”
or “unclassifiable” instead of “consistent causal asso-
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tions S:, M:, and H:, compared to the age characteristic. S symptom
description, M medication, H history

ciation to immunization”; one case (0.7%) where Ques-
tion 3 was answered “yes” but given a score of “unclas-
sifiable” instead of “inconsistent causal association to
immunization”; and one case (0.7%) where Question 4
was answered “no” but the score was “indeterminate”
instead of “unclassifiable.”

Others. Gemini and ChatGPT were not able to correctly
interconnect inconsistent information among the differ-
ent sections of the prompt (i.e., typing errors in days to
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onset in comparison with the AEFI description; 2.7% for
both LLMs).

OSM Tables 5 and 6 provide representative examples
from VAERS for which the two LLMs failed the reasoning
compared to the human experts.

4 Discussion

The present study evaluated the reliability of two off-the-
shelf LLMs (i.e., ChatGPT and Gemini) when used to assess
the causality assessment of AEFI reports related to COVID-
19 vaccines and myocarditis and pericarditis with the WHO
algorithm. Our results align with the considerations pro-
vided by Matheny et al. (2024) and others, who highlight the
potential of LLMs in post-marketing surveillance. Matheny
and colleagues’ discussion underscores key challenges asso-
ciated with the use of LLMs in pharmacovigilance, such
as the need for prompt engineering, computational infra-
structure, and the risk of generating nonfactual statements
that could impact regulatory decision-making. Specifically,
our findings support Matheny et al.’s expectation that LLMs
function best as complementary tools rather than standalone
solutions [25, 31, 32].

4.1 Implementation

The implementation was feasible. Several advantages and
disadvantages of implementing these LLMs in the causality
assessment process were found. ChatGPT was noted for its
ease of use and flexibility because it can manage sessions
separately for each case, combined with the option to cor-
rect errors without restrictions, providing significant opera-
tional flexibility. ChatGPT also supports team collaboration
through link-sharing and can be integrated with statistical
software via APIs, which facilitates automation. However,
ChatGPT did have several drawbacks, including occasional
speed issues, for example, it often took more than 5 min
to generate the output, and the generation of non-existent
references.

Gemini allowed for continuity in conversations without
the need for an active session, which could enhance work-
flow efficiency and shared many of the same advantages as
ChatGPT, such as team collaboration capabilities, session
management, and integration with APIs. Gemini exhib-
ited similar limitations. Notably, Gemini’s use of syno-
nyms sometimes caused confusion in the categorization
of causality scores, for example, it used classes that were
not among those described in the algorithm. Furthermore,
Gemini occasionally refused to perform causality assess-
ments unless clearly specified as part of a research project.

Additional limitations were identified for both LLMs during
the evaluation process. One of the most critical issues in the
implementation of the LLMs was the inability of both LLMs
to accurately identify AEFIs that were already listed in the
FDA Prescribing Information of the vaccines or recognized
that they were well established AEFIs in the peer-reviewed
biomedical literature. This limitation is particularly prob-
lematic because recognizing previously documented AEFIs
is a key component of the WHO causality assessment algo-
rithm. Additionally, both ChatGPT and Gemini often failed
to assign the correct causality classification output, often
deviating from the WHO algorithm’s step-by-step instruc-
tions, which compromised the reliability of the assessment.

4.2 Algorithm Adherence

ChatGPT demonstrated a higher overall adherence rate
compared to Gemini. This discrepancy underscores the
variability in how different LLMs interpret and follow the
structured, rule-based algorithms that are essential in cau-
sality assessment. The differences in adherence could be
attributed to the inherent language-processing capabilities
of the models and their ability to handle complex, algorith-
mic reasoning [33].

Both LLMs performed better with cases that involved
lower string complexity in the prompt sections. These
findings suggest that the LLMs may struggle with more
complex or nuanced inputs, which often contain multiple
medical terms, abbreviations, or convoluted case histories.
Simpler cases allowed the models to follow the algorithm
more closely, whereas more detailed or intricate cases likely
increased the cognitive load on the models, leading to lower
adherence rates [33].

The underperformance of LLMs in causality assessment
with the WHO algorithm may stem from difficulties for
the LLMs in connecting sub-questions and aligning them
with overarching rules of the algorithm. While ChatGPT
performed relatively well on individual questions within
the assessment process, it was often not able to integrate
these answers into a coherent, rule-based conclusion. This
disconnect can be compounded by the variability in prompt
strategies, where certain prompts elicit better responses than
others, leading to inconsistent results.

4.3 Predictive Model for Adherence

The RF model demonstrated poor accuracy for predicting
adherence. Considering the sensitivity, specificity, PPV, and
NPV, we concluded that the RF model had a moderate to low
capacity to predict adherence based on the features present
in the prompts. The most important terms identified by the
RF model included “patient,” “myocarditis,” “pericarditis,”
and “chest.” These medical terms appeared frequently in

99

A\ Adis



818

A. Abate et al.

both adherent and non-adherent cases, but all adherent cases
contained at least one of these key terms. This suggests that
adherence may be influenced by the presence of specific
medical terms in the prompts, although the mere presence
of these terms is not sufficient to guarantee adherence. Also,
when combination of words was considered for predicting
adherence in conditional inference trees, we were not able
to find discriminative patterns between adherent and non-
adherent cases.

4.4 Human Expert versus LLM Classification
Agreement

The variability in agreement between the LLMs and the
human expert suggests that while LLMs can be useful tools,
they cannot yet replace the nuanced decision-making pro-
cess that human experts provide. The moderate agreement
achieved by ChatGPT indicates that it might be more aligned
with human reasoning compared to Gemini, yet it still
requires improvements to achieve higher levels of reliability
in critical decision-making tasks like causality assessment.

4.5 Human Expert versus LLM Reasoning
Agreement

Inconsistent reasoning was observed in both ChatGPT and
Gemini across several areas of the assessment. For Question
1, both LLMs required additional information to identify
alternative causes for the AEFI and, in some cases, failed to
recognize existing risk factors provided in the prompt (e.g.,
H: and M: sections). Similarly, for Question 2.1, both mod-
els occasionally disregarded available scientific evidence,
incorrectly stating that there was no evidence, or that the
evidence was not definitive, despite peer-reviewed litera-
ture supporting the vaccine’s causation of the event. When
temporal plausibility was assessed, both models incorrectly
evaluated the temporal relationship in a small proportion of
cases (3.3% for ChatGPT and 6.7% for Gemini). Finally, in
the final assessment, both LLMs struggled to provide coher-
ent classifications consistent with their responses to preced-
ing questions.

The variations in reasoning agreement between the human
rater and the LLMs suggest differences in handling reasoning
tasks of varying complexity. However, particularly with integrat-
ing multiple pieces of information, errors often occurred. This
aligns with research indicating that LLLMs tend to falter in tasks
requiring deeper cognitive integration and nuanced understand-
ing of domain-specific knowledge [33].

4.6 Strengths and Limitations

This study provides significant novelty by exploring the
application of two off-the-shelf LLMs, ChatGPT and
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Gemini, in the context of causality assessment for vaccine-
related AEFIs, specifically myocarditis and pericarditis fol-
lowing COVID-19 vaccination. The analysis, which covers
algorithm adherence, agreement with human experts, and
reasoning consistency, provides a robust evaluation of the
potential of LLMs in pharmacovigilance. Furthermore, by
using multiple LLMs and assessing inter-rater reliability
among human experts, this work offers valuable insights
into the comparative strengths and weaknesses of Al-driven
decision support systems versus expert human judgment.

Several limitations need to be acknowledged. First, we
used only one type of prompt, and did not investigate how
different prompt-engineering strategies might improve the
performance of off-the-shelf LLMs. Prompt optimization
could be a critical factor in enhancing LLM accuracy and
consistency. Second, this study was conducted retrospec-
tively, meaning that much of the information regarding the
association between the WHO algorithm and the AEFI of
interest was already known at the time of the experiment,
potentially influencing LLM performance and assessment
strategies. Third, the study relied on information reported
in the VAERS, which is known for its limitations, including
variability in data quality and completeness, possibly affect-
ing the robustness of LLM outputs.

Additionally, there is inherent subjectivity in the assess-
ments performed by the human experts, particularly when
comparing the reasoning agreement between LLMs and
expert itself. Finally, this study focused on testing LLM per-
formance using a relatively complex causality assessment
algorithm (i.e., WHO algorithm). We did not investigate
LLM performance with simpler algorithms, which might
be more suitable for automated processing.

Our study did not aim to develop a fully autonomous
pipeline for causality assessments but rather to evaluate the
feasibility of using off-the-shelf LLMs as supportive tools
and understand in which processes of the causality assess-
ment they could be useful. Given the surge in vaccine safety
reports during the COVID-19 pandemic, our motivation was
to explore whether LLMs could have assisted in streamlining
assessments, particularly by reducing the burden of manual
reviews. How LLMs perform in other settings (e.g., drugs)
is the subject of ongoing research. It should be highlighted
that expecting LLMs to perform reliable causality assess-
ments in rapidly evolving contexts, such as pandemics,
could be challenging if relying solely on their pre-trained
knowledge base. However, this limitation is mitigated by
modern retrieval-augmented generation (RAG) approaches,
which allow LLMs to incorporate newly available informa-
tion dynamically without requiring retraining. By leveraging
external, up-to-date sources, RAGs can help LLMs adapt to
fast-paced scenarios like COVID-19 vaccinations, ensuring
that assessments are based on the latest scientific knowledge.
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We purposely used off-the-shelf LLMs, which means that
no hyperparameter tuning was performed and default settings
were used. The reason was to investigate the impact of using
an off-the-shelf LLM as it is to investigate individual causality.

Finally, a key limitation of our study is the potential varia-
bility in the quality of the VAERS data, which may affect the
reliability of the findings. Additionally, the publicly avail-
able VAERS dataset does not include the follow-up infor-
mation received by the FDA and CDC, which can contain
important updates or corrections to the initial reports. While
the WHO causality algorithm explicitly requires access to
the full data source including follow-up, there is no specific
algorithm that is recommended for usage for vaccine reports
without follow-up, a very common occurrence in pharma-
covigilance; clearly, however, this absence of follow-up lim-
its our ability to assess the full clinical course of reported
adverse events, thereby making causality assessment in these
cases more challenging.

4.7 Future Work

In future work, it will be important to explore several prompt
strategies to optimize the performance of LLMs in causality
assessment. A preparatory phase will be crucial to “calibrate”
the prompting strategy on a small subset of cases, adjusting until
the LLMs demonstrate consistent performance. Once this cali-
bration is achieved, these optimized prompts will be applied to
the larger dataset for the main analysis, ensuring a more reliable
and effective causality assessment.

Additionally, assessing different LLM architectures will
help identify the most suitable models for this task. Expand-
ing the scope to include a broader range of adverse events
and causality assessment algorithms is necessary to provide
more robust and conclusive insights into the ability of the
LLMs to effectively assess causality in various contexts.

We used a standard setup for sentiment analysis and did not
extensively tune it for prediction purposes. However, we do not
believe this significantly impacted our results. This conclusion
is supported by the fact that we tested not only the aggregated
sentiment of the cases but also individual words and their com-
binations as predictors, none of which showed highly predic-
tive value. Additionally, we considered all case characteristics
as potential predictors, suggesting that the variability in adher-
ence may be attributed more to randomness than to the specific
features used in our prediction model.

5 Conclusion

This study highlights both the potential and limitations of
utilizing two off-the-shelf LLMs, specifically ChatGPT
and Gemini, in supporting causality assessments for AEFI

reports related to COVID-19 vaccines and myocarditis and
pericarditis. While ChatGPT showed relatively higher adher-
ence to the WHO causality assessment algorithm and mod-
erate agreement with human experts, Gemini demonstrated
less consistent performance with lower adherence and fair
agreement levels. Despite their promise in automating parts
of the causality assessment process, in this specific scenario,
both LLMs faced significant challenges, including difficul-
ties in identifying known AEFIs from established sources,
misclassifications, and inconsistent reasoning.
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