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ABSTRACT
Food security is a major concern in many countries all over the
world. After a relatively long period characterized by a positive
trend, the number and severity of food insecurity situations has
been growing again in recent years, with alarming projections for
the near future. While several Early Warning Systems (EWS) exist
to monitor this phenomenon and guide the interventions of gov-
ernments and ONGs, such systems rely on a narrow set of data
types, i.e., mainly satellite imagery and survey data. These data can
explain just a limited number of the multiple factors that impact
on food security, thus producing an incomplete picture of the real
scenario. In this work, we propose a spatio-temporal analysis of
unconventional textual data (i.e., YouTube transcriptions and arti-
cles from local news papers) to support the explanatory process of
food insecurity situations. This data, being completely exogenous
to the one used in currently active EWS, can offer a different and
complementary perspective on the causes of such crises. We focus
on the area of West Africa, which has been at the center of many
humanitarian crisis since the beginning of this century. By exploit-
ing state of the art text mining techniques on a corpus of textual
documents in French (including video transcriptions extracted from
the YouTube channels of four West African news broadcasters and
news articles obtained from the online versions of two local news-
papers of Burkina Faso) we will analyze food security situations in
different regions of the study area in recent years, by also proposing
a food security indicator based on textual data, namely TXT -FS .
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1 INTRODUCTION
Food security is known to be a major concern in many countries
all over the world. Even if the fight against hunger has never been
really close to an end, steady progress was made in the early 2000s,
with indicators showing a positive trend in several areas of the
world. Nevertheless, recent years have witnessed an inverse trend,
with the number and severity of food insecurity situations grow-
ing again, with alarming projections for the near future [10]. The
importance of this phenomenon is also testified by the fact that
the United Nations list the fight against food insecurity as one
of the 17 Sustainable Development Goals (SDG 2 - Zero Hunger)
to be reached before 2030 in order to “achieve a better and more
sustainable future for all”1. Multiple and interrelated reasons can
be identified for this generalized rise in hunger situations. Just to
name a few:

• per capita food availability has been reduced by an increasing
number of extreme weather events and by an increasing
population growth;

• population displacements due to conflicts often result in
a drop in agricultural production and in disorders in the
distribution channels;

• structural poverty of populations is aggravated by a difficult
global economic context.

Looking at this context, it is easy to see how monitoring food secu-
rity is a challenging problem that touches several scientific domains,
and that needs to be addressed by the use of heterogeneous data
from different sources. To monitor, analyze and forecast food in-
security situations at local to sub-national scales, several global
food security Early Warning Systems (EWS) have been launched
in the past decades, mainly as a reaction to the major droughts
happening in West Africa and all the Sahel region during the early
1970s. Such systems, meant to guide the interventions of govern-
ments and ONGs, generally rely on a narrow set of data types,
since they mainly integrate agroclimatic data from satellite images
and indicators extracted from household survey about nutritional,
economical and production-related factors. These data can explain

1https://www.un.org/sustainabledevelopment/hunger/
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just a limited number of the multiple factors that impact on food
security, thus producing an incomplete picture of the real scenario:
remote sensing data only explains a single face of the phenomenon
(i.e., the one regarding agricultural production), and data derived
from household surveys is often sparse (due to the fact that their
collection is extremely expensive in terms of time and money) and
subject to several biases (e.g., related to privacy preservation [22],
failure in collecting a complete information [17] and measurement
techniques [15]).

On the other hand, it is easy to observe how nowadays great
quantities of heterogeneous data are publicly available, that are
related at different levels with food security. Some examples may be
spatial information (e.g., population density, land use, soil quality),
volunteered geographical information (number of hospitals and
schools, number and details about violent events) and economic
indicators (e.g., price of representing goods). Recent literature has
shown how these heterogeneous data can be exploited to predict
food security indicators through advanced data science methods [4,
11, 21], e.g., multi-branch neural networks able to integrate data of
different types and at different scales, by also taking into account
spatial and temporal context. Nevertheless, while the performance
of these approaches seem to be promising, they are still far from
being optimal, and strongly dependent from the study area taken
into account (e.g., availability and quality of the data may not be
the same over different country, as well as the correlation with food
security indicators). Moreover, like most machine and deep learning
approaches, these frameworks act as black boxes, i.e., their goal is
to predict food security indicators, but they do not produce any
specific information about the causes of food insecurity situations.

Our hypothesis is that textual data can be a valuable source of
information in this context, that can be exploited to support the
explanation of food insecurity crises in a given area. This data,
being completely exogenous to the one used in currently active
EWS, can offer a different and complementary perspective on the
causes of such crises. Text mining is an extremely active area of
data science, that offers nowadays many off-the-shelf solutions to
process massive amounts of text, e.g., language models [8], word
embedding techniques [23] and many other [1, 9].

At the same time, due to its sparse and noisy nature, such data
is rarely exploited along with other heterogeneous data in ma-
chine learning frameworks (e.g., like the previously mentioned
ones). Anyway, this does not hinder the possibility to exploit it as
a complementary source to extract qualitative indicators that are
complementary to the quantitative ones.

For this reason, in this work, we propose a pipeline for the spatio-
temporal analysis of unconventional textual data to support the
explanatory process of food insecurity situations. The proposed
pipeline integrates different textual analysis approaches to obtain
an explanatory model evaluated on real-world and large-scale data.
We focus on the area of West Africa, which has been at the center of
many humanitarian crisis since the beginning of this century [10],
by studying a corpus of textual documents in French, including
textual video transcriptions extracted from the YouTube channels
of four news broadcasters (RTB - Radio Télévision du Burkina, Burk-
ina24, ORTB - Office de Radiodiffusion et Télévision du Bénin, TFM
- Télé Futurs Medias) and news articles obtained from the online
versions of two local newspapers of Burkina Faso (Burkina24 and

Lefaso.net). By exploiting state of the art text mining techniques
on this corpus we will analyze food security situations in different
regions of the country in recent years, by also proposing a food
security indicator based on textual data, namely TXT -FS . Note
that taking into account a collection in French represents a fur-
ther challenge, given the reduced number of available resources for
this language (e.g., pretrained text mining models). The results of
our analyses have proven how our approach provides significant
results that offer distinct and complementary qualitative informa-
tion on the subject of food security and its spatial and temporal
characteristics.

2 BACKGROUND
Being generally unstructured and particularly noisy by nature,
textual documents require a significant amount of preprocessing.
In the following, we will cover the required background on text
mining key concepts used in this work.

Vectorization methods. A common way to extract structured
features from these data is through vectorization methods, i.e.,
the creation of a vector for each document, based on a selected
transformation procedure or scheme. This is needed because most
of the text analysis algorithms are not suited for documents of
arbitrary length, and require numerical feature vectors with a fixed
size. Two widely used transformation schemes are Term Frequency
(TF) and Term Frequency-Inverse Document Frequency (TF-IDF)
weighting schemes [18]. Given a corpus of textual documents D,
we can define a sorted setW of the terms encountered. Then each
document dj ∈ D, where j = 1...N and |D | = N , can be represented
by a vectorv of size |W |: inv , the i-th position of the vector contains
the weight of the i-th word in the selected document. In TF, the
weight is the term frequency TFi, j which represents the number
of times the word wi occurs in the document dj . Whereas in TF-
IDF, the TF value is multiplied by the Inverse Document Frequency
IDF. The document frequency of a wordwi , Dfi is the number of
documentswi appears in, divided by the total number of documents
N . Its inverse 1/Dfi is used to increase the weights of rare words
that are more discriminative in a given set of articles. The use
of vectorized documents is crucial for all the main text mining
approaches, such as language models, word embedding and topic
modeling. Word embedding is a method to improve the vector
representation. The state of the art methods, like Word2Vec [23]
generate an embedding, i.e., a vector of real values for each of the
words in a collection of documents. The vector representation is
learnt from text in such a way that words with similar meaning
will be represented by similar vectors. Another interesting property
of the embeddings generated by these models is that a document
can be represented by averaging the vectors of each of its words
[16], thus allowing the evaluation of similarity measures between
documents. Similarity is usually computed using standard measures
for vectors, like cosine similarity [18].

Topic modeling. Topic modeling refers to a family of tech-
niques that aim to discover latent (i.e., not previously defined) top-
ics in a collection of documents, also estimating the probability for
a document to belong to a certain topic. The obtained topics allow
a better exploration of a document collection, as well as the discov-
ery of keywords that characterize a certain topic. Latent Dirichlet

316



Explaining food security warning signals with YouTube transcriptions and local news articles GoodIT’22, September 7–9, 2022, Limassol, Cyprus

Allocation (LDA) [1] is the most popular method for topic modeling.
LDA is an unsupervised method that is used to extract the latent
topics from a document collection, given the number k of topics
to extract. The LDA method creates a topic per document model
and words per topic model. Given the n × d document-term matrix,
we can represent it as the product of an n × k matrix U and a d × k
matrix V so that D = UVT . The matrixU is the topic per document
model: each document is represented as a distribution on k topics
as a k-dimensional vector. The matrix V is the words per topic
model: given one of the d words we have a k-dimensional vector of
probability scores, one for every topic. The representative words
for a topic can be found by sorting the words by their probability
score. During the training phase, the LDA model adjusts the prob-
ability of words belonging to a topic. This is done by processing
each document and randomly assigning each word in the document
to one of k topics and adjusting the probability for each word to
belong to topic t . Once the model has been trained, it is possible
to infer the topics distribution for each document in the collection,
as well as for new unseen documents. The produced topic models
can be evaluated in many ways. Among the established evaluation
metrics, the state of the art offers coherence metrics [25]. Coherence
scores provide a quantitative evaluation of the quality of the topics
produced, based on the homogeneity (i.e., semantic similarity) of
the keywords describing each topic.

3 METHODOLOGY
In this section, we present the proposed pipeline for the spatio-
temporal analysis of textual data, that will support the explanatory
process of food insecurity situations. The pipeline will leverage
YouTube transcriptions and articles from local news papers for
the support of Early Warning Systems. A general schema of the
proposed pipeline is depicted in Figure 1. We’ll describe the main
components and how they interact in the following sections.

3.1 Data acquisition
Our methodology requires the construction of a corpus (collection)
of documents that is pertinent to food security. To obtain such
corpus, from heterogeneous sources, we need to define a series
of preprocessing steps, different for each media type. For News
articles, the first step is the acquisition of the articles from the
Web. Whereas, to obtain documents from Videos, we propose to
rely on the transcriptions automatically generated by YouTube (for
this task, we will rely on a Python library exploiting the YouTube
Transcript/Subtitle API2). The obtained documents provide a textual
version of all speech in the video.

3.2 Text processing
The main preprocessing steps applied to the textual documents in
use are summarized in Fig. 2.

The first step is tokenization, i.e., the act of extracting words
from text, a key stage in every NLP (Natural Language Processing)
task. Then, we rely on lemmatization [19], i.e. the process that
replaces words with lemmas: for example all declination of a verb
(e.g., "is", "was") are replaced by the same root (e.g., "be"). Next, we
further clean the documents by removing the Stopwords, i.e. very
2https://github.com/jdepoix/youtube-transcript-api

frequent words that do not carry any significance by themselves
(e.g., prepositions). The last preprocessing is vectorization, i.e. the
creation of a vector representation for each document.

Note that automatic YouTube transcriptions need an extra pre-
processing step, since they lack any sort of punctuation. Punctua-
tion can be added automatically to obtain a better representation
of the documents and improve the text processing steps. For this
task, we rely on the Punctuator Python library, trained on French
Wikipedia3.

3.3 Pertinent keywords for article selection
using word embedding

Given a collection of preprocessed textual documents, we need to
select a subset of candidate articles related to Food Security (i.e.,
we need to filter out documents that are off-topic with the goal of
our analysis). This is done by means of a semantic similarity com-
putation with respect to a Food Security lexicon, i.e., a collection of
terms, provided by domain experts, that are strictly related to food
security situations. The lexicon used in our work is freely available
online [6]. For semantic similarity, we rely on Word2Vec [23], a
well known word embedding model. With the Word2Vec model,
we are able to represent every word, both in articles and in food
security Lexicon, in the same embedding space. We can treat the
lexicon as a document. Hence we can represent both the Lexicon
and the other documents as an average of can be represented by
an embedding, computed as the average of the words. Therefore,
given the embedding of the lexicon dl and the embedding of the i-th
document di , we can compute a similarity score sim(dl ,di ) (in the
range [−1, 1]) for each textual document. Then a semantic similarity
threshold thrsim can be chosen to decide whether a document is
pertinent to food security, allowing us to consider only the most
pertinent articles from the entire corpus. In this work, we use a
threshold of 0.36, that was chosen and validated with the aid of
domain experts [5].

3.4 Topic modeling
While in the previous step we performed a first selection of per-
tinent articles, we want to organize the selected articles in a way
that would be easily consulted by a domain expert. With topic
modeling, we can find latent topics in the collection of pertinent
articles, allowing us to focus on a subset of articles that are more
related to food security. Among the topic modeling methods, we
selected LDA [1]. With LDA, we need to set a number of topics
k in order for the model to be trained to group the articles in the
requested number of topics, based on their content. By doing this,
we can then perform the selection of the most relevant topics. The
obtained topic models are evaluated with a combination of eval-
uation metrics and with manual verification. To guide the model
selection, we compute the well established coherence scores [25]:
these scores give a quantitative evaluation of the topics generated,
based on the semantic similarity among the keywords describing
each topic. Then the topic models are manually inspected to ver-
ify the presence of keywords related to Food Security. We opt for
manual verification in this case given the fact that we chose rela-
tively low values of k (which makes the manual inspection feasible),
3https://pypi.org/project/punctuator/
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Figure 1: Pipeline: pipeline for the spatio-temporal analysis of textual data to support the explanatory process of food in-
security situations. Videos and news articles are preprocessed to generate a collection of documents. With the support of a
lexicon (i.e., a collection of words provided by food security experts) we can filter the most relevant articles for our task. Fi-
nally, through topic modeling we can organize documents in topics: the most relevant topics will be used to extract qualititave
indicators needed to support the Food Security Early Warning Systems.

Figure 2: Text processing

and because coherence alone does not give any information about
the semantic of the topic (e.g., relevant or not for food security).
Anyway, in case of a high number of topics, this step can also be
automated through the use of semantic similarity, e.g., by comput-
ing the average similarity of the documents belonging to each topic
with respect to a domain-specific lexicon, as done in [13].

3.5 The TeXT based Food Security indicator
(TXT -FS)

Given the fact that food security is an extremely complex and
multifaceted concept, related to many interdependent factors, many
indicators have been proposed in literature to measure it (up to 450,
according to [12]). Using different indicators at the same time is
fundamental to properly assess the food security of a given area, in
order to take into account as many aspects as possible [3].

In this work, we propose a geolocalized indicator of food security
extracted from textual data, namely TXT -FS (TeXT based Food
Security indicator), with the hypothesis that it can be used as an
effective proxy for indicators based on survey data. To extract this
indicator, we apply the following steps:

(1) For each textual document, we compute its semantic similar-
ity to a lexicon of terms related to humanitarian and natural
crises. Word2vec (w2v) [23] trained on the French Wikipedia

is used to compute semantic similarity, while the Crises LEX-
icon (CLEX ), compiled by domain experts, is freely available
online [6].

(2) For each textual document, we extract the location men-
tioned in it through Named Entity Recognition (NER) tech-
niques. A version of the CamemBERT [20] model fine tuned
for a NER task is used in this work4.

(3) We associate each textual document to a province in Burkina
Faso by using the geocoder provided by the GeoPy Python
library5. As commonly done in news mining literature, only
the first location mentioned in the text is used to extract the
province, under the hypothesis that it is the one where the
event discussed in the article usually happens (i.e., in the
case that multiple locations are mentioned).

(4) We average information about semantic similarity at the
province level, to finally obtain our food security indicator
TXT -FS .

In our experiments, we will compute TXT -FS separately for the
two types of textual documents taken into account, i.e., news article
and YouTube transcriptions. Note that, while we have chosen the
province level to aggregate semantic similarity information, for the

4https://huggingface.co/Jean-Baptiste/camembert-ner
5https://geopy.readthedocs.io/en/stable/
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fact that is was the best fit for the available data and the national
scale of our analysis, different choices are possible, i.e., more fine
grained ones (e.g., municipalities) or coarse ones (e.g., regional).

4 RESULTS
In this section, we show the application of the proposed pipeline to
two datasets. For videos, a corpus of textual video transcriptions
was extracted from the Youtube channels of four news broadcasters
(RTB - Radio Télévision du Burkina, Burkina24, ORTB - Office de
Radiodiffusion et Télévision du Bénin, TFM - Télé Futurs Medias).
From the four channels, a total of 1109 of video transcriptions was
extracted, covering the period from 21 January 2022 to 12 March
2022. The news articles corpus is obtained from the online versions
of two local newspapers of Burkina Faso (Burkina24 and Lefaso.net),
for a total of 22856 news documents, related to a time period be-
tween 2009 and 2018 [7]. For the extraction of pertinent articles,
we rely on a lexicon, i.e., a list of terms, related to food security [6].
The terms contained in the lexicon were validated by a panel of
domain experts. We applied topic modeling with LDA, testing vari-
ous configurations: we varied the number of topics K in the range
5 ≤ K ≤ 70, with a step of 5, using two vectorization schemes, TF
and TF-IDF based. A qualitative inspection is performed for the
extraction of the most effective configuration.

4.1 Leveraging unconventional data
We first discuss the results obtained by applying the pipeline on the
news articles dataset. The best configuration was obtained using
TF based vectorization, and filtering terms with minimum DF of
0.05 and maximum DF of 0.86. Coherence measures shown in figure
3a suggest that the best model is the one with 40 topics and a
successive verification confirmed the observation. In Table 1 we
present a selection of the most relevant topics for food security.

Topic 14 highlights the importance of the topic modeling phase
we propose. In topic 14, the keywords, such as "inondation" (flood)
"catastrophe"(catastrophe) and "urgence" (urgency) indicate that
there has been a crisis event. To this regard, Burkina Faso has in-
deed been the target repeated floods in 2009 and 2010 [2, 24]. Note
that while the word "inondation" is not included in the Crises LEX-
icon CLEX , so that with topic modeling we are able to detect a
potential cause of issues in the region, and at the same time we
may select keywords to include in the lexicon for future analyses.
Among the other topics related to food security, we can observe
that topics 8, 25, 28 feature prominently keywords related to agri-
culture: in topics 25 and 28 we explicitly find the term "agricul-
ture" (agriculture), with other keywords related to this field such as
"développement"(development), "rural"(rural). A second interesting
subset is the one composed by topics 5, 35, 36 and 39. These topics
are represented by keywords about food security and insecurity
such as "sécurité"(security), "insécurité"(insecurity), "alimentaire"
(alimentaire) highlighting that articles on this issue were discussed
in national news. Similarly, topics 26 and 29 seem to be about
studies about food security: the word pair "enquête" (survey) and
"menage"(household) was detected, probably referring to the per-
manent agricultural survey performed annually by the Ministry of
Agriculture to compute indicators to prevent food insecurity in the
country.

Next, we show the results applied to the YouTube corpus. The
best configuration was obtained, as in the previous case, by using
TF based vectorization, and filtering terms with minimum DF of
0.05 and maximun of 0.86. Here coherence metrics (Fig. 3b), suggest
that the best models are the ones with lower number of topics.
However, subsequent verification highlighted that there is a lack of
food security related topics in the model. We therefore select the
configuration with 25 topics, that shows a higher number of topics
related to food security. In Table 2 we present a selection of the
topics that we detected as most relevant for food security.

We observe that topic 3 is represented by keywords related to
Russia-Ukraine conflict, such as "guerre"(war) and "crise"(crisis), the
name of the two nations involved "russie" (Russia) and "ukraine"
(Ukraine); it’s interesting that also "sénégal" country seems to be
cited in the articles about the event. As our methodology detects
topics from Food Security articles, this means that the videos may
discuss the impacts of the Russia-Ukraine conflict on the food se-
curity of the country. So even on this dataset we can observe how
topic modeling can help in the detection of events that can explain
the signals from warning systems. The other topics selected, 11 and
12, are represented by keywords like céréale (cereal) and blé (grain)
that are more related to the agricultural sector, similarly to what
emerged in the topic model for News Articles.

4.2 TXT -FS compared to survey based
indicators

In this section, we will analyze how the proposed TXT -FS indica-
tor (cf. Sec. 3.5) behaves when compared to classic survey based
food security indicators. In order to focus on the situation in Burk-
ina Faso, TXT -FS on YouTube transcriptions has been computed
on a corpus including 283 YouTube transcriptions extracted from
two national news channels of Burkina Faso, Burkina24 and RTB -
Radiodiffusion Télévision du Burkina.

Figure 4 shows food security levels in the provinces of Burkina
Faso measured with different indicators: (a) Food Consumption
Score (FCS) for the year 2020, (b) Household Dietary Diversity
Score (HDDS) for the year 2020, (c)TXT -FS computed on the news
articles corpus, (d)TXT -FS computed on the Burkina Faso YouTube
transcriptions corpus. The values of all indicators has been normal-
ized in the range [0, 1], provinces colored in grey correspond to no
data cases (e.g., they are not mentioned in the corresponding cor-
pus used to computeTXT -FS). Food Consumption Score (FCS) and
Household Dietary Diversity Score (HDDS) are two well known in-
dicators that are computed based on answers to household surveys.
These metrics, which are widely used in the scientific literature
and by governmental and nongovernmental organizations [14, 26],
can be used to assess the frequency, quantity and quality of food
in a certain area. The aim of FCS is to estimate the cumulative
frequency of the different food groups consumed over a period of 7
days within each household taken into account in the survey. FCS
can then be considered a proxy of the quantity of nutrients and
energy intake. HDDS measures food consumption frequency and
diversity by focusing on the nutritional quality of the diet, and it is
calculated based on the number of different food groups consumed
in the last 24 hours. We calculated the values of FCS and HDDS by
using data from the permanent agricultural survey conducted by
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(a) Coherence of topics from news (b) Coherence of topics from videos

Figure 3: Coherence evaluation for different number of topics given the best configuration. In (a) coherence values using from
5 to 70 topics on the News articles; In (b) coherence values using from 5 to 25 topics on the video dataset.

Table 1: Selection of topics related to Food Security, generated from the News articles dataset. In bold, we highlight interesting
keywords.

Topic ID Top 10 Keywords Type
14 catastrophe / risque / urgence / réduction / national / prévention / action / gestion /

inondation / crise
Event

8 projet / producteur / production / Burkina / produit / agricole / local / riz / améliorer
/ permettre

Agriculture

25 campagne / production / tonne / producteur / agricole / ministre / agriculture /
filière / Burkina / année

Agriculture

28 agricole / agriculture / rural / secteur / Burkina / Faso / développement /
production / ministre / national

Agriculture

5 pouvoir / santé / risque / aliment / bon / jour / éviter / devoir / bien / cas Food Security
35 alimentaire / sécurité / nutritionnel / population / situation / insécurité / ménage /

vulnérable / résilience / Sahel
Food Security

36 climatique / changement / saison / pluie / agricole / céréale / pouvoir / vente /
Burkina / maïs

Food Security

39 crise / situation / besoin / aide / urgence / alimentaire / vivre / vulnérable / million /
population

Food Security

26 pourcent / taux / rapport / ménage / résultat / enquête / étude / niveau / faible /
national

Study

29 enfant / santé / malnutrition / région / communautaire / projet / nutrition /
sanitaire / bon / maternel

Study

Table 2: Selection of topics related to Food Security, generated from the YouTube videos dataset. In bold, we highlight interest-
ing keywords.

Topic ID Top 10 Keywords Type
3 ukraine / africain / aujourd / russie / sénégal / guerre / pouvoir / crise /

international / état
Event

11 aujourd / pouvoir / radio / céréale / année / patient / matière / élève / national / pays Agriculture
12 blé / aujourd / pouvoir / pays / niveau / tonne / état / permettre / politique / beaucoup Agriculture
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(a) FCS (2020) (b) HDDS (2020)

(c) TXT -FS on Articles (d) TXT -FS on YouTube transcriptions

Figure 4: Food Security levels in the provinces of Burkina Faso measured with different indicators: (a) Food Consumption
Score (FCS) for the year 2020, (b) Household Dietary Diversity Score (HDDS) for the year 2020, (c) TXT -FS computed on the
news articles corpus, (d) TXT -FS computed on the Burkina Faso YouTube transcriptions corpus.

the Burkinabè government, that was kindly provided to us by the
Ministry of Agriculture of Burkina Faso, as for the work in [4].

It can be seen from Figure 4 how some patterns regarding the
food security of some provinces are consistent among different
indicators. For instance, the Passoré province (red one in the center-
north of the country, in Fig. 4d) shows low food security according
to all the four maps. The Zoundwéogo province (red one in the
center-south of the country, in Fig. 4c) has a relatively critical situ-
ation according to both FCS and HDDS , confirmed by TXT -FS on
news articles. To name another example, the Tapoa province (east-
ern one on the right) shows low values forHDDS and both versions
of TXT -FS . Several other cases of consistency can be found in the
maps. While the general depiction of the food security situation
is similar across the four maps,on the other hand, some counter-
examples with the same province showing a more or less critical
situation according to different indicators can also be found: this
can be considered completely normal and in line with the food

security analysis context. As already pointed out, such a complex
phenomenon needs to be measured from different angles (i.e., by
using different indicators), that may give complementary informa-
tion about a certain area. In fact, it can also be noted how even
the two indicators based the same household survey data (FCS and
HDDS) show some discrepancies in measuring the food security of
some areas. Note also how a certain temporal bias in introduced by
the fact that, while FCS and HDDS are computed based on house-
hold surveys conducted in 2020, TXT -FS is based on textual data
covering a larger timespan, especially regarding new articles.

5 CONCLUSIONS
In this work, we proposed a pipeline for the spatio-temporal anal-
ysis of textual data to support the explanatory process of food
insecurity situations. The proposed pipeline integrates different
textual analysis approaches to obtain an explanatory model evalu-
ated on real-world and large-scale data. We also proposed a food
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security indicator based on textual data, namely TXT -FS . We fo-
cus on the area of West Africa, which has been at the center of
many humanitarian crisis since the beginning of this century, with
particular attention on the country of Burkina Faso. The results of
our analyses have proven how our approach provides significant
results that offer distinct and complementary qualitative informa-
tion on the subject of food security and its spatial and temporal
characteristics.

While this work poses some fundamental step towards the use of
textual data for food security analysis, the process has still room for
improvements. The discovery and selection process of the locations
associated to each textual document can be done with a finer grain
(e.g., at the sentence level) in order to properly process documents
discussing facts happening in several locations. Also, we plan to
extend the use of BERT-based language models for different steps of
the pipeline, e.g., topic modeling. In the future, we also plan to per-
form analyses that explicitly take into account the time dimension,
in order to study the food security dynamics over several years.

Regarding the data, we plan to extend and refine the lexicon
about crisis situations, andwe are currently collecting amuch larger
corpus of textual documents over three West African countries
(Burkina Faso, Benin and Senegal).
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