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Abstract

Vision-Language Models (VLMs) have emerged as powerful tools capable of jointly processing visual and textual in-
formation, creating opportunities to replace specialized models in domains such as biometrics. However, as this appli-
cation remains largely underexplored, prevailing evaluation methods rely on closed-answer Multiple-Choice Questions
(MCQ) and parse generated text to extract predictions. To provide an evaluation which better aligns with real-world
biometric needs, we introduce an evaluation protocol that bypasses text generation entirely, producing sequence-based
predictions directly from output log-probabilities. This approach enables probability-based scoring, which is essential
for computing standard biometric metrics. We apply this method to assess the zero-shot capabilities of the Gemma 3
family on face verification, age/gender estimation, and attribute classification, benchmarking them against specialized
systems. Furthermore, we demonstrate that traditional MCQ-based evaluations consistently underestimate VLM per-
formance, with our log-probability scoring approach that better captures the identity-specific capabilities of VLMs.
Our results show that Gemma 3 models achieve strong performance on classification tasks but struggle with regression,
highlighting that a robust methodology is critical to accurately assess the true capabilities and limitations of VLMs in
biometrics.
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1. Introduction of biometrics remains largely underexplored [2].

Recent efforts to assess VLM viability [3} 4} 5] have re-
lied on a regex-based text parsing evaluation paradigm. In
this setup, a model might be presented with an image and
a Multiple-Choice Question (MCQ), such as “How old is
this person? A. 10-20, B. 20-30...”. The performance
of the model is then measured by comparing the cor-
rect option with the letter obtained by parsing the model-
generated text. Although straightforward, this method is
fundamentally misaligned with the operational needs of
biometric systems. Real-world applications require a di-

Vision-Language Models (VLMs) have emerged as
powerful tools capable of jointly processing and under-
standing visual and textual information, enabling new
possibilities for multimodal data interpretation. This de-
velopment creates opportunities to replace specialized,
task-specific models with zero-shot approaches in vari-
ous domains [1]]. However, their application in the field
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rect and quantifiable classification score, not a conversa-
tional response. The text-based approach not only intro-
duces unnecessary computational overhead and the risk of
task refusal [6], but its greatest flaw is the absence of class
probability scores. Moreover, this approach has proven to
be fragile, with performance varying based on question
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phrasing and distractor options [4].

Our work introduces an evaluation protocol that
measures the intrinsic confidence of a model through
sequence-based prediction based on log-probabilities, as
illustrated in Figure [I] Instead of a multiple-choice for-
mat, we construct prompts by concatenating a query di-
rectly with a candidate answer, for instance “How old is
this person? 42”. This combined input is processed by the
VLM, allowing to leverage its underlying autoregressive
nature to extract log-probabilities that reflect the model’s
confidence in that specific class label. Although the use
of log-probability scoring has previously been proposed
in general zero-shot classification tasks, to the best of our
knowledge, this is the first work to systematically inves-
tigate its use for biometric tasks. Our method leverages
the generative capabilities of VLMs to directly assess the
compatibility between identity-descriptive prompts and
face images, without relying on traditional embedding-
based methods. This protocol yields three key advantages
over text-parsing methods:

e it supports more natural interaction by removing ar-
tificial multiple-choice constraints and enabling the
use of precise labels rather than coarse bins (e.g., in
age estimation);

e it produces the probabilistic outputs necessary for
standard biometric evaluation metrics, such as the
Equal Error Rate (EER);

e it offers a single and unified approach for any VLM
that provides token-level logits and can be applied to
a wide range of biometric tasks without modifying
the core mechanism.

Using this protocol, we conduct a comprehensive evalu-
ation of the Gemma 3 model family [7]] against state-of-
the-art (SotA) specialized systems in face verification, age
and gender estimation, and attribute classification, aim-
ing to clarify their true strengths and limitations. For
each task, we select a SotA model among recent, high-
performing approaches.

This work begins with an overview of VLMs and their
application in biometrics (Section [2)), details the evalua-
tion methodology in Section[3] presents experimental set-
tings (Section [ and results across multiple tasks (Sec-
tion [5)), and concludes with a discussion of the findings
and their implications (Section [6).
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Figure 1: Scoring a candidate answer (y; = 42 for age estimation. We
compute the model’s confidence, S (Vilgimage» Grext), by averaging the log-
probabilities of generating each answer token (4, 2, <eos>). These prob-
abilities are derived from the logits at each step.

2. Related work

Vision-Language Models are Al systems that jointly
process visual and textual data using a dual-encoder,
single-decoder architecture [8]. The process begins with
separate vision and text encoders that transform their re-
spective inputs into vector embeddings. These embed-
dings are then projected into a shared latent space and
aligned to map related image-text pairs. Finally, these
aligned embeddings are fed to a Transformer decoder,
where the visual embeddings act as a conditioning pre-
fix for the textual prompt, guiding the model’s generative
process.

The generation of each new token is an autoregressive
process. In a single forward pass, the Transformer de-
coder produces a final hidden state for each token posi-
tion. Each of these hidden states is then independently
projected by a linear layer (the language model head) into
a logit vector of vocabulary size. Critically, due to the de-
coder’s causal self-attention mechanism, the logit vector



at any given position i represents the model’s prediction
for the next token (i + 1), conditioned only on the input se-
quence up to and including position i. This means that the
newly generated token is predicted using the final token’s
logits. These raw logits are then converted into log prob-
abilities using the log-softmax function. Although the to-
ken with the highest probability is often selected (greedy
decoding), other sampling strategies involving parameters
like temperature can be used to introduce diversity. The
chosen token is then appended to the input sequence, and
the entire process repeats until the model generates a spe-
cial end-of-sequence token (e.g., <eos>).

The recent success of VLMs has stimulated signifi-
cant interest in their application to biometrics, particu-
larly for zero-shot recognition and soft biometric analy-
sis [2]]. Early explorations, largely centered on the pro-
prietary GPT-4V model, demonstrated promising capa-
bilities. For example, GPT-4V achieves competitive and
sometimes superior performance in face recognition, ver-
ification, and soft-biometric estimation when compared
to specialized systems [6, |9, [10]. These models offer the
possibility of generating textual explanations, enhancing
transparency in human-centered applications [9]. How-
ever, subsequent large-scale benchmarking efforts have
revealed critical limitations and nuances in VLM per-
formance [5]. Although open-source models scale ef-
fectively, they fail to benefit from advanced prompting
techniques such as Chain-of-Thought (CoT), unlike their
closed-source counterparts. In these cases, it is rec-
ommended to integrate specialist models for high-stakes
tasks, like deepfake detection and face recognition [3].
Even SotA VLMs have been found to struggle with fine-
grained tasks such as face authentication and exhibit sig-
nificant demographic biases. Critically, CoT prompting
often leads to a decrease in performance, suggesting that
VLMs struggle to apply complex reasoning to nuanced
visual tasks [4].

We identify a critical gap in existing evaluation
methodologies: prior studies have predominantly relied
on parsing generated text from MCQ. Our work intro-
duces a methodologically distinct evaluation. First, we
shift from closed-ended questions to an open-set recog-
nition framework, more closely aligned with real-world
biometric deployments. Second, we bypass the generated
text entirely and instead directly measure the model’s con-
fidence from its output log probabilities. This allows for

a more direct and robust assessment of the model’s per-
formance in biometric tasks, decoupling it from its text
generation and prompt-following abilities.

3. Methodology

Our methodology assesses the intrinsic biometric capa-
bilities of VLMs by reframing each task (e.g. age esti-
mation, face verification, etc.) as a probabilistic classifi-
cation problem in a zero-shot setting. The process, illus-
trated in Figure [T} consists of three stages: task formula-
tion, confidence scoring, and final classification.

Task formulation. For each biometric task, we de-
fine a prompt consisting of a facial image (or image
pair) gimage and a natural language query gix. We also
define a discrete set of N possible candidate answers,
Y = {y1,...,yn}. The goal is to determine which answer
y; € Y is the most probable given the prompt.

Confidence scoring via log probabilities. Our evalua-
tion protocol bypasses free-form text generation. Instead,
we directly measure the model’s confidence in each can-
didate answer y; by leveraging its autoregressive nature.
For each y; € Y, we tokenize it into a sequence of T to-
kens, (#1,...,tr). We then compute a score S by calcu-
lating the average log-probability of generating this token
sequence, conditioned on both the image gjmage and the
text query Giex::

T
1
S Oildimage: Ges) = ;log P(t | Gimage Gexs 1<) (1)

where P(Z|¢image Grext» 1<) is the probability of generating
the j-th token of the answer, given the full prompt and all
preceding answer tokens. This score reflects the model’s
intrinsic certainty in y;. This scoring formulation incorpo-
rates several technical refinements based on best practices
in NLP to ensure a robust and fair evaluation [14} [15]].
First, the score is normalized by length T to prevent the
model from exhibiting a bias towards shorter candidate
answers [16]. Second, we require that each candidate
sequence (f1,.. ., fr) terminates with an end-of-sequence
(<eos>) token. This is critical to ensure we are scoring
the model’s confidence in the complete and final answer,
rather than a prefix that could be part of a longer, alterna-
tive response [[17, [18]].



Table 1: Summary of prompt formulations for each biometric evaluation task. For each task, the table specifies the exact textual query, the discrete
set of candidate answers that are scored by our methodology, and the corresponding image inputs along with their source datasets.

Task Prompt (text) Prompt (image)
Query ¢ Candidate Answers y

Face Do these two images show the same person? Yes<eos> 2 face images

Verification Answer with only ‘yes’ or ‘no’. No<eos> from [11]

Age How old is the person in this image? N<eos> 1 face image

Estimation Answer with only a number representing their age. N €[1,101] from [12]

Gender What is the gender of the person in this image? Male<eos> 1 face image

Estimation Answer with only ‘male’ or ‘female’. Female<eos> from [12]

Face Attribute  Does the person in the image have the attribute ’X’?  Yes<eos> 1 face image

Detection Answer with only ’yes’ or 'no’. No<eos> from [13]

Final classification. After computing a score S(y;|...)
for every candidate answer y; € Y, we transform
these scores into a normalized probability distribution
P(yilGimage» Grext) using the softmax function. The model’s
final prediction is the candidate answer with the highest
probability. This output can be used to compute standard
biometric evaluation metrics.

4. Experimental setup

This section outlines the complete experimental
method used in our study. We detail the biometric tasks
and their standard benchmark datasets, introduce the spe-
cific models evaluated, and define the distinct metrics
used for performance comparison.

Tasks and Datasets. Our evaluation framework as-
sesses VLM performance across four distinct biometric
tasks, selected to cover both hard and soft biometrics us-
ing well-established benchmark datasets. The specific
prompt formulations for each task are detailed in Table[I}
We begin with face verification, a hard biometric task fo-
cused on determining if two images depict the same per-
son. For this, we use the standard 6000-pair protocol of
the Labeled Faces in the Wild (LFW) dataset [11]], which
features images captured in unconstrained real-world con-
ditions. The remaining soft biometric tasks utilize the
AgeDB [[12] and CelebA [13]] datasets. For gender esti-
mation, we perform binary classification using the gender
labels provided in AgeDB. For age estimation, we lever-
age the same dataset’s age annotations, which are notable
for their wide range (1 to 101 years) and significant intra-
subject variation. Finally, for face attribute detection, we
identify 40 binary facial characteristics (e.g., presence of

facial hair, eyewear) using the CelebA dataset, treating
each attribute as an independent classification problem.

Models. We evaluate three versions of the recently
released Gemma 3 models [7], a family of lightweight,
open-source vision-language models designed for effi-
cient deployment without the need for large-scale com-
pute. While our experiments focus on Gemma 3, the
proposed evaluation protocol is broadly applicable to any
VLM with access to token-level logits. Specifically, we
use the instruction-tuned variants available on Hugging
Face: Gemma 3 4B (google/gemma-3-4b-it), Gemma
3 12B (google/gemma-3-12b-it), and Gemma 3 27B
(google/gemma-3-27b-it), comprising 4, 12, and 27
billion parameters, respectively.

Evaluation metrics. We evaluate our four biometric
tasks using metrics appropriate for their distinct objec-
tives. For face verification, we report the Equal Error Rate
(EER), Area Under the ROC Curve (AUC), and accuracy
at the EER threshold. For the tasks of gender estimation
and face attribute detection, we use standard metrics in-
cluding accuracy, precision, recall, and F; score. Finally,
for the regression task of age estimation, we employ Mean
Absolute Error (MAE) and Cumulative Score (CS).

5. Results

In this section, we present our evaluation results, in-
cluding the performance of SotA models used for compar-
ison with Gemma. When metrics and datasets are com-
patible, we also report results from other VLMs evaluated
in prior work leveraging zero-shot classification. More-



over, we compare our approach with the MCQ evaluation
methods adopted by other works [3} 14} 15]].

Face Verification. As shown in Table [2] all Gemma
3 models perform strongly, with accuracy generally im-
proving with model size. While the state-of-the-art Arc-
Face [[19] model achieves higher accuracy, it is explicitly
trained for this task using deep convolutional networks
and preprocessed features. In contrast, Gemma 3 oper-
ates in a zero-shot setting using raw image pairs, demon-
strating competitive performance despite the lack of task-
specific training.

Table 2: Performance of Gemma 3 models and SotA system on the LFW
face verification task [[11]].

Model Evaluation - ppp 1 AUCT Ace?
protocol
Gemma 3 4B Ours 828 097 91.72
Gemma 3 12B Ours 462 099 9538
Gemma 3 27B Ours 4.00 099 96.00
Gemma 3 4B MCQ - - 80.91
Gemma 3 12B MCQ - - 94.84
Gemma 3 27B MCQ - - 90.33
SotA [19] - - 99.83
InternVL-Chat-v1.2-Plus [3] - - 94.00
GPT-4 [9] 8.60 - 93.50

Age Estimation. Gemma models face challenges on the
age estimation task, with prediction errors higher than
those reported by specialized vision transformer-based
approaches. All three variants also show considerable
variability in their predictions, suggesting some inconsis-
tency across samples. Notably, the mid-sized Gemma 3
12B consistently outperforms both the smaller and larger
variants, indicating that performance in this task does not
scale linearly with model size.

Table 3: Performance of Gemma 3 models and SotA system on the
AgeDB age estimation task [[12].

MAE|

Model Evaluation protocol (Years) CS@57 AccT
Gemma 3 4B Ours 20.52 (15.29) 15.64 -
Gemma 3 12B Ours 1223 (11.63) 2791 -
Gemma 3 27B Ours 15.66 (16.06) 25.49 -
Gemma 3 4B MCQ - - 46.83
Gemma 3 12B MCQ - - 67.48
Gemma 3 27B MCQ - - 67.25
SotA [20] 5.55 - -

Gender Estimation. In the gender estimation task, the

zero-shot performance of the Gemma 3 models is remark-
ably close to that of state-of-the-art methods. The best-
performing Gemma variant nearly matches the accuracy
reported in prior work using specialized models. Interest-
ingly, model size does not strictly correlate with accuracy,
with the smallest variant slightly outperforming the mid-
sized and large-sized ones. These results suggest that even
relatively lightweight vision-language models can deliver
robust performance in zero-shot gender classification.

Table 4: Performance of Gemma 3 models and SotA system on the
AgeDB gender estimation task [[12].

Model Evaluation Overall Female Male
protocol Acc. F; Prec. Rec.| F; Prec. Rec.

Gemma 3 4B Ours 97.99 1098 097 0.98 |0.98 0.99 0.98

Gemma 3 12B Ours 97.82 {097 097 0.98 098 098 0.98

Gemma 3 27B Ours 97.96 [0.98 0.97 0.98 [0.98 0.99 0.98

Gemma 3 4B MCQ 97.36 - -

Gemma 3 12B MCQ 97.78

Gemma 3 27B MCQ 97.80

SotA 98.3

Face Attribute Detection. A selection of representa-
tive results is presented in Table [5} with a comprehen-
sive per-attribute breakdown available in the Supplemen-
tary Materials. When compared to the baseline of the
convolutional neural network from the original CelebA
study [13]], the Gemma models, although not reaching
the same performance level, demonstrate comparable ac-
curacy across many attributes. The strengths and weak-
nesses of the models align with the baseline, with the
best performance in features such as Male and Bald,
and worst performances on attributes like Pale Skin and
Oval Face. Consistent with our findings in other tasks,
model scale does not consistently predict better perfor-
mance in attribute classification.

Comparison with MCQ. We compare our sequence-
based prediction approach with the MCQ format used in
existing benchmark evaluations [3} 4, 5]. The results are
reported side by side in Tables[2] Bl M} and [5] In the
face verification task, the MCQ approach tends to under-
estimate model accuracy, particularly for Gemma 3 4B,
where the discrepancy is more pronounced. Furthermore,
unlike our method, MCQ does not permit the definition of
a decision threshold, thereby preventing the computation
of threshold-dependent metrics such as EER and AUC.

For age estimation, unlike MCQ-based methods, our
approach predicts a continuous age value rather than a dis-



Table 5: Performance of Gemma 3 models and SotA system on the

CelebA face attribute detection task [[13].
Gemma 3 Models

Task Ours MCQ S(;;A
4B 12B 27B 4B 12B 27B L
Bangs 7456  76.08 26.59 | 5526 7049 37.46 | 95.00
Bald 97.34  97.83 9852 | 96.22 9245 93.08 | 98.00
Brown Hair 41.89 4500 5241 | 37.85 4352  49.39 | 80.00
Eyeglasses 90.58 9724 9786 | 84.65 9570 97.92 | 99.00
Goatee 9491 9575 9536 | 83.60 87.24 82.89 | 97.00
High Cheekbones  49.36  51.32  55.67 | 48.68 50.36 51.01 | 87.00
Male 98.83 9892 9895 | 98.82 9845 98.75 | 98.00
Oval Face 46.00 42.06 4249 | 3341 4476 46.99 | 66.00
Pale Skin 4037 5026 6631 | 25.74 44.09 46.96 | 91.00
Sideburns 9376 8575 8838 | 90.27 76.53 85.02 | 96.00
Wearing Hat 9732 97.09 95.10 | 9473 9443  86.57 | 99.00
Average 7428 76.00 76.83 | 6522 69.17 68.75 | 87.00

crete class label, enabling more fine-grained and robust
estimations. For this same reason, a direct comparison
is not possible: our method evaluates performance using
MAE, while the MCQ format can only compute accuracy
based on artificially binned age categories. Both meth-
ods exhibit best performance with the Gemma 3 12B, fol-
lowed by the larger 27B model.

In the gender estimation task, MCQ again slightly un-
derrepresents model performance, with the largest perfor-
mance gap again found in Gemma 3 4B. Similarly, in the
attribute classification task, MCQ yields lower average
accuracy scores across all models. These consistent gaps
suggest that MCQ evaluation may not fully reflect the po-
tential of VLMs. By requiring rigid instruction following
and selection from limited answer choices, MCQ intro-
duces additional complexity unrelated to the recognition
task itself, and this aspect hinders evaluation, especially
for smaller models (Gemma 3 4B).

6. Conclusions

This work introduced a methodologically distinct pro-
tocol for evaluating the biometric capabilities of VLMs,
designed to provide a more robust assessment by avoiding
the pitfalls of text-parsing and artificial data binning. By
applying this direct, probability-based evaluation to the
Gemma 3 model family, we have uncovered a nuanced
landscape of their true zero-shot capabilities.

Employing our methodology, we present an evalua-
tion of the Gemma 3 family of VLMs across a diverse
range of biometric tasks in a zero-shot, prompt-based in-
ference setting. Our analysis indicates a mixed landscape

of capabilities, highlighting both promising avenues and
challenges for current VLMs in the biometrics domain.
The Gemma 3 models, particularly the larger 27B variant,
demonstrated strong zero-shot performance in face verifi-
cation on the LFW dataset and achieved remarkably high
accuracy in gender classification on AgeDB, approaching
the levels reached by specialized, trained models. Con-
versely, the models struggled with age estimation, exhibit-
ing high MAE and inconsistent predictions. Considering
face attribute classification on CelebA, while the Gemma
3 models did not match the SotA baseline, their perfor-
mance was comparable across many attributes.

A key finding of our study is the direct comparison
with the MCQ evaluation format. Our results consistently
show that the MCQ approach yields lower performance
scores, with the discrepancy being more pronounced for
smaller models. This suggests that MCQ evaluations in-
troduce confounding factors, such as the complexity of
rigid instruction-following prompts, which penalize mod-
els on aspects unrelated to their core biometric recogni-
tion ability. Our results suggest that the proposed scoring
approach allows for more accurate assessment of identity
retrieval performance and can be used to design future
prompt-tuning pipelines.

Future work will focus on extending this evaluation
protocol to other VLMs and investigating strategies for
integrating VLMs into biometric systems that require
lightweight and reliable solutions.
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