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Abstract

With the democratization of computational resources, organizations pay great
attention to recording the execution of internal procedures to improve the quality
of their services. Modern information systems track and record in-depth data
regarding activities performed within their business processes. The event data
describes the actual process performance along with several possible attributes.
Process mining stands as a set of techniques that leverage insights from event
data. With that, organizations can employ process mining-based approaches to
understand the processes’ behavior, increase the value of services, save resources
and improve execution time.

Given the multitude of tasks within process mining and the plethora of al-
gorithms and solutions, deciding which methods to apply is a complex effort.
Notwithstanding that process mining techniques have now achieved the maturity
level to cover the entire stack of the data science pipeline, from raw data to deci-
sions. On the one hand, stakeholders detain business and domain knowledge. On
the other hand, they often lack the technical expertise to guide choices. More-
over, many tasks require the application of a combination of several steps, i.e., a
pipeline. Designing a suitable pipeline becomes then a complex task, enhanced
by the fact that domain experts and technical experts are often not the same
people.

In this thesis, we propose a task-agnostic framework to automate the design
of process mining pipelines. Considering that there is no optimal pipeline for
every observable phenomenon, we start from the hypothesis that process behavior
might indicate which steps or algorithms are better suited. For that, we rely
on a meta-learning approach that maps the relationships between event data
and suitable solutions. The application of the proposed framework generates
two main contributions. First, given a business process (event log) and a task
(e.g., process discovery, trace clustering, anomaly detection), a user can retrieve a
pipeline recommendation that best matches the underlying process behavior. The
second byproduct of the framework is a systematic mapping of the relationship
between event log characteristics and optimal pipelines. This mapping provides
experts and data analysts with a solid foundation to better understand the task



at hand. That is an enlightenment of the correlation between the problem space
(event data), algorithm space (process mining pipelines), and performance space
(quality criteria).

We instantiated the framework in three different process tasks. Results indi-
cate that indeed there is a relationship between the different spaces since guided
recommendations overcome the current baselines. Therefore, showing the im-
portance of investigating guided solutions and that mapping the spaces can be
of interest to organizations. Moreover, we investigate which process features are
most decisive for each problem. The presented solution is also suitable for users of
different knowledge levels. When applying the framework, an inexperienced user
has data-based pipeline recommendations whereas an expert is provided with a
quantitative mapping that can be used to leverage the knowledge regarding the
process task.
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Chapter 1

Introduction

Data has become a commodity in the modern market. The immense value lies
in the power that data has in describing phenomena that can be measured by
devices. Examples range from customer behavior to natural disasters. Orga-
nizations are today the main concentrator of data considering that products,
services and goods are controlled and monitored by them. Since organizations
are driven by processes, often these processes are regulated by information sys-
tems. It follows that information systems are sometimes tailored to operational
processes, becoming more intertwined with organizations. Therefore, the intense
growth of available technological devices and software aligned with the capabil-
ity of recording these processes has given organizations an abundance of data.
Such data contains valuable information for organizations since they describe, to
some extent, the quality of executed processes. However, extracting insights from
the multitude of events collected in information systems is not a straightforward
task. More so, traditional data mining techniques are not directly applicable to
process data as there is a mismatch at the representational level, which impedes
a smooth adaptation.

Within the large field of computer science, Process Mining (PM) appears as
a data-driven discipline aimed at extracting insights from organizational data
[4]. This data is mainly characterized by the recording of activities executed in
business processes. There is a large spectrum of applications where event data is
relevant, ranging from logistics through management to supply chain. For that,
PM joins model-based analysis with data-centric techniques, i.e., providing a
bridge between observed and modelled behavior. PM then offers a set of ground-
ing knowledge to arrive into business process insights. This has an extremely
high value to organizations, which can then improve the quality of their services
and products, saving resources and time.

Given the nature of event data and the area where PM sits, the complexity
of PM applications and use cases is high. This is enhanced by the fact that PM
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aggregates knowledge from many different sources and fields. Therefore, in most
real applications, employing PM algorithms is a trial-and-error approach and even
experts have trouble to achieve interesting results. It follows that PM embraces a
plethora of tasks of very different essences. For instance, one might be interested
in learning the relationships between activities and visualizing them (process dis-
covery). Another example is correlating executions of real instances and the
modelled behavior, detecting deviances and anomalies (conformance checking).
Moreover, predicting the future behavior of an ongoing instance might lead to
resource saving (predictive process monitoring). Detecting similar behavior by
grouping related instances can improve the understanding of the underlying pro-
cess (trace clustering).

All these tasks, and others, require very different approaches and types of
algorithms to be solved. Moreover, in many tasks, not a single algorithm but a
set of algorithms performed in a particular sequence, i.e., a pipeline, is necessary.
Considering the complexity of PM tasks and event data behavior, correctly choos-
ing the appropriate pipeline is a complex task for both experts and inexperienced
users. This way, this thesis aims at founding a systematic approach for corre-
lating data behavior with optimal pipelines, releasing the burden from experts
and illuminating problem characteristics. The gains are manifold. Particularly,
with the mapping, one can get recommendations of pipelines that consider the
underlying behavior of the business process. Moreover, the systematic mapping
can serve as the basis to an in-depth study of event data behavior, descriptors,
optimal pipelines and quality criteria maximization.

1.1 Process Mining

The goal of Process Mining is to provide analysis that uses event data to extract
process-related insights, i.e., creating solutions that are specifically tailored for
business processes and their stakeholders. Broadly, PM techniques explore event
data aiming at modeling, monitoring, and enhancing process executions. There-
fore, the PM field supplies a collection of techniques that extract information to
improve organizational processes. PM connects knowledge from data science and
process science, that is, it emerges from the intersection between data mining
and Business Process Management (BPM). Data mining uncovers data patterns
through automatic methods, discovering underlying relationships, which leads to
meaningful advantages [5]. For that, it provides a set of techniques aiming at cre-
ating models that capture information from datasets. BPM focuses on managing
business processes to ensure consistent outcomes while improving their execu-
tion [6]. Therefore, BPM offers a range of methods to design, analyze, execute
and monitor business processes. The main issue is that BPM traditionally does
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not take advantage of the recorded data generated in the executions of the pro-
cesses. Therefore, PM lies in the middle by starting from a data-driven approach
to extract valuable organizational insights. Thus, PM takes advantage of logs
recorded by modern information systems to analyze processes in a bottom-up
fashion, producing insights based on the data produced by the actual execution
of the business processes.

Considering the existing background, PM analysis starts from the event log
data. Table shows an excerpt of an event log related to an emergency room
treatment [7]. This real-life event log contains information of the sepsis treatment
process in a hospital. In this research, we presume that an event log refers to a
single business process. Each row in the table represents an event. The event
records the execution of an activity at a given time. Moreover, each activity
belongs to a unique process instance, known as the case. This means that each
patient has its own case identifier and all activities executed in the treatment
belong to the same case. Although in this example activities are atomic (i.e., they
contain only one timestamp), some event logs record both the activity’s starting
and completion timestamp. Furthermore, events may comprehend additional
attributes, such as resource and cost in this example. Resource is associated to
the actor executing the activity whereas the cost bring the associated value of
each activity execution. It is important to note that activity, timestamp and case
identifier are obligatory elements required for PM analyses. Other attributes do
contribute for better insights, but they are not necessarily required for traditional
PM tasks.

A fundamental concept in the PM domain is the trace. The trace refers to
the sequence of activities from a single case. For instance, case’s A trace is: (ER
Registration, ER Triage, ER Sepsis Triage, Leucocytes, IV Antibiotics,
Release A). All the possible trace sequences extracted from an event log is
known as trace variants. This means that multiple cases might produce the same
trace (i.e., they contain the same trace variant), a common characteristic of event
logs. It is also possible to observe that cases A and B have the same subtrace
in the first four activities: (ER Registration, ER Triage, ER Sepsis Triage,
Leucocytes). With that, some patterns can already be identified. Considering
this small example, David seems to be in charge of ER Registration, while
ER Triage can be performed by different actors. In terms of cost, ER Sepsis
Triage requires more from the organization than other activities types.

1.2 Motivating Example

Although Table reproduces only a tiny portion of an event log, it is already
notable the challenge of creating analysis derived from event logs. This is due
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Table 1.1: Example of an event log. Each row of the table represents an event, i.e.,
the execution of an activity at a given time. Moreover, each event is associated
with a specific process instance (case) and may contain additional attributes (e.g.,
resource and cost).

Case | Timestamp Activity Resource | Cost
A ER Registration | 2014-10-22 11:15:41 | David 10
A ER Triage 2014-10-22 11:33:37 | John 20
A ER Sepsis Triage | 2014-10-22 11:34:00 | Annie 40
A Leucocytes 2014-10-22 11:37:00 | Mark 15
A IV Antibiotics 2014-10-22 11:58:47 | Mark 15
A Release A 2014-10-22 14:03:47 | Susan 10
B ER Registration | 2014-10-22 18:05:11 | David 10
B ER Triage 2014-10-22 18:13:17 | Mary 30
B ER Sepsis Triage | 2014-10-22 18:24:28 | Annie 40
B Leucocytes 2014-10-22 18:28:00 | Mark 15
B CRP 2014-10-22 18:30:00 | Mark 25
B IV Liquid 2014-10-22 18:48:47 | Mark 20
B Release B 2014-10-22 21:08:57 | Susan 10

to the level of granularity within business process data. That is, event logs
aggregate information from several complementary layers (event, trace, log), and
extracting insights from this type of data is not straightforward since one needs
to acknowledge the relationships between the different layers. This mismatch
at the representation level is what hampers the application of traditional data
mining techniques. Moreover, they lack the understanding of the business process
concept, being, then, unable to correctly map process elements.

Stakeholders would be interested in visualizing the relationships between the
activities within the treatment process. For that, a data-driven extraction of
the model representing the process is possible by applying discovery techniques.
Figure shows the discovered model when submitting the event log to the
Inductive Miner (IM) algorithm [I]. As we can see, the discovered model is
not very complex although it makes extensive use of hidden transitions. The
stakeholders are then able to visualize which activities relate to one another,
identify common paths, and have a broad view of how the business process is
executed in practice. However, this analysis is based on the model discovered by
a specific algorithm, which contains its own heuristics and biases. Using the same
event log, we extracted its model using the Heuristic Miner (HM) algorithm [2]
(Figure . Clearly, both models differ reasonably in many aspects, with HM’s
being more spaghetti-like [4].
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Figure 1.1: Example process model discovered with the Inductive Miner algo-
rithm [1].

Figure 1.2: Example process model discovered with the Heuristic Miner algorithm

[2].

In terms of quality, measuring the model’s appropriateness is not a simple task
[8]. For instance, IM’s model produces a fitness of 1, whereas HM’s results in
0.54. In practical terms, this means that IM’s model is capable of replicating all
observed traces from the event log in the model. Positions change when consid-
ering precision, with HM reaching 0.96 and IM staying at 0.19, meaning that the
IM model allows for much behavior not seen in the log. The more performance
measures we consider, the more complexity we add to understanding which model
is more appropriate. Therefore, depending on the dimensions to be optimized,
the algorithms that offer the best performance, in terms of model quality, are
different [§]. As shown by Weerdt et al. [9], there is a considerable performance
complementarity between discovery algorithms because they perform differently
depending on the scenario. Moreover, it has been demonstrated that event log
characteristics (i.e., the underlying business process behavior) impact the model
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quality [8, [10].

Augusto et al. [II] also studied the relationship between input and output
quality for the discovery task. For that, the authors survey current log complexity
measures that are directly extracted from event logs, that is, without any prepro-
cessing step. Considering the main gaps of such metrics, the authors propose a
new one based on graph entropy. The main focus of the experimental analysis was
to relate log complexity metrics with the quality of discovered models. In total,
three discovery algorithms were used. The correlation between the complexity
measures and the quality metrics of process models is measured through statisti-
cal tests. The main limitation with the analysis is that algorithms are taken out
of the loop, that is, the only studied relationship is between log complexity and
model quality. For instance, for one algorithm, a complexity metric C'M; is cor-
related with quality measure (QM;. For another algorithm, the same pair (C'M;
and QM;) may not be identified, and other pairs could be found. However, one
must consider that the algorithm plays a major role in output quality because
a technique may better fit an event log considering its behavior. Therefore, re-
moving the algorithm makes the analysis simpler but shallower at the same time.
Since algorithms may leverage the output quality, it is interesting to map which
algorithms better solve a task considering the data behavior.

Another similar situation is studied in the trace encoding problem [12]. Bar-
bon et al. [I3] evaluated several encoding methods in the context of anomaly
detection. The authors fixed the algorithm configuration to detect anomalies and
changed the encoding step. This study reveals that different encoding techniques
are better suited for different event logs, i.e., data behavior also plays a major
role in the pipeline. Therefore, there is no better encoding method. Instead, an
event log may be better matched with an algorithm or another. This conclusion
can be extended to PM pipelines, meaning that each step of the pipeline affects
the output quality (i.e., performance) in conjunction with data characteristics.

1.3 Problem Statement

PM is becoming more complex, i.e., more tasks are being explored, and their
pipeline compositions have grown in terms of steps. Moreover, Machine Learn-
ing (ML) has started to play a crucial role in research and industry. With the
upcoming adoption of intelligent solutions in many applications, the difficulty of
correctly applying process science is challenging even for experts. Considering
the mismatch at the representation level, most ML applications in PM require a
data translation step, which increases even more the problem complexity. There-
fore, considering the algorithm selection problem (which here is extended to the
pipeline design problem), one needs means to validate the design choices.
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Addressing this issue, Mendling et al. [I4] stated that internal validity is
an important concern of research design. A design is internally valid when the
manipulation is causally responsible for an observed effect. Regarding evalua-
tion, external validity concerns the problem of variability in the real world which
cannot be completely captured by evaluation data. Therefore, it is vital to guar-
antee that input data (the problem space) is representative of a realistic range of
to-be-expected behaviors. Finally, the last relevant concern for this work regards
logical validity, which refers to the reason why a certain hypothesis is valid. In
other words, being backed by a theoretical justification is essential to achieve
the rationale for the expected effects of the hypothesis application. Considering
the current design problems and applications, we propose two main Research
Questions (RQ) that are investigated throughout this thesis:

e RQ1: to which extent can the design of PM pipelines be automated?

e RQ2: s there a relationship between process behavior, PM pipelines and
performance?

Answering RQ1 implies studying the relationships between the algorithms
composing a pipeline to verify if specific combinations are more effective than
others. Therefore, a positive answer to RQ1 is essential to RQ2. For exam-
ple, event log characteristics may guide the choice of the appropriate discovery
technique since high-level log descriptors can support the identification of the
best discovery algorithm [I5]. In particular, it will be of interest to verify which
conditions, e.g., log complexity or noise level, and requirements, e.g., real-time
response or quality measures, impact the optimal pipelining of PM techniques.

Clearly, our work will not be able to exhaustively address all the possible
relations between all possible PM techniques or design requirements. However, we
aim to introduce a novel methodology for studying these relationships, thoroughly
investigating some scenarios and using a reproducible method. A framework for
executing experimental analysis will also be delivered. A practical side of our
work is providing recommendations on the effective design of PM pipelines that
can be exploited in training programs for specialists or in recommender systems.
A byproduct of the approach is the systematic mapping between different spaces
that compose the problem and the performance of algorithms and pipelines. This
mapping can then be used to enlighten the characteristics of processes that affect
the performance of PM pipelines given a task. Thus, answering RQ2.

1.4 Contributions and Outline

This thesis investigates to which extent it is possible to automate the design of
PM pipelines for any given task. For that, we develop a systematic approach to

20



map different spaces from event data to optimal pipelines. The first and most
clear contribution is providing an abstract framework able to recommend PM
pipelines. It is important to note that the framework can be instantiated for
any given task within PM. Secondly, the mapping supported by the framework
provides means to study the problem characteristics and which factors influence
the performance, enhancing the contributions provided by this study.

We address the internal validity problem by using a large set of real and syn-
thetic event logs representing a wide range of possible to-be-expected behaviors.
Although it is not possible to exhaust the variability inherent to the real world,
we demonstrate that these event logs are a solid representation of business pro-
cess behavior. External validity is a challenging issue since there are no other
comparable applications. However, we set baseline performances that simulate
both experts and inexperienced users. Furthermore, the logical validity is ad-
dressed in the foundations of the framework, which is built upon the theoretical
study of the algorithm selection problem.

Regarding the remainder of this document, Chapter [2] lays the theoretical
grounds mainly connected to business processes and ML. Chapter |3| raises a dis-
cussion about the data science pipeline in PM and demonstrates the complexity
of choosing a proper algorithm for a given task. Then, Chapter {4| presents the
proposed solution in detail with a special focus on each step of the framework.
Chapters [o] [6] and [7] explore instantiations of the framework for crucial tasks
within PM: anomaly detection, process discovery, and trace clustering. For each
application, we explore the recommendations performances and the characteris-
tics of event logs that are decisive to achieve optimal solutions. The document is
concluded in Chapter [
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Chapter 2

Preliminary Notions

This chapter aims to present the main concepts which are central for this thesis.
Hence, we provide notions related to event data and how it is organized. Then,
PM is formally presented and its main areas discussed. Furthermore, definitions
of the algorithm selection problem and Meta-learning are described.

2.1 Event Data

Process Mining differentiates itself from other business analyses by using the event
data as a starting point to extract insights. Event data is recorded by information
systems maintained by humans and machines. An information system records
the execution of a business process, including properties and attributes related
to them. The event is the pillar of event data as it represents the lowest possible
level of process granularity [16]. Therefore, during the execution of activities
within a business process, an information system records the event containing
information regarding such activity.

The event may contain three obligatory attributes: the activity executed,
when it was performed and to which process instance it refers. The activity name
comes from the pool of possible activities related to a process. The execution
date and time need to be recorded because a process is time sensitive, i.e., the
execution order influences the analysis and insights obtained. Finally, the process
instance (case) indicates to which process execution the activity is related. The
event may record multiple additional information, such as the resources used, the
actor, associated costs and others. The group of events belonging to the same
business process is referred to as the event log.

Definition 1 (Event, Attribute, Case, Event log [17]). Let ¥ be the event uni-
verse, i.e., the set of all possible event identifiers. ¥* denotes the set of all
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sequences over Y. Events may have various attributes, such as timestamp, activ-
ity, resource, cost, and others. Let AN be the set of attribute names. For any
event e € X and an attribute A € AN, then #,(e) is the value of attribute A
for event e. Let C' be the case universe, that is, the set of all possible identifiers
of a business case execution. C' is the domain of an attribute CASE € AN. An
event log L can be viewed as a set of cases L C X*, where each event appears only
once in the log, i.e., for any two different cases, the intersection of their events
18 empty.

A case contains the sequence of activities executed in that instance. This
sequence is also referred to as trace. Different cases may share the same trace,
i.e., have the same activity sequence. Each unique trace is considered a variant
of the process. Therefore, a process may contain one or multiple trace variants
with different frequencies.

Definition 2 (Trace, Subtrace [I7]). A trace is a non-empty sequence of events
t € X* where each event appears only once and time is non-decreasing, i.e. for
1 < i< g < |t]:t(i) # t(j). With abuse of notation, we refer to the activity
name of an event #qcuvity(€) as the event itself. Thus (a,b,d) denotes a trace
of three subsequent events. An event can also be denoted by its position in the
sequence as e; with e, the last event of a trace. A trace can also be denoted as
a function generating the corresponding event for each position of its sequence:
t(i = n) — (€i,...,en). A subtrace is a sequence t(i — j) where 0 <i < j < n.

Given an event log L, its behavior is the set of traces that are required to
represent all the cases in L [17].

Definition 3 (Event log behavior [I7]). An event log L can be viewed as the
multiset of traces induced by the cases in L. Formally, L = {t|3c; € L,c;i(i —
n) = t(i — n)}. The behavior of L can be viewed as the set of the distinct
elements of L, formally B = support(L).

Encoding event logs bridges the gap between PM and data mining. That
is, once the different log granularity levels are condensed into an n-dimensional
numerical feature space, the combination with traditional data mining techniques
is facilitated.

Definition 4 (Encoding [I8]). Let an event log L, encoding is a function f. that
maps L to a feature space, i.e., f,: L — R"™ where R"™ is an n-dimensional real
vector space.

Complementarily, an alternative way of projecting the event log to a multi-
dimensional space is by extracting features that describe the log behavior.
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Definition 5 (Event log features [19]). Let SF be a set of statistical functions
(e.g., mean length) and RL be the set of process representational levels of L (e.g.,
event, case, and event log). PF = SF X RL is the set of process features, i.e.,
the cartesian product of functions and representational levels.

2.2 Process Mining

The intense growth of available technological devices and the capability of record-
ing data produced by such devices give organisations an overabundance of data.
The immense quantity of stored data contains valuable information for organisa-
tions, and the PM field provides a collection of techniques to extract insightful
information so that institutions can improve their processes. In a broad per-
spective, PM is the area interested in exploring process-related data aiming at
modelling, monitoring and enhancing processes.

PM comes from the intersection of two traditional areas: data mining and
Business Process Management. Data mining is the process of discovering patterns
in data by performing automatic (or semiautomatic) methods. The discovery
of underlying data relations must lead to an advantage and be meaningful [5].
Furthermore, data mining provides a set of techniques that aim at creating models
and extracting information from datasets. BPM unites process knowledge for
the design, configuration and monitoring of business processes to improve the
performance of processes inside organisations.

Since process-related data is structured differently from usual data mining
datasets, traditional methods cannot be readily applied to event logs. At the
same time, BPM techniques fail to provide intelligent and automated data anal-
ysis because BPM analysis starts from an expert’s knowledge and not from data.
Thus, PM merges knowledge from these areas to provide an insightful analy-
sis based on event logs. The aim is to discover, monitor and enhance business
processes by extracting knowledge from event logs [4].

Furthermore, PM contains three main tasks. Process discovery focuses on
the extraction of a model using only event log information. There are several
proposed algorithms for discovering a model [20} [1, 21, 22, 23]. Discovering
methods need to abstract the connections between process activities to be capable
of building a model that represents several behaviors such as concurrency and, at
the same time, deal with noisy data. Conformance checking compares an event
log and a model from the same process to check deviations between the model and
the log [24]. When finding deviations, conformance algorithms also may provide
metrics to measure such deviations. For instance, finding a process instance that
does not conform to the model is an indication of a possible anomalous instance.
However, if most of the process instances from the event log do not conform to
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the model, then the model is probably outdated and does not represent the log
correctly. Process enhancement deals with the improvement of the process model
using information from the event log. The enhancement may either repair the
model by correcting it or extend the model by updating it with new information
extracted from the log.

All three tasks of PM share the same principle, that is, they all use the event
log as the starting point. Moreover, the tasks correlate among themselves, e.g. a
process discovery algorithm may provide a model which can later be conformed
and enhanced.

2.2.1 Process Discovery

The process discovery task aims at creating a model that represents the relation-
ships between activities executed within a business process. There are various
perspectives that combined describe the history of the process such as control-
flow, resource, time, data, among others. In this work, we focus solely on the
control-flow perspective, which is dedicated to understanding the process from
the activities relationships.

Definition 6 (Process discovery [17]). An event log L can be viewed as the mul-
tiset of traces induced by the cases in L. Formally, L = {t|3¢; € L, c;(i — n) =
t(i — n)}. The behavior of L can be viewed as the set of the distinct elements
of L, formally B(L) = support(L). Given a process model M, we refer to its
behavior Bay as the multiset of traces that can be generated by its execution. A
process discovery algorithm constructs a process model from an event log and can
thus be seen as a function § : L — M|B(L) = Bu.

The output of a discovery algorithm is the process model. Thus, models can
be used to analyse and be acted upon.

Definition 7 (Model [4]). A model M is a subset of the universe of activity
sequences.

For that, BPM offers a plethora of modelling notations, such as Petri Nets,
Transitions Systems, Workflow Nets, YAWL and BPMN [4]. In this work, we
have chosen to use Petri Net (PN) as a model to represent processes because
PNs are a frequently used model for business processes, being one of the oldest
and best-investigated process modelling languages [4]. Also, PNs notation is
intuitive and at the same time several analysis techniques can be used with them
[25], 26, 27].

A PN is a bipartite graph of places and transitions connected by arcs, which
is capable of describing concurrent, asynchronous, distributed, parallel, non-
deterministic, and stochastic systems [28]. This way, PNs can represent causal
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dependencies in sets and systems with different levels of abstraction while also
verifying systems properties [29]. Furthermore, since PN models are powerful yet
intuitive, one can easily apply an analysis technique. PNs relate to event logs in
the way that process discovery algorithms consume event logs to produce a PN
that represents the model. It is worth noticing that different discovery methods
may produce different PNs, meaning that there is no gold standard PN for an
event log since several ways of building relations within the process exist.

2.2.2 Conformance Checking

Conformance checking aims at correlating events in the event log to activities in
the process model. This comparison detects discrepancies between observed and
modeled behaviors, which is important for business auditing [4]. On one hand,
with conformance methods, one can extract performance measures that quantify
the quality of the process model. On the other hand, event logs can be replayed in
the model to detect deviations. By performing business alignment, the distance
between the information system, the real business process, and the organization
is minimized.

Depending on the application and the goals involved, the interpretations of
non-conformance between model and log can be different. For instance, in a de-
scriptive model, discrepancies commonly indicate that the model does not com-
pletely capture the reality recorded in the event log. For normative models, the
discrepancies might be either desirable or undesirable deviations. The interpre-
tation of these deviations is then in the hand of stakeholders.

There are traditionally two approaches for conformance checking. Token re-
play and alignments. For token replay, given a model traces are replayed into
it to obtain values measuring its conformance [30]. More specifically, the values
accumulated at each step are the number of tokens correctly consumed (c), the
number of tokens correctly produced (p), the number of missing tokens to exe-
cute the event at the next step (m), and the number of unconsumed tokens after
the last event execution (r). Thus, the final measure defined by the trace-replay
metric is given by fitness = 3(1 — 2) + 3(1 — =) All the produced values,
(c,p,m,r, fitness), are used as the feature vector of a given trace.

Token-based replay allows the identification of fitting and non-fitting cases.
However, there are several problems such as high fitness values for non-conforming
event logs, being limited to PNs, and not providing alternative paths through
the model [4]. Alignments were proposed to overcome these issues by providing
a more detailed diagnosis. The alignments compare process model and event log
and relate the trace to valid execution sequences allowed by the model [31]. An
alignment is a sequence of moves that can be synchronous, model-dependent,
or log-dependent. It is also important to note that more than one alignment
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between the log and model is possible and techniques aim at finding the optimal
one.

A limitation of conformance checking techniques is the need for a process
model. That is, in many applications, there is no gold process model. A common
solution is using a discovery algorithm to create a model. However, all posterior
analyses will be affected by the bias injected by the discovery technique, which,
in many cases, harms the analysis quality. Therefore, it is of interest to develop
approaches to detect deviations in a model-free manner, reducing the bias of
intermediate steps.

2.2.3 Anomaly Detection

In this work, we approach the anomaly detection problem as the finding of traces
that do not belong to the expected event log behavior. Let M be a process model
representing the event log and f a test function that indicates if a trace from a
log L is an instance of a model M. Thus, we can define the anomaly detection
problem as follows:

Definition 8 (Anomaly detection [32]). Let f : L — {R, A} be a test function

that evaluates if a trace is reqular (R) or anomalous (A). A trace is considered
anomalous if it can not be completely parsed by M. Thus,

Regular, if it can be replayed by M

ft) = { (2.1)

Anomalous, otherwise

2.3 Machine Learning

According to Murphy et al. [33], Machine Learning is composed of methods
to automatically detect data patterns. Then, using the uncovered patterns, the
leveraged models predict future data or perform other types of decision-making
under uncertainty. ML is traditionally divided into two types. Supervised learning
aims at learning a mapping from inputs (x) to outputs (y) given a labeled set
of input-output pairs D = {(z;,v:)}Y,. Here, z = (z1n, - -, %s,) is a set of
i instances (each one describing a phenomenon) composed of an n-dimensional
feature space, often referred to as features. The output (y) is associated with
the response variable, which is often categorical (y; € {1,---,C}) or numerical
(real-valued scalar). It is important to note that features describing = can also
be of categorical or numerical natures. In many scenarios, encoding techniques
are applied to convert categorical values into a numerical feature space. When y;
is categorical, the problem is defined as a classification problem. Otherwise, in
case y; is real-valued, the problem is known as regression. To learn the mapping
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from z to y, an algorithm is given a set of training instances associated with their
outputs, i.e., (z;,y;). With this, a supervised learning method creates a model
that correlates x and y. In the classification problem, given a new instance not
previously seen in the training data, the model can be used to predict to which
y the instance belongs. For regression, the model can predict the real value
associated with the instance.

While supervised learning techniques can rely on information about input-
output relationships, in unsupervised learning looks for patterns in data without
access to output information. Given only the inputs D = {;},, the goal is to
find interesting patterns in the data. Obviously, this is a more complex problem
since there are no hints about which patterns to look for. Moreover, there are
no clear performance metrics to be applied since there is a lack of target value
information. The most famous example of unsupervised learning is clustering,
where the aim is to divide the input into groups, i.e., clusters. Therefore, let K
be the number of clusters, the goal is to estimate the input distribution over the
number of clusters p(K|D). Given the group of clusters C' = (cy,- - -, ¢x), the
cluster ¢;, 1 < j <k, contains instances of z that are similar to each other.

2.4 Meta-learning

Meta-learning (MtL) is the area that studies methods that exploit meta-knowledge
to achieve models and solutions by adapting ML processes [34]. Meta-knowledge
is constituted by information extracted from previously executed tasks such as
descriptions, pipelines, and resulting models, among others. Often, the search
for the best model is also used as a basis for meta-knowledge, which can then be
leveraged to guide the search for better models. MtL aims to learn from the exe-
cution of past models (considering their performance) to model a target dataset
better. In general, MtL was referred to as the process of learning across tasks,
but recently it has been used more generally to mean meta-modeling, learning to
learn, continuous learning, and transfer learning.

MtL is connected with the algorithm selection problem formulated by Rice
[3]. In this work, Rice proposed to correlate dataset characteristics (in the form
of features) with algorithmic performance. The success of this approach in many
areas shows that the dataset behavior is a good predictor of the performance
of algorithms. Hence, the best-performing algorithm can be detected by the
exploitation of data characteristics. This means, of course, that features play a
crucial role in this problem and MtL systems heavily rely on them. Figure
shows the schematic roles of each space in the algorithm selection problem.

Definition 9 (Algorithm Selection Problem [3]). Let © € P be a problem in a
problem space, let f(x) € F be a function that extracts features from the problem
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x, let S(f(x)) be a function that selects the mapping between the problem space
to the algorithm space A € A, and let p(A,x) be a function that maps the per-
formance of an algorithm to the performance measure space, i.e., p € R"™ where
R"™ is an n-dimensional real vector space. Then, norm mapping is applied on
p to reduce R"™ to a one-dimensional value that indicates the final performance
of the algorithm. The goal is to determine S(f(x)) (the mapping of problems to
algorithms) that mazimizes the performance of the algorithm.

r € P x) € F Ae A
Problem Featul.re > flg‘egmture S(f(x)) > Algorithm

space extraction —_—— Select}on space

mapping A Performance
p( (I))V mapping

peR"
llp|]| = Algo- - Norm Performance

rithm performance ) mapping measure

space

Figure 2.1: Model for the Algorithm Selection Problem with features (extracted
from [3]).

Considering the above definition, we can then describe MtL accordingly:

Definition 10 (Meta-learning [35]). In traditional learning, the hypothesis space
Hy of a learning algorithm A is fived. Applying A to a data set described by F
produces a hypothesis that depends on the fixed bias embedded by the learner. Let
S be the space of all possible learning tasks, algorithm A can learn efficiently over
a limited region Ry in S that favors the bias embedded in A. The meta-learning
strategy is to learn what causes A to dominate over R4. Therefore, meta-learning
aims at mapping the relationship between the problem features and the algorithm
performance.

Moreover, the MtL problem is further divided into two parts [35]: (i) discover
the properties of the task in R4 that make A suitable for such region, and (ii)
discover the properties of A that contribute to dominate R4. Hence, a solution
to the MtL problem can suggest how to match algorithms with task properties,
producing a guided approach to the dynamic selection of algorithms. Therefore,
by applying meta-learning to the process discovery problem, we shine a light on
the algorithm selection problem for process discovery in PM.

The algorithm selection is not the unique problem that can be tackled with
MtL. A more recent advancement regards hyperparameter optimization, which
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given an algorithm and a dataset, the optimization problem is to find the best
hyperparameter settings of the given algorithm to model the target dataset [34].
Hence, it is possible to study the combined algorithm selection and hyperpa-
rameter optimization problem. This is a more complex task since it needs to
determine which algorithm to use (given a set) and how to tune its hyperparame-
ters. Finally, the previous construction can be extended to the pipeline synthesis
problem. Here, given a set of algorithms (each with its own hyperparameters),
and a target dataset, the task regards finding one or more algorithms to model a
target dataset. In this work, we apply our proposal for several tasks, arriving at
the pipeline synthesis problem. It is important to note that algorithm selection
is a discrete problem while hyperparameter optimization is defined on continu-
ous spaces. However, techniques for algorithm selection can be applied in the
discretized hyperparameters to solve the optimization problem.

We also highlight that in many scenarios the term Automated Machine Learn-
ing (AutoML) has been used. According to Guyon et al. [36], AutoML refers to
automating ML processes beyond model selection, hyperparameter optimization
and model search. In several applications, AutoML systems use experience from
previously seen datasets. Therefore, AutoML systens are also MtL systems and
their separation is rather subjective.
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Chapter 3

Integrating Machine Learning
and Process Mining

With more than twenty years of history [37], Process Mining techniques have now
achieved the maturity level to cover the entire stack of the data science pipeline,
from raw data to decisions [38]. To prepare process discovery or conformance
checking, event logs can be extracted, lifted, cleaned, segmented, profiled, and
encoded. To support decisions PM models and metrics foster predictions and
optimization procedures. ML algorithms are often integrated into PM pipelines to
support, among others, noise or anomaly detection, clustering, feature selection,
classification, and regression tasks. A consequence of this growth in the variety of
tools available is that designing a PM pipeline is becoming complex. Identifying
the best pipe of techniques to achieve the best results given a specific task and
a specific event log is challenging even for experts. The spectrum of algorithms
and concepts is larger and larger while the number of parameterizations among
interacting algorithms is combinatorial.

Moreover, the application of ML techniques for PM tasks is not straightfor-
ward due to the mismatch at the representational level. Most traditional ML is
built upon the hypothesis that data can be described in a tabular format, relat-
ing instances with their attributes in a direct manner. However, event data is
more complex than traditional datasets observed in data mining research. Zelst
et al. [39] demonstrates that data granularity is a complex issue in PM applica-
tions, and preprocessing techniques that transform the data to the correct level
of granularity are vital for PM pipelines.

Trace encoding, i.e., encoding the sequence of events in a case, is then a cru-
cial stage for any PM task [12]. Event logs incorporate multiple information such
as activity sequences, time spans, the dependency between activities or attribute
values, replaceability between activities or resources, concurrent or iterative be-
havior, and others [40], 41, [42 43] that can be hardly summarized in a single
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representation. A wide range of ML algorithms has filled the gap of pattern
recognition for comprehension and prediction within complex scenarios and in-
tricate event logs. However, ML algorithms can produce reliable models when
exploring a high-quality feature space representation. Also, better and more con-
sistent performances can be obtained from a suitable representation of a PM
problem.

Encoding transforms this information into a feature space enabling data pro-
cessing. In other words, an encoding procedure transforms implicit knowledge
into an explicit mapping that can support data processing operations such as
computing similarity between traces or predicting the next activity in a trace.
For this reason, the choice of the encoding method can drive the successful imple-
mentation of PM tasks. A bad encoding creates ambiguity, sparsity and complex
separation boundaries [44],[45]. A good encoding boosts performances by correctly
and effectively discriminating traces and the impact on computational costs.

We followed the assumption that measures of classification complexity can
support the quality evaluation of feature vectors produced by encoding methods.
The information related to the difficulty of separating the data samples into their
proper classes can reveal the quality of encoding methods. Also, the dimension-
ality and relevance of produced features can provide important insights into the
quality of commonly used encoding methods for PM problem representation. The
ML community has deeply discussed the relationship between data encoding and
the complexity of classification tasks. For example, Ho and Basu, in [44], stud-
ied several properties, such as class ambiguity, data sparsity, non-discriminative
features, and the intrinsic complexity of class separation boundaries.

Lorena et al. [45], grouped some of these properties to support measures of
complexity of the classification problems. The Maximum Fisher’s Discriminant
Ratio (F1) and the Volume of Overlapping Region (F2) were suggested to mea-
sure how effectively the feature vectors can separate classes. F1 uses the largest
discriminating ratio among all the dimensions provided by the encoding method,
indicating if the problem classes can be separable using this high-discriminant
feature. F2 is related to the overlapping intervals between the problem classes
[46]. The Average Number of Principal Component Analysis Dimensions Com-
pared to the Original Dimensions (T4) can be used for evaluating dimensionality
[45]. T4 computes the number of principal components that represents 95% of
data variability divided by the total number of dimensions obtained using an en-
coding method. High T4 values represent that more original features are needed
to represent the problem. On the other hand, low T4 values denote the presence
of irrelevant features.

As process data may be analyzed according to multiple perspectives, there ex-
ists a considerable amount of encoding techniques that could be applied to event
logs. Traditional PM goals, such as discovering a process model, require some
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level of abstraction to represent information, which can be achieved by encodings.
In process discovery techniques, relations from the log are extracted and trans-
formed into other forms of representations, such as directly-follows mappings [22].
Leontjeva et al. [43] presented a complex sequence encoder based on indexes and
hidden Markov models encoding. A last state encoding method was proposed
by Polato et al. [47] for time and activity prediction in processes. Inspired by
natural language processing research, Koninck et al. [41] applied word2vec and
doc2vec for representational learning in business processes. The authors adapted
these encodings to work on several business process layers, activities, traces, logs,
and models. Also using word embeddings to learn representations, Hake et al.
[48] combined word2vec and recurrent neural networks to label nodes in business
process models.

Recently, graph embedding techniques have been proposed to encode infor-
mation structured as graphs [49]. Graph embeddings have gained attention due
to graphs’ wide range of applications and the possibility to represent various
types of structures. Given this scenario, vector representations of graphs have
three main challenges: (i) choice of property: good representations should pre-
serve the structure of the graph and connections between nodes; (ii) scalability:
embeddings should capture data information regardless of graph sizes; (iii) di-
mensionality of the embeddings: find the optimal trade-off between vector sizes
and capability to encode behavior [49]. These techniques are suitable in PM
environments as graphs can represent business process models, where nodes and
edges are activities and directly-follows relations. A graph representation of the
business process can be compared to graph representations of the traces, similar
to traditional PM conformance-checking methods. Furthermore, graph embed-
dings open new possibilities for PM analysis, such as capturing graph structures
and finding similarities across different process models.

Nolle et al. [50] used autoencoders for the assessment of anomalies. Autoen-
coder is a class of neural networks trained to copy its input to an output that
preserves the input’s probability density function [5I]. For that, it learns the
input-output mapping ignoring the noise. The authors’” method consists of first
transforming the event log using the one-hot encoding technique. Then, the au-
toencoder is trained with back-propagation using the event log both as an input
and output label. However, the vector size increases linearly with the number of
activities, meaning that complex processes are encoded in huge dimensions. Also,
autoencoders involve relevant computational costs that limit their application.

Despite being widely discussed in the PM community [40, 41, 42, 43], to
the best of our knowledge, only one study explored the quality achieved by the
different methods proposed in the literature [13]. We consider the domain of
classification suitable to understand the quality of encoding methods since the
goal of the feature vectors is to distinctly represent the patterns extracted from
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event logs. Also, in a scenario composed of at least two distinct behaviors, it
is possible to define a solid proposal for the feature vector in the feature space
representation. Individually, the capacity to disjunct the patterns, the potential
to create a concise and meaningful representation, and even more, the computa-
tional costs in terms of accuracy, memory, and time provide foundations for the
quality of encoding methods.

In this work, Barbon et al. [I3] compared 10 different encoding methods rep-
resentative of both traditional PM methods, such as trace replay and alignment,
and methods producing highly informative but low-dimensional vectors such as
word and graph embeddings. These methods are compared against a classification
problem as it directly relates to well-known PM tasks such as trace clustering and
anomaly detection. More specifically, the classification algorithm was employed
to measure accuracy and time for the binary classification of event logs. The F1,
F2, and T4 measures were used to assess the quality of the compared encoding
methods. The classes to be identified were common PM anomalies (early, insert,
late, rework, and skip) with four different shares across five different scenarios,
analyzing a total of 100 event logs.

3.1 Encoding Techniques

For the analysis of encoding techniques, we limited the effort to the control-flow
perspective, that is, the selected encoding methods are pertinent to the analysis of
the sequence of executed activities. This way, all the employed encoding methods
capture the control-flow aspect of process logs. The input data is the event log
and, more specifically, the traces that can be retrieved. The goal of an encoding
method is then to transform traces into a numerical feature space by extracting
features from the problem. In other words, consider x an event log in the problem
space P, an encoding function f(z) maps the input data to a feature space F.
This transformation is applicable to completely ordered event data.

We included encoding methods that aim to convert data to a predefined for-
mat as a final goal. This way, we did not consider deep neural networks’ weights
as encodings since they are an inner product of deep learning algorithms, i.e.,
the network is not an encoding algorithm. Moreover, autoencoders were not con-
sidered due to their extremely high computational costs, making applications in
business processes difficult. The selected methods can be organized into three
main groups: trace replay and alignment, word embeddings, and graph embed-
dings. Table details the encoding methods we studied with their features,
types, and ranges.
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Table 3.1: Encoding method’s characteristics, produced features and their possi-
ble values.

Encoding Family Feature Type Range
trace is fit Boolean {True, False}
fitness Numeric [0, 1]
trace replay PM-based consumed tokens Integer [0, oof
remaining tokens Integer [0, oo
produced tokens Integer [0, oof
cost Integer [0, oo
visited states Integer [0, oo
alignment ~ PM-based queued states Integer [0, oo]
traversed arcs Integer [0, oo]
fitness Numeric [0, 1]
word2vec Text-based  n-dimensions” Numeric ]-o00, 00|
fasttext Text-based ~ n-dimensions” Numeric ]-o00, 00|
count2vec  Text-based  n-dimensions’ Integer [0, oo]
one-hot Text-based ~ n-dimensions™ Integer {0, 1}
tfidf Text-based  n-dimensions™ Numeric [0, 1]
hash2vec Text-based  n-dimensions” Numeric [-1, 1]
node2vec Graph-based n-dimensions” Numeric ]-o00, 00|
edge2vec Graph-based n-dimensions” Numeric ]-00, 00|

* . . . .
encoding vector size is determined by a parameter

k% . . . . .
encoding vector size is determined by the vocabulary size

3.1.1 Trace replay and Alignment

Most PM quality measures are based on conformance checking methods, which
aim at comparing a process execution to a process model [24]. Although their
main goal is producing an evaluation of distance between two objects (log and
model), the measures produced by conformance checking techniques can be in-
terpreted as features, i.e., an encoding. More specifically, we exploited two con-
formance checking algorithms to encode traces: trace replay and trace alignment.

Trace replay. These techniques replay traces into a model trying to consume
the executed activities according to the constraints imposed by the model. By
counting the missing and remaining activities, a measure of the conformance is
produced [31].

Alignment. These techniques also perform a comparison between a model
and a trace but directly relate a trace to the valid execution sequences, i.e.,
allowed by the model [3T]. Ultimately, an alignment can be seen as a sequence of
moves that can be synchronous if originated from both the model and the trace,
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model-dependent if originated from the model only, or log-dependent if originated
from the trace only. It follows that more than one alignment is possible when
comparing a trace to a model. Thus, the technique aims at finding an optimal
alignment, minimizing the number of model- and log-moves, which are measured
by a cost function.

3.1.2 Text-inspired Methods

Word embeddings are grounded in information retrieval and natural language
processing. Neural network algorithms are exploited to create highly informative
but low-dimensional vectors modeling the context in which words of a corpus
are inserted. Traditional methods create a statistical representation of tokens,
i.e., words, to quantify their importance in a document or collection of docu-
ments. More recent text encodings try to model the context in which words are
inserted, ranging from morphological to syntax features while relying on a consid-
erable amount of training data. We applied the following text-inspired encodings:
word2vec, fasttext, count2vec, one-hot, tfidf and hash2vec.

Word2vec. The word embeddings come from the weights of a two-layer neural
network created to reconstruct the linguistic context of words in a corpus [52].
This way, words appearing in similar contexts generate more similar encodings
than words present in different contexts. In the process domain, a trace can be
described by its sequence of activities, which can be treated as words in a corpus.
From this perspective, a trace is a sentence and a log is a text, i.e., a sequence
of sentences. Consequently, the trace encoding is the aggregation of its activities
encodings, which is obtained by their mean.

Fasttext. Fasttext represents each word as a bag of n-gram characters, trying
to capture the morphemes of a corpus. The final vector representation of a word
is, then, retrieved by the sum of its n-gram character representations [53]. Given
this construction, the method performs well in representing rare words and can
generate encodings for words that do not appear in the training data.

Count2vec. The count vectorizer is a simple way of encoding words by ac-
counting for their frequencies in a text document. This tokenization process
outputs a matrix of word counts. The length of the features is determined by
the number of unique words in the document. For this method, the event log
is interpreted as a document and the activity frequency regulates the resulting
feature vector for each trace.

One-hot. The one-hot encoding technique encodes categorical values in a bi-
nary representation. For that, it maps words into a binary value considering their
occurrence or not. Like count2vec, the number of dimensions linearly increases
with the vocabulary size, with the tendency to generate sparse features.

Tdidf. Term frequency-inverse document frequency (tdidf) is a traditional
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information retrieval metric aimed at capturing the importance of a word in
a document given a collection of documents. The term frequency weights a
term occurrence proportionally to its frequency in a document. The inverse
document frequency quantifies the importance of a term as the inverse function
of its occurrence across a collection of documents [54]. This way, tdidf is computed
by the combination of a term frequency and its inverse document frequency. The
encoded value increases as a word appear more frequently in a document but
decreases as its appearance increases in the set of documents.

Hash2vec. Tdidf creates a dictionary of words, which increases linearly to the
vocabulary size, often generating large and sparse representations. To overcome
this issue, hash2vec maps a feature into an index (word) using a hash function.
Then, word frequencies are computed based on previously mapped indices. The
technique allows a vector of a predetermined size, on the other hand, if a small
vector size is used, hash collisions, where different words are represented by the
same index, can take place [55].

3.1.3 Graph-inspired Methods

Graph embeddings emerged from the necessity of modeling more complex rela-
tions, such as entity links and long-term relations. Graphs are suitable for this
task due to their data representation format, enabling the exploration of nodes
and edges. We applied two versions of node2vec: one encodes the nodes, while
the other encodes the edges.

Node2vec. Built on top of word2vec, node2vec aims at encoding graph data
while preserving neighborhoods and structures. The low-dimensional node rep-
resentations are based on second-order random walks that propose a trade-off
between breadth and width searches, exploring neighbors and neighborhoods.
The flexibility of node exploration allows for a richer representation of diverse
neighborhoods. As in previous methods, we can retrieve an activity encoding
and group them to obtain a trace encoding vector.

Edge2vec. Edge2vec captures the links (edges) that connect nodes. For our
evaluation, this behavior is interesting as process models can be represented as
graphs. This way, by grouping the edges representations, we can generate another
encoding using the same method. Further, edge2vec is also capable of computing
encodings for non-linked nodes. Thus, a relation between two activities in a trace
that is not in the graph also has its unique encoding vector.
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3.2 Evaluating Encoding Methods for Process
Mining

This section presents the experimental setup, including the quality metrics used
in our experimental analysis. Moreover, an analysis and discussion aimed at
comparing trace encoding methods are developed.

3.2.1 Configuration

Since trace replay and alignment require a process model, we generated a model
using the Inductive Miner Directly Follows algorithm [21]. Process model and
encodings were extracted using the PM4Py libraryﬂ For word embeddings, we
used the Gensinf] library to compute word2vec and fasttext and the Scikit-learn
libraryﬂ compute the remaining encodings. For the graph embeddings, a graph
model is expected as input. Thus, we generated a directly-follows graph using
the event log to capture node and edge frequency. The encodings were extracted
with the node?vecﬂ library. For all encoding methods, the recommended standard
hyperparameters were used.

In our experiments, we computed F1, F2 and T4 measures using the pymfe
packagd’| using standard hyperparameters. Although multiple PM tasks could
exploit trace encoding, we drove our evaluation using a binary classification task
for anomaly detection. This is a basic supervised approach that can be easily
evaluated and whose connections to other tasks are well known. We used the
Random Forest classification algorithm [56] following the Scikit-learn implemen-
tation with standard parameters. The traditional holdout method was used to
divide the data into train and test sets, with an 80%/20% proportion. Each
classification was performed 30 times to compute a mean accuracy value, elim-
inating possible eccentric performances. Moreover, the meantime consumption
for the performed executions was computed. Finally, the authors used a set of
synthetic event logs composed of different degrees of complexity. These event
logs are presented in detail in Section [4.1]

3.2.2 Accuracy Performance

One of the main goals when choosing an encoding method is to support high
predictive performance. Figure presents the accuracy results (along with

"https://pmdpy.fit.fraunhofer.de/
Zhttps://radimrehurek.com/gensim/
Shttps://scikit-learn.org/stable/
‘https://github.com/eliorc/node2vec
Shttps://github.com/ealcobaca/pymfe

38


https://pm4py.fit.fraunhofer.de/
https://radimrehurek.com/gensim/
https://scikit-learn.org/stable/
https://github.com/eliorc/node2vec
https://github.com/ealcobaca/pymfe

their standard deviation) aggregated over the event logs of all the scenarios. Trace
replay and alignment methods obtained very similar results, an average accuracy
of 91.93% and 92.62%, respectively. The text-based family obtained average
accuracy varying from 88.72% (one-hot) to 94.16% (tfidf), with the latter being
the best performing text-based encoding. The best performances were achieved
with methods of the graph-based family. NodeZ2vec reached an average accuracy
of 94.18% while edge2vec obtained 96.08%, the best overall performance.
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Figure 3.1: Average accuracy obtained using all encoding methods across binary
problems related to anomaly detection (early, insert, late, rework and skip) af-
fected by four different levels of compromised samples (5%, 10%, 15% and 20%).

Trace replay and alignment methods rely on the comparison of an event log
to a model. Since the model is induced from the event log, anomalies may have
been modeled as normal transitions. Ideally, a model could be constructed from
a filtered event log, without anomalies. However, in reality, often event data
is not labeled, and manually detecting anomalies is a resource-consuming task.
Nonetheless, these methods produce the most interpretable features, easily under-
standable by process stakeholders. This characteristic has gained more attention
in data mining research, as black-box models may not offer sufficient basis for
their choices. Overall, the trade-off between performance and interpretability
plays an important role when applying trace encodings. Overall, it can be stated
that the trade-off between performance and interpretability plays an important
role when applying trace encodings.
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Text-based encodings present a wider range of performances. One-hot encod-
ing and count2vec appear with the worst results. Both methods are grounded in
word frequencies and fail to encode global information, such as accounting differ-
ences between traces in the same log. Besides, the ordering of the traces is lost
by these methods. This way, counting frequencies demonstrate to be a shallow
method that does not meet business process modeling requirements. Word2vec
and fasttexrt, which are more recent advancements in text processing, capture ac-
tivities context by considering their neighborhood. These methods allow for a
better overall trace description and, consequently, higher accuracy values. More-
over, fasttext performs slightly better than word2vec, probably a result of its
consideration of n-grams when encoding a word. HashZ2vec and tfidf are the
best-performing methods within this family. Both methods propose a frequency
analysis that also covers inter-trace behavior, i.e., global event log characteris-
tics. Even though these encodings do not consider the ordering, their performance
surpasses methods that capture context information.

This implies that trace context, i.e., activities neighborhood, from a text anal-
ysis perspective, is not so determinant as a descriptor when compared to weighted
frequencies. A possible explanation for the inferior performance obtained by
word2vec and fasttext is that these methods require a rich corpus for training
their models. The richest log, in the number of unique activities, only contains
103 words. This highly limits the capacity of capturing context information. In
most cases, the set of activities in a business process is considerably smaller than
the vocabulary of a document collection. This way, in the business process do-
main, modern word embedding techniques are not necessarily the best. Finally,
the length of the event log also plays a role in this performance since a higher
number of traces may increase the encoding quality of context-based methods.

The graph embedding family was the best performing for the classification
task. Node2vec and edgeZvec are built on top of word2vec, thus, the goal is also
to capture context information. Further, the graph structure is capable of rep-
resenting many complex behaviors. Therefore, their performance overcomes all
other families. Within graph embeddings, edge2vec displays an accuracy con-
siderably higher than nodeZvec. This happens because node2vec is limited to
encode node (activity) behavior only. On the other hand, edge2vec encodes the
connections, i.e., arcs, within activities, and long-term relations are captured.

3.2.3 Encoding Representativeness

The capacity to represent knowledge towards providing low ambiguity between
classes and reducing the inherent complexity of the problem guides a high-quality
encoding method. This capacity is achieved by constructing a short and highly in-
formative feature vector. In our experiments, we measured the Maximum Fisher’s
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Discriminant Ratio (F1), the Volume of Overlapping Region (F2), and the Ratio
of the PCA dimensions to the original dimensions (T4).

Using F'1, we can assess how informative the encoding methods are to separate
the classes of the analyzed problems. Figure presents a scatter plot of the
F1 values for all the encoding methods in the studied scenarios with the average
value indicated by the cross. The values that represent good quality are the lower
ones. From the F1 perspective, it is possible to observe trace replay, node2vec,
edge2vec, and fasttext as the methods with low overlapping of a single feature
in particular cases. Trace replay was the best encoding regarding this measure,
with an average F1 of about 0.96. This performance is expected as the method
can produce one highly informative feature (i.e., the fitness value), whereas other
methods distribute the captured behavior across features.
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Figure 3.2: Maximum Fisher’s Discriminant Ratio (F1) values, for the studied
scenarios. F1 measures the overlap in classes of the best-disjunct feature.

Encoding quality comparison can be performed by observing the overlapping
of the feature values distribution produced by each encoding method. This eval-
uation is supported by F2, where higher values refer to a higher overlap between
the classes. As Figure [3.3| shows, edge2vec averaged 0.14 of F2, achieving the
lowest metric value, i.e., the most disjoint representation. On the other hand,
alignment and one-hot encodings generated the most overlapping distributions.

Scenarios with high F1 and F2 values can lead to difficulties in choosing
a proper classification algorithm and even demanding hyperparameter tuning
to achieve accurate results in classification tasks. Conversely, low F1 and F2
values imply a broader set of algorithms and hyperparametrizations that can

41



discriminate the problem classes, hence, showing their limitation in projecting
different behavior in non-connected regions of the feature space.
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Figure 3.3: Volume of Overlapping Region (F2) of the feature values distributions
within the problem classes. Low F2 values imply low overlapping.

Some encoding methods depend on hyperparameters to determine their fea-
ture vector dimension. Using default values, we compared the relevance of dimen-
sions settled by each encoding method to describe most of the data variability
through T4. T4 takes advantage of the PCA projection of principal components
to identify the number of features capable of representing more than 95% of data
variability. The higher the T4 value, the more encoded features are needed to de-
scribe data variability, representing a concise problem description. Lower values
represent a waste of features to explain data variability (Figure .

Table[3.2[shows the T4 values of all encoding methods obtained in the different
scenarios. Graph embeddings obtained the lowest T4 values. Node2vec obtained
0.02, delivering feature vectors capable of describing the data variability with
few samples. On the other hand, trace replay and alignment presented vectors of
dimension closer to the original samples. Several word embedding methods build
feature vectors with adaptive sizes to better represent the problem. Among them,
tfidf was able to obtain competitive results, reaching an average T4 of 0.21. In
some scenarios, tfidf was superior to both trace replay and alignment.

Complex scenarios required higher dimensionality in the feature space. When
dealing with simple scenarios, a small number of features is required for all en-
coding methods. Thus, the demand for dimensions, i.e., larger feature vectors, is
strictly related to the problem’s complexity.
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Figure 3.4: Ratio of the PCA dimension to the original dimension (T4) of all
encoding methods. High T4 means more original features are relevant.

Table 3.2: Encoding methods dimensionality and T4 values (mean and standard
deviation)

Encoding Method T4 Dimensions
trace replay 0.18 (£0.04) 5
alignment 0.21 (£0.04) 5
word2vec 0.09 (£0.04) 100
fasttext 0.14 (0.07) 50
count2vec 0.18 (£0.10)  22-103*
one-hot 0.17 (£0.10)  22-103*
thdf 0.21 (£0.10)  22-103*
hash2vec 0.08 (£0.04) 128
node2vec 0.02 (£0.01) 128
edge2vec 0.03 (£0.03) 128

* encoding vector size is determined by the vocabulary
size

3.2.4 Resource Consumption

The time costs of an encoding method can directly influence its selection since
costly methods are prohibitive to real-life event logs with a huge volume of data.
In our experiments, we considered the time consumed during the classification
task. Figure[3.5]presents the time variation among all methods. Trace replay and
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alignment obtained similar results, with trace replay (0.258 seconds) being the
fastest and most stable method. Graph embeddings were the most time-costly,
with an average of 0.349 seconds. The edge2vec method, which uses edge infor-
mation, was the slowest, spending an average of 0.391 seconds. Text-encoding
family reveals to be faster, except for the word2vec method that required an av-
erage of 0.341 seconds and resulted in the most unstable, obtaining the highest
standard deviation (0.07 seconds).
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Figure 3.5: Average time required in the classification task for each trace encoding
across all scenarios.

It is important to note that concerning the time dispensed to perform the
encoding procedure, our results confirmed what is well-known in the literature.
Trace replay and alignment are time costly, mainly alignment [57], followed by
graph embeddings. The high cost of alignment is related to the multi-step ap-
proximation required to find an optimal alignment. Moreover, the alignment
procedure has a computational complexity that grows exponentially to the num-
ber of states and transitions, becoming impractical in most scenarios. On the
other hand, when dealing with graph embedding representations, node2vec gen-
erates random walks, which require several iterations (high time consumption).
Methods from the text-based family, such as one-hot and fasttext are less costly
and can be employed in tasks focused on light-weight processing, such as online
PM [17].

The memory consumed to store the data generated by each encoding method
was similar to the other performance measures, as illustrated in Figure[3.6] Trace
replay and alignment were the most memory-friendly encoding methods to store
all samples. In the text-based family, fasttext was the lightest method. The
highest memory use was required by hash2vec and graph embedding methods.
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An interesting observation relates to the variability in the feature space di-
mension outputted by a method. Count2vec, one-hot, and tfidf have a dynamic
number of dimensions, this is observed in terms of a variation in memory con-
sumption. Such behavior is because the encoding procedure depends on the
vocabulary size. More complex scenarios, i.e., logs with more unique activities,
require more encoding features and, consequently, more memory usage. However,
even by adapting their dimension, word embeddings are more demanding than
other methods.
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Figure 3.6: Average memory (in KB) required in the classification task for each
encoding across all scenarios.

3.2.5 Encoding Ranking

Figure presents a heatmap created by ranking each encoding method across
mean values of accuracy (Acc), time, F1, F2, and T4. For a concise and resource-
friendly encoding method considering just the classification task, we can take
advantage of the trace replay and alignment methods. Regarding F1 and F2
metrics, the graph embeddings present high performance, mostly with edge2vec
being the best and second-best in F1 and F2, respectively. This performance
demonstrates a great encoding capability proposed in this method. Moreover,
fasttext regularly ranks well in these two metrics, showing high informative and
quality encodings. Word2vec has the second-best F2 (low overlap between fea-
tures) while, at the same time, has the worst F1. This means that the encoding
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does not produce a unique, highly descriptive feature, and it depends on the con-
junction of its created features to encode behavior. Trace replay being the best
F1 demonstrates its capability of proposing one feature that describes well the
instance behavior.
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Figure 3.7: Ranking of each metric across all encoding methods. The rank ranges
from 1 to 10, where the best-ranked position is 1 and the worst-ranked is 10.

We need to emphasize that word and graph embedding families can reduce
time considerably by performing a feature selection procedure. Also, count2vec,
tfidf and one-hot can dynamically adapt the feature vector and word2vec, fasttext,
hash2vec, node2vec and edge2vec have their feature vector size according to user
definition. This means parameters for controlling the trade-off between compu-
tational time and accuracy are made available by most techniques. Additionally,
the complexity of the encoding process needs to be considered. Encoding genera-
tion is more time and resource-consuming than the classification task. This way,
methods such as alignment, which are known to be slow [57], have their applica-
bility hindered in most real situations. At the same time, medium performance
methods, such as fasttext and hash2vec, demand fewer computational resources.
This way, a trade-off between all the presented perspectives must be considered
when choosing an encoding for business processes.
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3.3 Discussion

The generated events recorded in event logs describe the process from different
perspectives when submitted to analysis. Several traditional PM tasks rely on
trace encoding to perform. Moreover, more recent goals, such as anomaly detec-
tion and business process monitoring, also require process data to be encoded.
These representations can be achieved with encoding techniques, which aim to
capture data behavior in a defined format and can be applied to several tasks,
e.g., process classification.

Comparing trace encoding methods across event logs depicting several sce-
narios with different levels of complexity may lead to a clarification of which
methods are better suited considering event log behavior. Considering the com-
plexity of produced encodings is a crucial element in choosing the most appro-
priate one. Three encoding family methods (trace replay and alignment, word
embeddings, and graph embeddings) exposed their main strengths along with
the capacity to provide reliable data representation. Trace replay and align-
ment encodings achieve a succinct representation of features leading to time and
memory-friendly methods during classification but lack aid to accurate results.
Graph embeddings produce high-accurate models delivering low overlapping rep-
resentation. However, graph-based methods are time and memory costly in the
classification task, as well as presenting the highest dimensionalities leading to
useful features. Finally, the word embedding family presented the largest group
of encoding methods. All of them exhibited singularities and important achieve-
ments, e.g., dynamic feature vector size, but no characteristic overcame a specific
method from the other families.

Overall, the experiments show that encoding significantly contributes to the
results of a classification algorithm. Also, a good encoding method can improve
the performance of a wide range of tasks without the need for tuning. These
experiments suggest that improper trace encoding can bring additional complex-
ity, obtaining a suboptimal performance. However, choosing the best encoding
technique is a complex problem. For instance, although edge2vec obtains the
overall best performance in F2 (see Figure , we noticed that this is not the
case for all event logs. The same follows for all complexity metrics analyzed.
Hence, such observation leads to a hint that process behavior plays an important
role in determining the quality of trace encoding. That is, not only the encoding
method choice is decisive but also the underlying distribution of trace comport-
ment impacts output capacity. Therefore, the choice of a proper encoding method
becomes a challenge.

This conclusion can then be extended to any PM task, i.e., the choice of an
optimal algorithm or pipeline should be taken considering also the event log be-
havioral complexity and the encoding method adopter to capture this complexity.
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Some algorithms may maximize quality in specific regions of the problem space.
Therefore, correctly mapping the event data space will lead to improvements in
applying pipelines to a given PM task.
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Chapter 4

Automating Process Mining
Pipelines

We investigate a solution based on Automated Machine Learning (AutoML),
which allows non-experts to achieve satisfactory results and experts to optimize
their tasks [34]. For that, we propose a Meta-learning (MtL) strategy to approach
the automation problem. MtL is the process of learning from the application of
various learning algorithms on different data, thus, solving the algorithm selection
problem by recommending the algorithm that produces the best performance for a
particular data set. Given the results of multiple configurations observed during
the training process, an MtL procedure recommends pipelines for new tasks.
We introduce a general framework where the observed configurations and tasks
are abstract objects that can be instantiated according to the specific scenario
one wants to study. Instantiating the framework means deciding descriptors,
hyperparameter tuning, algorithms, and quality assessment metrics to be used in
the MtL procedure. Figure [4.1]shows the abstract (non-instantiated) MtL-based
framework applied to PM.

Meta-Feature Extraction Meta-Database

3
‘ Log [Information Theory | Statistical Meta-Features

e 0og
Ea D e D s D s D
~ >
Meta-Target Definition

Technique 1
N oo AN G NN oc I EenTeeE Ranking P
function Ranked

\ Technique N

Meta-Learner

Meta-Model

N J

Figure 4.1: Overview of the proposed framework.

As observed in Figure 4.1, a set of event logs is required as input to the
framework. The more heterogeneous the data set, the better because different
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process behaviors are explored. Failing to create a representative group may
negatively impact the framework’s performance. The Meta-Feature Extraction
step aims at obtaining event log features, known as meta-features according to
MtL terminology. The challenge is to correctly capture log characteristics using
a representative set of meta-features, capable of describing the process behavior
from complementary perspectives. Furthermore, the feature extraction operation
should have a low computational cost, otherwise, extracting meta-features would
be more costly than testing all possible meta-targets. To this extent, based on
information theory, statistical, and PM feature extraction literature, we explore
meta-features capturing activity, trace, and log descriptors. The meta-features
cover several complementary perspectives, such as central tendency, statistical
dispersion, probability distribution shape, log structuredness, and variability,
among others.

The Meta-Target Definition step is the most volatile in the abstract frame-
work as its details depend on the task being studied. For instance, consider the
problem of selecting a process discovery technique, a set of discovery techniques
is applied to the event logs and, given a ranking function, the best discovery
algorithm is selected. In this scenario, the ranking function could simply be a
metric capturing the produced model quality. The ranking function can also be
a result of aggregated metrics using average or even user-based weights. During
the instantiation of the framework, one must consider the available techniques
for a given problem and a respective ranking function able to rate the output of
these techniques. This way, the meta-target definition step selects the appropriate
technique for each event log.

The results of the two preceding steps (meta-features and meta-targets) are
joined in the Meta-Database phase, resulting in a data set similar to traditional
ML applications, that is, a set of features describing instances and their asso-
ciated labels. Hence, a Meta-Learner (e.g., a traditional supervised algorithm)
can be fed using the meta-database. The meta-learner maps the relationships
between meta-features and meta-targets and produces a Meta-Model. Given a
new event log, the meta-feature extraction takes place to capture the process
behavior and the meta-features are submitted to the meta-model, which can, in
turn, recommend the most suitable technique for that event log.

4.1 Event Logs

Event logs contain information about the start and completion of activities, their
ordering, the resources that executed them, and the process execution to which
they belong. Event logs play a significant role in our approach because they
are the search space representation for creating our meta-database. Thus, we
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aim to build a highly heterogeneous set of logs capable of representing a wide
range of possible business process behaviors. Hence, the relationship between
business process characteristics and quality metrics can be better represented. It
is important to note that, differently from other data mining disciplines, there
exists a historical lack of available data in PM given that event logs contain
sensitive and private information.

The data collected contains both real and synthetic event logs. Regarding syn-
thetic event logs, the first set comes from the Process Discovery Contest (PDC)
202(11_-]. The PDC 2020 dataset explores a wide range of characteristics distributed
in 192 logs. The main behaviors are dependent tasks, loops, invisible and dupli-
cate tasks, and noise. Moreover, we extracted 750 event streams from [I7]. These
logs were built in the context of online PM with the goal of depicting drifting
scenarios, i.e., where a change in the behavior occurs while the process is acting.

Moving to synthetic labeled logs, we adopted two additional data collections.
The first group of event logs was initially presented by Nolle et al. [58] and repli-
cated in [59] and [60]. Six models were generated using the PLG2 tool [61]. PLG2
randomly generates process models representing several business patterns such
as sequential, parallel, and iterative control-flows. Moreover, PLG2 allows the
configuration of the number of activities, breadth and width, hence, providing
a complex set of models that capture diverse behavior. One additional pro-
cess model, P2P, extracted from [62] was added to the pool. Then, the authors
adopted the concept of likelihood graphs [63] to introduce long-term control-
flow dependencies. The likelihood graphs can mimic complex relations between
event-to-event transitions and attributes attached to these events. This way, the
control-flow perspective is constrained by probability distributions that coordi-
nate the model simulation. For instance, an activity may follow another given
a probability. Combining stochastic distributions with a set of process models
leverages the similarity between produced event logs and real-world logs. Four
event logs were simulated in each process model, generating 28 logs.

The final step added anomalies to the traces within the synthetic event logs,
which is a traditional practice in related work [64, 63]. We applied six anomaly
types for all event logs with a 30% incidence:

i) skip: a sequence of 3 or less necessary events is skipped;
) insert: 3 or less random activities are inserted in the case;
iii) rework: a sequence of 3 or less necessary events is executed twice;

early: a sequence of 2 or fewer events executed too early, which is then
skipped later in the case;

https://www.tf-pm.org/competitions-awards/discovery-contest
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v) late: a sequence of 2 or fewer events executed too late;
vi) attribute: an incorrect attribute value is set in 3 or fewer events.

The second group of synthetic event logs was proposed by Barbon et al. [I3].
The authors also used the PLG2 tool to create five process models representing
scenarios of increasing complexity (i.e., a higher number of activities and gate-
ways). Then, the process models were simulated using the Perform a simple
simulation of a (stochastic) Petri net ProM plug—inﬂ, producing 1000 cases for
each log. As a post-processing step, the same anomalies used for the previous
set of logs were applied in this set but with different configurations. The authors
implemented four anomaly incidences (5%, 10%, 15% and 20%). Moreover, the
dataset contains binary and multi-class event logs, meaning that some logs in-
corporate normal behavior and only one anomaly type (binary), and some logs
contain both normal behavior and all anomalies at the same time (multi-class).
The latter configuration is especially challenging given the higher complexity
since more behaviors are present in the same log. In total, this set contains 140
event logs. For all event logs, anomalies sit on the event level, but they can be
easily converted to the case level. That is, cases containing events affected by
any anomaly are considered anomalous cases.

The set of real-life event logs contains six logs from the Business Process In-
telligence Challenges (BPIC) [65], 66], the environmental permit [67], helpdesk
[68], and sepsis [7] logs. The final dataset contains 1119 event logs. Their main
characteristics are exposed in Table [f.1] As demonstrated in the table, the event
logs contain a significant behavioral variation because they contain several dif-
ferent anomalies (combined in binary and multi-class scenarios), injection rates,
and process characteristics such as diverse number of cases, events, and activities
that cover a variety of patterns. These characteristics support the creation of a
heterogeneous meta-database, increasing business process representability.

4.1.1 Exploring Data Distribution

To avoid concerns regarding synthetic data representativeness, we further assess
the distribution of log behavior compared to real event logs. For that, we ex-
tracted all meta-features (listed in Table of the synthetic and real event logs
plus the real business processes. Then, we applied a dimensionality reduction
technique, namely, the Principal Component Analysis (PCA) algorithm [69], to
visualize the event logs in the feature space. Figure presents the results of
the feature space reduced to two dimensions and populated by the event logs.
The union of the two Principal Component (PC) explains 85.05% of the data

Zhttp://www.promtools.org/doku. php
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Name Nature #Logs #Cases #Events #Activities Trace length +#Variants Labeled
PDC 2020 S 192 1k 6.7k-66k  14-36 3-300 503-1k No
Streams [17] S 750 100-1k  900-13.5k 15-16 2-83 22-204 No
Encoding [13] S 140 1k 10k-44k  22-406 1-50 383-1k Yes
Nolle et al. [58] | S 28 5k 28k-57k  25-155 1-15 513-1143  Yes
BPIC12 [65] R 4 5k-13k  31k-262k 7-24 2-175 17-4.3k No
BPIC13 [66] R 2 1k-7Tk 6k-65k 4 1-123 183-1.5k No
Env. permit [67] | R 1 1.4k 8.5k 27 1-25 116 No
Helpdesk [68] R 1 4.5k 21k 14 2-15 226 No
Sepsis [7] R 1 1k 15k 16 3-185 841 No

Table 4.1: Statistics describing our data set of event logs. For the Nature columns,
S stands for synthetic and R stands for real, i.e., the provenance of the event logs.

variance. Therefore, most distances in the higher dimension space are respected
after the dimensionality reduction. Figure 4.2| shows that the real event logs sit
close to the synthetic event logs in the feature space. Therefore, this analysis in-
dicates that the synthetic event logs are representative of real scenarios because
the logs sit in a similar region of the problem space. Moreover, the analysis also
highlights the different origins of the event logs. For instance, it is noticeable
that logs originating from the Streams collection are grouped in two identifiable
clusters. Logs from the Encoding collection are more spread in the feature space,
meaning that they incorporate a higher variability. Both logs from PDC 2020
and Nolle et al. [58] have medium variety, which is mostly captured by PC}.

A complementary mean of assessing data behavior is by measuring log com-
plexity. For that, we retrieved the complexities of all synthetic and real event
logs. The measure chosen was the normalized variant entropy, recently proposed
by Augusto et al. [11], and is based on graph entropy. According to the authors,
graph-based entropy is particularly suited for event logs as it captures size, vari-
ation and distance in an integral way. Figure presents the normalized variant
entropy distribution in the form of a boxplot. The red dots refer to the real event
logs. As we can see, groups of logs spread accross the x-axis. The complexity
score for real event logs is similar to the synthetic logs, reaffirming the suitability
of synthetic business processes.

4.2 Characterizing Event Logs (Meta-features)

According to the Definition [9] this step maps the problem space to the feature
space by extracting features from each instance of the problem, i.e., applying the
function f(x) € F. A challenge in our approach is to correctly capture the process
behavior using a representative set of descriptors. For that, we propose a large
set of features that capture complementary aspects of the event log behavior.
This means considering the granularity within event log data and how different
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Figure 4.2: Reduced feature space after applying PCA. Meta-features capturing
log behavior are extracted from both real and synthetic event data. The image
highlights the different natures (real or synthetic) and origins of the event logs.
It is observable that real event logs populate the same region in the feature space
as the synthetic ones.
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Figure 4.3: Boxplot representing the normalized variant entropy extracted from
all event logs. Red dots represent the real event logs.
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layers relate to one another. The proposed features have an extensive range of
complexity, meaning that some are very simple (e.g., number of traces) while
others are more complex (e.g., entropy measures). The idea of a broad set of
features is to provide the meta-learner with the most information possible. The
task of selecting proper meta-features to infer a model is then the following step
performed by the meta-learner.

For trace level descriptors, trace lengths and variants were used as indicators
of process complexity. Regarding the trace lengths, we extracted 29 descriptors:
minimum, maximum, mean, median, mode, standard deviation, variance, the
25th and 75th percentile of data, interquartile range, geometric mean and stan-
dard variation, harmonic mean, coefficient of variation, entropy, and a histogram
of 10 bins along with its skewness and kurtosis coefficients. Based on trace vari-
ants, we extracted additional 11 features: mean number of traces per variant,
standard variation, skewness coefficient, kurtosis coefficient, the ratio of the most
common variant to the number of traces, and ratios of the top 1%, 5%, 10%,
20%, 50% and 75% variants to the total number of traces. To capture the fea-
tures at the activity level, we selected three groups: all activities, start activities,
and end activities. For each group, we extracted a set of 12 descriptors: number
of activities, minimum, maximum, mean, median, standard deviation, variance,
the 25th and 75th percentile of data, interquartile range, skewness, and kurtosis
coefficients.

For log level descriptors, we obtained the number of traces, unique traces, and
their ratio, along with the number of events. Recently, entropy measures were
proposed in the context of business processes to capture log variability and to
identify whether the log is better suited to declarative or imperative mining [10].
Consequently, these metrics measure log structuredness, a very relevant descrip-
tor of log complexity. The entropy measures are further divided into four groups:
in-trace frequency, language-inspired, dynamic systems, and molecular structural
analysis. This way, we extracted 14 entropy measures: trace, prefix, k-block dif-
ference and ratio (k € {1,3,5}), global block, k-nearest neighbor (k € {3,5,7}),
Lempel-Ziv, and Kozachenko-Leonenko. Table 4.2 exposes the extracted meta-
features and their corresponding groups. In total, the 93 extracted features cover
several complementary perspectives, such as central tendency, statistical disper-
sion, probability distribution shape, log structuredness, and variability, among
others.

4.3 Poll of Techniques (Meta-targets)

The second step in the framework is related to detecting which meta-targets are
more suitable for a given event log. It is important to notice that the poll of
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Table 4.2: Meta-features extracted from event logs. This set of meta-features
aim at capturing several complementary levels of business process’ behaviors.

Family # Number | Name

all activities 12 number of activities, minimum, maximum,
mean, median, standard deviation, variance,
the 25th and 75th percentile of data, interquar-
tile range, skewness, and kurtosis coefficients
start activities 12 number of activities, minimum, maximum,
mean, median, standard deviation, variance,
the 25th and 75th percentile of data, interquar-
tile range, skewness, and kurtosis coefficients
end activities 12 number of activities, minimum, maximum,
mean, median, standard deviation, variance,
the 25th and 75th percentile of data, interquar-
tile range, skewness, and kurtosis coefficients
trace lenght 29 minimum, maximum, mean, median, mode,
standard deviation, variance, the 25th and 75th
percentile of data, interquartile range, geo-
metric mean and standard variation, harmonic
mean, skewness, kurtosis, entropy, coefficient of
variation, and a histogram of 10 bins along with
its skewness and kurtosis coefficients

trace variants 11 mean, standard variation, skewness coefficient,
kurtosis coefficient, the ratio of the most com-
mon variant to the number of traces, and ratios
of the top 1%, 5%, 10%, 20%, 50% and 75% to
the total number of traces

log level 4 number of traces, unique traces, traces ratio and
the number of events
entropy 13 trace, prefix, k-block difference and ratio (k €

{1,3,5}), global block, k-nearest neighbor (k €
{3,5,7}), Lempel-Ziv, Kozachenko-Leonenko

techniques is connected with the task to be solved. For instance, in a process
discovery problem the user is interested in having recommendations of discovery
methods. Therefore, the poll should be composed of techniques that aim to solve
this task, such as IM [I], HM [2], Evolutionary Tree Miner [70], Split Miner [71],
and so on. When instantiating the framework, then, it is necessary to create
a list of techniques that are the possible meta-targets. The choice of methods
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depends on several factors such as availability, specific context conditions, user
preference, implementation cost, among others. Considering the multiple compo-
nents involved in this decision, we designed our framework in a flexible manner
where the user is able to instantiate the techniques according to the environment
at hand.

Another relevant aspect is that the possible meta-targets do not need to nec-
essarily be one, and only one, technique. In fact, the flexibility of our proposal
allows for a combination of techniques for this step, also known as a pipeline.
Therefore, given the task at hand, it is feasible to design a poll of pipelines. Con-
sider the trace clustering problem. Trace clustering techniques have been adopted
to identify sub-logs grouped by trace similarity. This way, by detecting groups
with homogeneous behavior, posterior techniques can be executed in sub-logs,
producing higher quality models, which are instead accessible for stakeholders
[72]. However, several approaches for trace clustering employ a sequence of steps
to produce their results. Many transformation methods were presented, treat-
ing traces as vectors generated from bags of activities [73], edit distance [40] or
dependency spaces [74], discriminant rules [75] [76] or log footprints [77]. These
encoding methods are subsequently combined with clustering algorithms. The
set of clustering algorithms applied is also ample, e.g., k-means [75], hierarchical
clustering [40], spectral clustering [74], constrained clustering [78], among others.

As it can be seen, the possible combination of steps is manifold as each en-
coding technique can be matched with each clustering algorithm, producing a
plethora o possible pipelines. Moreover, one can also consider the hyperparame-
ters of the encoding and clustering algorithms. This way, given the complexity of
the problem, being able to model meta-targets as a pipeline is a valuable property
of the adopted MtL approach.

4.3.1 The Ranking Function

Once the algorithms (or pipelines) have been defined, the next step concerns the
measurement of their quality. This ranking is necessary to elect the meta-target
that will be associated to a given meta-instance. Therefore, it is a crucial step in
the MtL approach as defining the optimal algorithm guides the mapping between
the problem space (event data space) and the algorithm space.

Considering that many applications aim at maximizing several criteria, we
developed a ranking step that is flexible to any number of dimensions. It should
be noted that optimizing conflicting dimensions is a complex task faced in several
applications, including in the PM domain [70]. Again, the choice of quality
metrics is dependent on the task and context. For instance, in a process discovery
task, the goal is to produce high-quality process models. Therefore, we need
to rely on model quality criteria such as fitness, precision, and generalization.
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This way, considering the problem to be solved and user preferences, different
metrics can be chosen. Recognizing the importance of balancing perspectives to
achieve an adequate model, we propose a ranking mechanism that aggregates all
dimensions. Thus, given a set of techniques and an event log (meta-instance), all
techniques are applied to the log, and performance metrics are extracted. The
metrics then serve as the basis for ranking algorithms considering their average
performance.

Table provides an example of the ranking to identify the best pipeline
technique for a single event log. The log L is submitted to three pipelines (P,
Py, P;), then three quality metrics (Q1, Q2, QJ3) are extracted using the output of
the pipelines. Following, a positional rank is built for each metric considering the
performance of the pipelines (Rq,, Rg,, Rg,), that is, pipelines are assigned to a
position based on the comparison within them. A final rank (R) is produced by
averaging the metrics ranks, i.e., the mean of {Rg,, Rg,, Rg,}. The lowest R is
selected as the best pipeline because it minimizes the average rank position, thus
maximizing the quality criteria. In our example, R(Py) is 1.75, R(P) is 1.5, and
R(Ps) is 2.75. Thus, we can conclude that P; is the pipeline that produces the
best output for log L because it has the lowest R value. Therefore, when building
the meta-database, P, is the meta-target associated with log L. Depending on
the analytical goal, alternative quality metrics could be included or alternative
weights could be assigned to the obtained ranks.

Log Pipeline @1 @2 @3 Rg, Rg, Rg, R

L P 1 027 093 1 2 1 1.33
L Py 098 038 091 3 1 2 2
L Ps 099 02 09 2 3 3 2.67

Table 4.3: Example of ranking pipelines. The final rank (R) is generated from the
average rank of each quality dimension. In this example, P; is the recommended
pipeline for log L as it maximizes the quality metrics, i.e., produces the lowest R
value.

Ranking is a difficult challenge in many applications [79]. This problem
depth is extended in scenarios considering multiple criteria. Here we propose
a positional-based rank that abstracts performance in a discretized manner. In
terms of limitations, there are two pillars to be considered. First, the average
does not take weights into consideration, meaning that all quality criteria have
equal importance. This issue can be easily mitigated in real scenarios by assigning
weights to the ranking function when instantiating the framework. Considering
applications where one dimension is more important than another, experts might
be capable of weighting the conflicting criteria. The second issue raises from small
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possibly statistically non-significant differences may have a high influence when
transformed into rank positions. Indeed differences to the maximized criteria are
not considered in this ranking function. However, distance-based rankings would
indirectly add weights to different criteria, unbalancing the importance of each
dimension. Finally, the positional-based rank allows the comparison of quality
criteria that have different ranges and optimal values.

4.4 Meta-database

The meta-database joins the products of the two previous steps: meta-features
and meta-targets. Therefore, the event log behavior, here represented by their
meta-features, is associated with optimal pipelines, represented as the meta-
targets. It is important to notice that the resulting object is similar to tradi-
tional tabular data used in classification tasks where a set of descriptors have
their corresponding classes. Then, it follows that the meta-database can be ma-
nipulated in multiple ways. Notably, we investigated two possible paths that
can be taken from the meta-database. The choice of these paths is related to
answering our research questions. We coined them as the recommendation path
and the explainability path.

In the recommendation path, we submit the meta-database to a traditional
ML classifier that aims to map the relationships between features and classes.
In our framework, the ML classifier is identified as the meta-model and the step
to produce the meta-model is the Meta-Learner. Therefore, by learning the ap-
propriate mapping, the meta-model can then be consulted for recommendations.
The process is straightforward: given a new event log (not previously seen by the
framework), its meta-features are extracted and fed to the meta-model. Then, the
meta-model can indicate which class (meta-target) is associated with that event
log. Again, the meta-target can either be a technique or a pipeline, depending
on the task.

The explainability path aims at studying the relationship between the triad:
process behavior, PM pipelines, and quality criteria. Going back to Definition
[9, the goal is to map the problem, algorithm, and performance measurement
spaces. Correspondingly, the event logs (process behaviors) are the problem space
representing different process natures and characteristics. The algorithm space
is the PM pipelines, which compose the set of algorithms applied to perform a
given task. Finally, the performance space is the quality criteria one wants to
optimize. The main takeaway of the study of these mappings is that we can
correlate which characteristics are crucial in determining optimal solutions for a
given task. Different tasks may likely depend more or less on a different set of
characteristics. Therefore, by mapping them we also shine a light on the peculiar
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problem traits that are interesting to consider.
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Chapter 5

Meta-learning for Anomaly
Detection in Process Mining

Organizations rely on the correct execution of business processes to achieve their
goals. However, anomalous instances in event logs are harmful to process quality.
This way, stakeholders are interested in detecting and mitigating anomalies so
that business processes correspond to their expected behavior. Detecting anoma-
lies is not only beneficial for resource-saving but also to avoid security issues [80].
PM is devoted to extracting valuable information from organizational business
processes. Within PM, conformance checking methods are dedicated to find-
ing anomalies. Conformance techniques compare process models and event logs,
quantifying deviations and, consequently, identifying anomalies [24]. Traces not
complying with the model are interpreted as anomalous, either from a control-
flow or data-flow perspective.

Although conformance checking supports the recognition of anomalous traces,
the methods are model-dependent, hindering their applicability since the model
is not available in many scenarios. Moreover, resorting to expert knowledge is
time-consuming and may often result in subjective and approximate decisions
that do not allow the effective automation of PM-related tasks [81].

Various approaches have been proposed for detecting anomalies in business
processes as compliance verification tasks. For instance, Bohmer and Rinderle-
Ma [63] use likelihood graphs to model process behavior and support anomaly
detection. The method is applicable to control- and data-flow attributes, al-
though the quality of discovered models limits its performance. Recently, many
methods are relying on ML. To overcome the mismatch at the representational
level between PM and traditional data mining [I7], a shared characteristic of
ML-based approaches is to transform the process or trace representations. The
feature vector obtained is capable of describing instances and connections for
further ML modeling.
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A suitable encoding technique is crucial for the quality of posterior methods
applied to the event log [13]. This way, by finding the appropriate encoding,
one can improve the identification of anomalous instances. In other words, a
suitable encoding technique allows the best representation of typical behavior
and adjusted discriminant capacity of anomalous traces. However, considering
the multitude of available encoding methods, selecting the correct algorithm is
challenging [82, [3].

To grasp the algorithm selection problem in the context of PM, we propose
an approach based on a Meta-learning strategy to recommend the best encoding
method for a given event log. The approach aims at maximizing the number of
identified anomalies by profiling event log behavior based on its features. MtL has
been applied as a recommender system, succeeding in emulating expert decisions
for a wide range of applications [83] B35]. Taking advantage of structural and
statistical lightweight meta-features extracted from event logs, our MtL approach
suggests the most suitable encoding technique. Moreover, the proposed approach
is easily scalable, allowing the inclusion of additional encoding techniques and log
descriptors. Results show that the MtL approach outperforms current baselines
and can improve the detection of anomalous traces independently of the applied
learning algorithm.

In this application, we propose an in-depth analysis of the encoding tech-
niques and how they influence the anomaly detection task. First, by adopting
explainability techniques, we strengthen the understanding of process behavior’s
impact on encoding quality. For that, we present an analysis connecting event
log features to encoding methods, hence, providing a better problem understand-
ing. Furthermore, we developed experiments to test the internal validity of our
research design. The contributions of the presented approach are manifold. The
main advantage is providing guided recommendations of the suitable encoding
technique for a given event log, which is beneficial for both experts and non-
experienced users. For end-users, the recommendation saves experimentation
time and speeds up the pipeline design. For experts, the created meta-database
serves as an analytical tool to correlate business process behavior with optimal
techniques, giving further insight into the problem.

This chapter is largely based on the following paper [I§]. The remainder of
this chapter is organized as follows. Section presents an extensive discussion
about anomaly detection and the encoding of business processes. Section [5.2
presents the proposed MtL-based methodology. Moreover, Section [5.3| explores
the encoding techniques and the process to define the meta-targets. Section
details the meta-database construction and meta-model generation. Section [5.5
details the experimental setup (including event logs). Then, Section evalu-
ates the results and compares our approaches’ performance with two baselines.
Furthermore, a comprehensive anomaly analysis is shown along with a discussion
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about the implications of the different anomalies. Lastly, Section leaves re-
marks about the application of MtL for the anomaly detection task and highlights
our contributions.

5.1 Related Work

This section explores the discussion in literature focusing on anomaly detection
and encoding techniques. Since there are no works identifying the best encoding
techniques for anomaly detection, the goal is to present how traditional anomaly
detection is performed within PM and compare it with ML-based anomaly de-
tection.

5.1.1 Anomaly Detection

Early on, Bezerra et al. [64] defined anomaly in business processes based on a set
of assumptions: (i) the set of traces can be divided into normal and anomalous
subsets, (ii) an anomalous execution is infrequent in comparison to normal exe-
cutions, and (iii) normal behavior generates more comprehensive process models
than models generated from anomalous traces. Within business process litera-
ture, traditional anomaly detection is performed by conformance checking tech-
niques [64, [84]. For that, the conformance approach is based on the comparison
between the process model and event log [4]. Therefore, non-compliant business
instances are interpreted as anomalous while conforming ones are regarded as nor-
mal behavior. It is important to note that there are several different conformance
checking methods and no consensus of which one is the best [85].

Most traditional techniques rely on token-based replay [64. 24, 86]. These ap-
proaches replay trace sequences into the model by consuming executed activities
according to model constraints. Trace fitness is measured by counting missing
and remaining tokens. For instance, Bezerra et al. [64] proposed a method that
uses domain knowledge to filter the event log and then applied a process discov-
ery technique to generate a model from the filtered log. Then, traces are clas-
sified based on model fitting (i.e., non-fitting traces are considered anomalous).
However, more recent techniques rely on alignments due to being more robust,
especially for logs with noise [85]. These techniques also propose a model-log
comparison but directly relate a trace to valid execution sequences allowed by
the model. Therefore, alignment methods apply a synchronous approach where
normal behavior is defined by the accordance of moves between trace and model.
Finally, multiple alignments can be produced, and the goal is to find the optimal
one, which can be costly.

Although used in industry, conformance checking techniques depend on a
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high-quality process model, which is a constraint in many real scenarios. This
happens because often models are unavailable, inadequate, or incorrect [59].
Moreover, creating or inferring them from data is complex as the discovery pro-
cess has to balance between precision and generality [60].

To overcome the issue of identifying anomalous instances in scenarios without
an available process model, ML-based techniques have been gaining traction in
the literature. Nolle et al. [50] use an autoencoder to model process behavior and
detect irregular cases. The same authors in another research use a deep neural
network trained to predict the next event [58]. An activity with a low probability
score (extracted from the network) is recognized as an anomaly. The paper of
Tavares and Barbon [60] uses language-inspired trace representations to model
process behavior. Cases isolated in the feature space are identified as abnormal.
Techniques based on deep learning such as [50, 58] may be computationally ex-
pensive, while traditional ML techniques inject bias when representing traces in
high-dimensional spaces.

5.1.2 Encoding Event Log Data

A common characteristic of ML-based approaches is the need to transform the
event log representation into formats expected by traditional ML techniques. In
other words, one may need to apply a function that projects each trace to a
n-dimensional feature space where the anomaly detection can take place. This
transformation step is often referred to as encoding.

Trace encoding is often applied [40, 41], 42 43, 87] in PM but has been shal-
lowly discussed in the literature [13]. Due to a mismatch at the representational
level, it is mandatory to apply trace encoding when applying data mining tech-
niques to event logs. In the context of predictive models, Leontjeva et al. [43]
proposed a sequence encoder based on Hidden Markov Models, whereas Polato et
al. [47] used a last-state encoding method. Word embedding techniques have also
been applied [41]. Koninck et al. [41] [60, 48] experimented with word2vec and
doc2vec to encode traces as words and paragraphs, respectively. Furthermore,
the authors also extrapolated these encodings to other representational levels,
such as logs and models. Hake et al. [48] used the same word2vec and combined
it with recurrent neural networks to label nodes in business models.

Barbon et al. [I3] identified three major encoding families: PM-based, word
embeddings, and graph embeddings. PM-inspired encoding assumes that mea-
sures extracted from conformance checking techniques can be used as features
and, hence, as an encoding technique. Word embeddings are traditionally associ-
ated with natural language processing and information retrieval. When applied
to business processes, these techniques assume that activity names are words and
sequences of activities are sentences. This interpretation allows the application
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of both shallow techniques, such as one-hot encoding, and modern approaches,
such as word2vec.

It follows that activities and their direct-follow relationships can also be in-
terpreted as nodes and edges in a graph. Business process models are also rep-
resented as graphs, which matches graph-based techniques. Therefore, graph
embeddings, which follow up on word embeddings, are also applicable for trace
encoding. In this scope, the authors assessed complementary perspectives in trace
encoding techniques considering the complexity, time consumption, and injected
bias, among others. Overall, the authors found that there is no best encoding
technique for every scenario (i.e., different event logs may be better encoded by
different techniques).

5.1.3 Meta-learning in Process Mining

Recently, automation approaches based on MtL have been explored in PM [15]
88]. The main hypothesis behind these works assumes a relationship between
process behavior and optimal pipelines. Tavares et al. [15] use MtL to identify
the discovery technique that maximizes performance in multiple criteria. Thus,
given a new event log, its behavior is retrieved through descriptive features, which
are then associated with the best discovery technique.

A more complex issue is investigated by Tavares et al. [88]. In this work,
the authors propose a technique to recommend the complete pipeline for trace
clustering. The pipeline includes the encoding technique, clustering algorithm,
and its hyperparameters, and the step’s intercorrelation makes the problem more
challenging. In both works, experiments have surpassed baseline performances,
indicating that there is indeed a relationship between process behavior and PM
pipelines. In the same fashion, we extrapolate this assumption for encoding
techniques. The aim is to improve MIL-based anomaly detection by identifying a
suitable encoding technique.

5.2 Meta-learning for Anomaly Detection in Pro-
cess Mining

In this task, we investigate encoding methods that boost the performance of
traditional ML algorithms for the anomaly detection task in business processes.
For that, our proposed approach relies on MtL. The primary assumption is that
the event log characteristics (i.e., descriptors) can support the choice of the best
encoding method. The best encoding is the technique that produces the highest
anomaly detection rates (i.e., accuracy) when combined with a given ML-induced
model. The boosted capability provided by a particular encoding method relies
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on the correctly and effectively discriminative capacity to represent traces [13].
However, identifying the best encoding is very tricky depending on the expert’s
experience in the particular domain. Here, we follow the assumption that this
experience could be emulated using MtL.

Figure presents an overview of our approach. Starting from a collection of
event logs, the first step is the Meta-feature extraction, which mines descriptors
that characterize the event logs. The extracted meta-features are capable of
capturing the business process behavior from complementary perspectives. The
idea is that the combination of multiple descriptors creates a representation of
log behavior in a vector space. Next, we submit the event logs to encoding
techniques. The encoding methods work at the trace level, and the encoded
traces serve as input for an ML algorithm aiming to detect anomalies. Hence, we
assess a performance metric (namely, F-score) that ranks the encoding algorithms
for each event log. This step is called Meta-target definition, where each event
log is submitted to all encoding methods, and the best encoding (meta-target) is
identified by ranking performances.

Then, the Meta-database creation joins the two previous steps. A database
is created using meta-features (descriptors) and the meta-targets (best encoding
for a given process) extracted from the logs. Consequently, each meta-instance
is a set of log descriptors associated with an encoding technique that leverages
anomaly detection performance for that event log. Once the meta-database is
created, we induce a Meta-model in the Meta-learner step. The meta-model
learns the distribution of the process data, hence, it associates process behavior
with encoding techniques. This way, the meta-model is the final product of our
workflow. Given a new event log, its meta-features are extracted and fed to the
meta-model, which provides a data-driven recommendation of the best encoding
technique for that event log.

5.3 Encoding Techniques - Meta-target Defini-
tion

The application of encoding for anomaly detection in PM is a fundamental step to-
ward building the meta-database. Ultimately, the encodings are the meta-targets
associated with log features. Given a log and its meta-features, we associate it
with an encoding that maximizes anomaly detection performance. Therefore,
encoding techniques play a major role as they can excel in detecting anomalous
instances for certain types of log behaviors.

The application of encoding in PM has already been explored by several re-
searchers [13] [41] 43, [47]. Barbon et al. [13] extensively evaluated trace encoding
methods using complexity metrics to assess encoding capacity. Moreover, the
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Figure 5.1: Overview of the proposed approach for recommending encoding tech-
niques based on process behavior. First, meta-features are extracted from a
collection of event logs. Then, by applying each encoding technique in conjunc-
tion with a ML classification model, it is possible to rank their performance and
find the best encoding method. By joining the two previous steps, we construct
a meta-database, which in turn serves as the basis to infer a meta-model aiming
at recommending an encoding technique for a new (unseen) event log.
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authors submit the encoding methods to a classification task for anomaly detec-
tion. The work proposes the application of three encoding families to event logs:
PM-based encoding, word embedding, and graph embedding.

PM-based encodings are conformance checking techniques that compare an
event log to a process model, measuring deviance and producing a fitness value
along with token counting results [24]. Word embeddings can easily be applied
in event logs when considering activities and traces as words and sentences [59,
41]. These techniques rely on context information captured by neural networks’
weights trained for context prediction. Lastly, graph embeddings are techniques
that encode graph information, such as nodes, vertices, and their attributes.
Graph embeddings are particularly interesting in the PM domain as they can
represent process models (with limitations such as not capturing concurrency)
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and traces, modeling entity links, and long-term relations.

Considering the three encoding families presented by Barbon et al. [13], we
selected representatives of each encoding family. This way, we aim to reduce the
representative bias and evaluate if there is a relation between encoding techniques
and log behavior. For PM-based encodings, we used alignments and token-based
replay as they have been considered the state-of-the-art conformance checking
method [31].

Alignments compare the event log and process model and measure the devi-
ations between the two. For that, it relates traces to valid execution sequences
allowed by the model. This evaluation unfolds into three types. Synchronous
moves are observed when both the trace and model can originate a move. Model-
dependent moves originate only from the model, and log-dependent moves are
derived from traces but are not allowed by the model. Synchronous moves repre-
sent the expected behavior when model and log executions agree. The alignment
technique searches for an optimal alignment (i.e., when the fewest number of the
model- and log-moves are necessary). This process, measured by a cost function,
produces a fitness value and other statistics regarding the states consumed by the
model. Token-replay follows a similar approach by comparing log and model. For
that, it replays traces in the model by consuming executed activities according
to model constraints. A conformance measure is produced based on missing and
remaining activities.

Word embedding techniques in PM have mostly relied upon word2vec and
doc2vec to encode traces. In Barbon et al. [59], the authors propose the word2vec
encoding in conjunction with one-class classification to detect anomalies in busi-
ness processes. Koninck et al. [41] use both word2vec and doc2vec to encode
activity and trace information, respectively. Subsequent work also builds trace
representations based on doc2vec [89]. In this work, we adopt several text-based
encodings: count2vec, doc2vec, hash2vec, one-hot, and word2vec.

The count vectorizer (count2vec) encodes words by accounting for their fre-
quencies in a text document, producing a matrix of word counts. The one-hot
encoding produces a similar matrix but binarizes the values, i.e., accounting for
the appearance or not of a word in a document. For both techniques, feature
length is determined by the number of unique words in the vocabulary, which
tends to produce sparse vectors. The hash vectorizer (hash2vec) maps a feature
with a word using a hashing function and computes frequencies based on previ-
ously mapped indices. Although hash2vec allows for predetermined vector sizes,
hash collisions may happen.

Doc2vec is an extension of word2vec adapted to documents, independently
of their length. Word2vec creates numerical representations for words and, for
that, a neural network is trained to reconstruct the linguistic context of words
in a corpus [52]. The word embeddings come from the weights of the induced
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neural network. The main advantage is that words appearing in similar contexts
produce similar encoding vectors. However, this method is limited to unique
word representations. Doc2vec extends word2vec by adding a paragraph vector
in the encoding process [90]. This way, the document context is captured by the
encoding.

For the graph embedding family, we employed nodeZvec, another encoding
technique built on top of word2vec. Node2vec’s primary goal is to encode graph
data while maintaining graph structure. Given a graph, node2vec performs ran-
dom walks starting from different nodes [91]. This process creates a corpus,
which is used as input for word2vec. The second-order random walks balance
a trade-off between breadth and width, capturing neighbor and neighborhood
information. Hence, the method can represent complex neighborhoods given its
node exploration approach.

Using the eight defined encodings (alignment, count2vec, doc2vec, hash2vec,
node2vec, one-hot, token-replay, and word2vec), we performed the Meta-target
definition step shown in Figure [5.I] The goal is to identify which encoding en-
hances the detection of anomalous traces in event logs. For that, we applied a
traditional ML pipeline where we combine an encoding technique with a classifi-
cation algorithm for detecting anomalous traces.

This way, each log is first encoded, then, its traces are divided into an
80%/20% holdout strategy where 80% of traces are used for model inferring
while 20% of traces are used for testing (i.e., evaluating if the trained model can
correctly label traces). This process is repeated 30 times with different splits
to avoid outlier performances and biased splits. We employed the Random For-
est (RF) algorithm [56] in the meta-target definition step due to its robustness
and easiness of interpretability. After 30 iterations, the average F-score for each
technique is obtained, allowing us to rank the encoding techniques based on their
average performance. Thus, the best encoding technique for a given log is the one
that produces the highest average F-score when combined with an ML technique
for the anomaly detection task. We chose F-score as the ranking metric as it
successfully balances different performance perspectives.

As an example of the ranking step, consider event log L, encoding techniques
FEy, E5, and Fj3, and a classification model M. We submit L to E; and combine
it with M to detect anomalous traces. Following the described steps, this process
is repeated multiple times and the average F-score of M is retrieved. The same is
done for £y and Ej3. Since the model is the same, the only variable influencing the
final performances is the encoding method. Let 0.75, 0.6 and 0.85 be the average
F-score for F, Fy and Ej3, respectively. Therefore, the encoding technique that
enhances anomaly detection in this scenario is F3 because it produces the highest
average F-score when combined with M. This way, the meta-target definition
associates the meta-target (Es3) with its meta-instance (L), as shown in Figure
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5.4 Meta-database and Meta-model

We create the meta-database by combining the meta-features extracted from the
logs with the defined meta-targets. Note that for this application, we did not
use the entropy meta-features (see Table . Once the meta-database is built,
the meta-learner step takes place. The meta-learner embeds a traditional ML
pipeline, that is, the meta-database is submitted to an ML algorithm that in-
fers a meta-model. The meta-model is the final object produced by the MtL
approach. This way, given a new event log (previously unseen), its meta-features
are extracted and, based on them, the meta-model is able to recommend a suit-
able encoding technique. Furthermore, the meta-database is also an interesting
byproduct because it provides a mapping between log behavior (meta-features)
and optimal encoding techniques (meta-targets). Thus, it can be used to analyze
the relationship between the problem space and the performance space.

5.5 Experimental Setup

This section describes the main aspects of the experimental configuration, such
as the used event logs and the algorithm applied in the meta-learner step.

5.5.1 Event Logs

Experiments on anomaly detection benefit from labeled datasets since one can
compute traditional performance metrics to evaluate if anomalous cases are in-
deed captured. Considering these constraints, we built our meta-database from
two groups of synthetic event logs composed of a wide range of behaviors origi-
nating from 12 different process models and disturbed by six types of anomalies.
For this particular application, we used a subset of the event logs presented in
Table [1.1] The event logs used to come from the Encoding and Nolle et al. [58]
groups as they are labeled. We highlight that using real event logs is not possible
in this scenario as the performance assessment relies on labeled event logs at the
trace level. That is, information regarding the normality or abnormality of traces
is needed.

Therefore, since we suffer from the availability of benchmark data and labeled
event logs, we chose to proceed with synthetic event logs where we can assert
which traces are normal or anomalous. Thus, avoiding bias in the interpretation
of results. Table presents detailed statistics of the two groups of event logs.
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We choose to unravel these logs as the following analysis takes a particular look
at different log types and scenarios.

Table 5.1: Event log statistics: each log contains different levels of complexity.

Group Name #Logs | #Cases | #Events | #Activities | Trace length | #Variants
P2P 4 5k 38k-43k | 25 5-14 513-655
Small 4 5k 43k-46k | 39 5-13 532-702
Medium 4 5k 28k-31k | 63 1-11 617-726

Nolle et al. [58] | Large 4 5k 51k-57k | 83 8-15 863-1143
Huge 4 5k 36k-43k | 107 3-14 754-894
Gigantic | 4 5k 28k-32k | 150-155 1-14 693-908
Wide 4 5k 29k-31k | 56-67 3-10 538-674
Scenariol | 28 1k 10k-11k | 22-380 6-16 426-596
Scenario2 | 28 1k 26k 41-333 23-30 1k

Encoding [13] Scenario3 | 28 1k 43k-44k | 64-348 39-50 1k
Scenariod | 28 1k 11k-13k | 83-377 1-30 383-536
Scenariob | 28 1k 18k-19k | 103-406 1-37 637-737

5.5.2 Meta-model

The last step of the methodology is inferring the meta-model from the meta-data
(as seen in Figure . In this scenario, we transform the algorithm selection
problem into a classification problem. This way, we enable the use of traditional
ML classifiers for this task. The meta-model creation is a step related to employ-
ing a supervised ML algorithm to map meta-features as an inference model. Our
proposal was fashioned as a framework, allowing expansions and recombination
of algorithms following the established constraints.

Considering consistency and the same arguments presented in Section [5.3] we
also employ the RF in this step. In particular, a RF model can provide insights
into the quality of the features and their contribution to the prediction procedure.
A RF model is composed of decision trees as base learners, which are built using
the most informative features, reducing the number of features such as a feature
selection step. Another important aspect is the high predictive power, a simple
tuning procedure, and also the reduced possibility of generating an overfitted
model. Furthermore, we clarify that deep learning methods are not suitable for
tabular data and, hence, cannot be used in this context.

To measure the performance of our approach (explored in Section , we
use a traditional configuration of ML pipelines. For that, we divide the meta-
instances into two sets: 80% are used for model training while the remaining 20%
for performance measurement. This holdout strategy is repeated 30 times (with
different data splits) to avoid outlier performances. We assess both F-score and
accuracy and report the results in comparison with two baselines.
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5.6 Results and Discussion

In this section, we present the performance of our approach and compare it with
two baseline methods. Moreover, we develop a discussion regarding the impact
of the anomalies in the encoding.

5.6.1 Meta-learning Performance

First, we report the results of the meta-target definition step (i.e., ranking the
encodings for each meta-instance). Since we are following a data-driven strategy,
it is worth observing the balance regarding meta-targets. For that, Figure
shows the frequency of the encoding techniques in the first position in the ranking
step (see Section . The ranking is built using the average F-scores obtained
by each encoding algorithm. This analysis brings insights about the balanced
scenario when selecting an encoding technique, illustrating the “no free lunch
theorem” [92].

Four encoding techniques appeared most frequently in the first position. The
alignment method was the best encoding for 42 event logs, while doc2vec was op-
timal for 35 logs, token-replay for 30 logs and node2vec for 27 logs. In other words,
Figure shows that alignment was the meta-target for 42 meta-instances,
doc2vec was the meta-target for 35 meta-instances, and token-replay and node2vec
were the meta-target for 30 and 27 meta-instances, respectively. These results
highlight a balanced distribution between the best-ranked encodings.

Regarding the other encodings, one-hot and count2vec were the least frequent
best encodings. This outcome is expected as these encodings are very shallow,
produce sparse vectors, and do not capture process constraints, such as loops.
Word2vec also performed poorly mostly because of the small vocabulary of event
logs. This technique might require more examples to produce its best outputs.
Finally, hash2vec did not perform so well due to collisions in the mapping space,
which decrease the encoding quality and, hence, harm the anomaly detection
performance.

Figure reports the performance of our approach for the task of recom-
mending the encoding technique that leverages anomaly detection in event logs.
Considering the lack of literature in the area, we compare the MtL performance
with two baselines: majority and random selection. Majority regards the en-
coding method with the highest frequency in the meta-database, hence always
recommending the alignment encoding. Although a simple baseline, majority
voting is a suitable comparison in ML applications, clearly specifying the mini-
mum performance threshold. Random selection works by arbitrarily selecting one
of the possible meta-targets for each event log. This approach simulates a PM
practitioner in a scenario without the availability of experts, a common situation
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in real environments.

From both accuracy and F-score perspectives, our approach outperforms the
others with a large advantage. The meta-model obtains an average accuracy of
55% and an average F-score of 0.43. The violin visualization also demonstrates
the MtL robustness since the density curve is compressed (i.e., most recordings
are near the average mark). The majority approach produced accuracy and F-
score averages of 24% and 0.05, respectively. The random method achieves 13%
accuracy and 0.11 F-score. It is worth mentioning that these results report the
performance for selecting the best encoding method.
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Figure 5.2: Encoding ranking extracted from the Meta-target definition step. The
ranking is ruled by the F-score obtained by recommending a suitable encoding
technique. Given a new event log, the meta-model recommends the best encoding
considering the meta-features derived from the log. Figure[5.2b]demonstrates the
meta-model performance in comparison with baseline approaches.

5.6.2 Anomaly Analysis

As introduced in Section [5.5.1], the event logs contain six different anomaly types.
Moreover, a subset of the logs is struck by all six anomalies at the same time.
Considering the anomaly perspective, Table reports the F-score performance
of all encodings and compares them with the MtL approach. Detecting anomalous
instances in logs affected by all anomalies is the most difficult task. Hence, the
F-score values are the worst in this scenario. At the same time, this scenario
is the most common in real environments, where event logs contain traces with
multiple deviation types. Nonetheless, we observe that MtL reports the highest
mean F-score, reaching 0.49. It is followed by alignments (0.47), doc2vec (0.43),
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hash2vec (0.43) and node2vec (0.43). The performance rises considerably in the
other anomaly types as the problem is binary in these cases.

Table 5.2: Comparison of anomaly detection performance using fixed encoding
methods and MtL recommendation. Mean and standard deviation (in parenthe-
sis) F-score values are reported for each anomaly type. Bold values indicate the
best method for each anomaly.

Encoding all attribute early insert late rework skip

alignment 0.47 (0.15) | 0.92 (0.04) | 0.93 (0.04) | 0.98 (0.02) | 0.93 (0.03) | 0.97 (0.02) | 0.98 (0.02)
count2vec 0.42 (0.15) | 0.93 (0.04) | 0.92 (0.04) | 0.93 (0.03) | 0.93 (0.04) | 0.98 (0.01) | 0.98 (0.01)
doc2vec 0.43 (0.21) | 0.93 (0.03) | 0.94 (0.03) | 0.93 (0.03) | 0.94 (0.03) | 0.94 (0.03) | 0.95 (0.03)
hash2vec 0.43 (0.13) | 0.93 (0.04) | 0.93 (0.04) | 0.98 (0.01) | 0.93 (0.04) | 0.99 (0.01) | 0.99 (0.01)
node2vec 0.43 (0.12) | 0.93 (0.04) | 0.92 (0.04) | 0.98 (0.01) | 0.93 (0.04) | 0.99 (0.01) | 0.99 (0.01)
onehot 0.31 (0.1) | 0.93 (0.04) | 0.92 (0.04) | 0.93 (0.03) | 0.93 (0.04) | 0.93 (0.04) | 0.98 (0.01)
token-replay | 0.36 (0.08) | 0.93 (0.03) | 0.94 (0.03) | 0.96 (0.02) | 0.94 (0.03) | 0.97 (0.02) | 0.96 (0.02)
word2vec 0.4 (0.14) | 0.93 (0.04) | 0.92 (0.04) | 0.98 (0.02) | 0.93 (0.04) | 0.98 (0.02) | 0.98 (0.02)
MtL 0.49 (0.15) | 0.93 (0.03) | 0.95 (0.03) | 0.99 (0.01) | 0.94 (0.03) | 0.99 (0.01) | 0.99 (0.01)

Insert, rework and skip are the most detectable anomalies because they deeply
affect the control-flow perspective of traces, therefore, this behavior change is
easily captured by the encodings. For these anomalies, MtL reaches the highest
performance values, producing F-score values close to 1. For rework and skip
anomalies, hash2vec and node2vec tie with the MtL approach. Several other en-
codings follow closely, such as alignment, count2vec and word2vec. The encoding
order changes when observing early and late anomalies. In these scenarios, MtL
remains the best technique, reaching 0.95 F-score for early and 0.94 F-score for
late, but now is followed more closely by doc2vec and token-replay, both reaching
0.94 in the two anomalies. Finally, all techniques (except alignments) tie for the
attribute anomaly.

Interpreting performance from the anomaly perspective reinforces the hypoth-
esis that encodings perform differently in different scenarios, that is, log behavior
is determinant when choosing the appropriate encoding. Hence, the MtL ef-
ficiency in this experiment exposes the influence of event log behavior on the
encoding representational power. The results indicate that anomaly detection is
enhanced when the relationship between event log descriptors and encodings is
appropriately mapped. This mapping is mastered by our proposed MtL method,
which outperforms the use of fixed encodings for all event logs.

We compared the F-score obtained by classifying all event logs using sta-
tistical analysis grounded on the non-parametric Friedman test to determine
any significant differences between using a unique encoding technique and meta-
recommended ones. We used the post-hoc Nemenyi test to infer which differences
are statistically significant [93]. As Figure shows, differences between popu-
lations are significant, i.e., the MtL framework is statistically superior to other
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methods. Furthermore, other groups with no significant difference can be iden-
tified, e.g., alignment, node2vec, hash2vec, and token-replay. One-hot encoding
was statistically the worst-performing encoding technique, separated from other
groups and algorithms. Thus, MtL for recommending individual encoding meth-
ods to maximize the predictive performance achieved superior results statistically
different from employing only one encoding. In other words, the performance ob-
tained using MtL was statistically superior to a single encoding technique.
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Figure 5.3: Nemenyi post-hoc test (significance of a = 0.05 and critical distance
of 0.93) considering the F-score obtained from all event log classifications.

5.6.3 Meta-model Comparison

To better assess meta-model performance, we evaluated the same recommenda-
tion problem using several traditional classifiers. The choice of classifiers used is
based on the relevance in the ML literature and their different nature, therefore,
possibly capturing if some heuristics influence in the recommendation quality.

Along with RF, the classifiers are: Decision Tree (DT) [94], Logistic Regres-
sion (LR), Support Vector Machine (SVM) [05], k-Nearest Neighbor, and Gra-
dient Boosting (GB) [96]. Figure exposes the performances (accuracy and
F-score) of all classification algorithms (in this case, meta-models). RF and GB
appear as the best meta-models for both metrics, producing the highest average
performances. In terms of F-score, SVM and kNN perform poorly with a signif-
icant distance to other methods. DT and LR remain in the middle group, not
achieving the best performances, but producing a more stable recommendation
performance than the worst algorithms.

To complement the previous analysis, we performed a statistical analysis again
groundede on the non-parametric Friedman test. Figure[5.5|presents the results of
the statistical test. As identified before, RF and GB are not statistically different
within themselves. However, this group is superior to other algorithms as their
distance is higher than the critical distance. The second group (GB, DT, LR and
kNN) separates itself from SVM, which performs quite poorly in general. This
analysis confirms the suitability of the RF as a stable algorithm that performs
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Figure 5.4: Performance report for several classifiers in the recommendation task.
RF and GB stand out as the most appropriate meta-models.

well without the need of tuning. Automatic ML methods could be used to further
improve the configuration of the meta-model, although this is out of scope of the
current research.
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Figure 5.5: Nemenyi post-hoc test (significance of o = 0.05 and critical distance
of 1.38) of several classifiers considering the F-score obtained for recommending
the optimal encoding technique.

5.6.4 Matching Process Behavior and Encoding Techniques

With the goal of providing a more refined analysis, in the next sections we re-
duce the set of encoding techniques to the best representative of each family:
alignment, doc2vec and node2vec. Moreover, considering the results from the
previous test, we use the RF algorithm as the meta-model. The recommenda-
tions provided via MtL are based on data-driven assumptions constructed using
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meta-features from historical data.

In this section, we present the meta-feature importance for predicting and
explain the impact of the meta-features for recommending the encoding method
(meta-target) in each anomaly context. The RF importance of the obtained
model was used to discuss the relevance of features. To enlighten the interpreta-
tion of models, we exploit the Shapley Additive Explanations (SHAP), proposed
in [97], explaining the obtained predictions in the different anomaly environments.
We chose to apply two interpretation methods (RF importance and SHAP) be-
cause they are complementary and capture different aspects of feature relevance.

With RF importance, we can assess the most impactful meta-features for pre-
dicting any meta-target. As expected though, these importances are influenced
by the bias of the ML model. Complimentarily, SHAP provides a more in-depth
analysis, both at the class level (meta-targets) and for subsets of meta-instances
(e.g., groups of specific anomalies). This way, we aim to provide a comprehensive
study of the relationship between process behavior and optimal techniques.

Figure shows all 80 meta-features sorted by importance (i.e., ranked using
RF importance) and colored using different colors for each feature family (activity,
trace, and log). The top-ranked features were from trace and activity families with
65% and 35%, respectively, in the top 20 most important features.

In general, trace-related features were the most successful in capturing the
process behavior, which indicates that information sitting on the case level may
be more important than event-level information when describing normal and
anomalous executions. A suitable explanation for such a pattern is that trace
features have access to the complete case context. Thus, the difference between
cases is more easily detected by this feature family.

Particularly, trace_len_entropy, trace_len_hist6 and trace_len_skewness_hist
were the best from this group. Trace_len_entropy captures the entropy of trace
lengths of a process, meaning that anomalies affect the distribution of trace sizes,
which turns out to be an efficient indicator of process behavior. Trace_len_hist6
and trace_len_skewness_hist refer to a particular histogram bin (the sixth) and
the skewness of this histogram, respectively. Histograms are fair data descrip-
tors and have already been used in the PM domain [98]. These results indicate
that processes have different distributions, and their asymmetry is an important
indicator of process behavior.

Since anomalies directly affect the executed activities, activity-based features
also produce meaningful content. The standard deviation of the number of unique
ending activities (end_activities_std) was the most influential feature of this fam-
ily. Indeed, anomalies affecting the trace tail may be more detectable since the
number of possible end activities is more limited. Many of the most important
activity-level descriptors are related to start and end activities variance, implying
that anomalies substantially affect activity distribution.
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Figure 5.6: RF feature importance sorted by their importance and colored by

feature fami

ly.

Log-based features were considered the less important by RF, and none were

featured in
of events in

the top 20. The best-ranked feature of this family is the number
the process. On the other hand, the number of traces was useless

in this context. The number of variants and their ratio were also less relevant
for choosing the appropriate encoding. Usually, trace variants are indicative
of log complexity, and for traditional PM tasks such as process discovery and
conformance checking, the number of variants is very influential on the results.
However, in this scenario where we aim at finding the best encoding method,

variants are

less influential because word embedding and graph embedding tech-

niques are used to deal with more extensive corpora. This way, the application
of these methods cannot be easily identifiable by the number of variants or their
ratio. We also observe that features based on simpler statistical tools such as

average and

median were predominantly less important than features relying on

more powerful statistical concepts.
It is expected that different anomaly scenarios demonstrate particularities

when havin

g their pattern modeled, which demands information provided by

specific groups of features. We used the SHAP method to comprehend these
particularities and pave the way for an extended discussion on the features’ im-
portance and their contribution to the description of particular scenarios.

The top

20 most impacting features addressing the recommendation of en-

coding methods under all anomalies under study are shown in Figure In
a scenario comprised of several anomalies, the SHAP method indicated the im-
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pact of trace_len_hist6 and end_activities_std as the most influential features.
The former supports the decision between doc2vec and node2vec, with a smaller
impact when choosing alignment as the suitable encoding method. Particularly,
trace_len_hist6 was remarkably important for doc2vec, meaning that particular
distributions are better encoded by this method.

Furthermore, end_activities_std is more suitable to indicate a decision be-
tween alignment and node2vec, being the most important meta-feature in recog-
nizing the suitability of node2vec for an event log. Moreover, end_activities_std
and start_activities_std (both from the activity family) were the most influential
features when associating a process with alignment. Indeed, the configuration of
starting and ending activities highly affects the alignment’s performance, hence,
it was clear to the meta-model how these features affected the decision for align-
ment. On the other hand, descriptors such as the entropy of trace lengths, number
of events, and most frequent activity had a minor impact.

trace_len_hist6 I —
end_activities_std N N —
start_activities_std NNEREE N
trace_len_kurtosis_hist N mmmm
std_variant_occurrence Il N ———8
end_activities_iqr NN 8
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trace_len_entropy NN S
trace_len_hist10 NI
end_activities_median I S
n_events I S
trace_len_kurtosis NN
start_activities_kurtosis NN
end_activities_variance NN
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trace_len_hist2 I
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activities_max I = alignment
ratio_most_common_variant NN doc2yec
0.00 0.02 0.04 0.06

Average impact on model output magnitude

Figure 5.7: Top 20 meta-features ranked using SHapley Additive exPlanations
(SHAP) for all anomalies.

Aiming at a better comprehension of the relationship between anomaly pat-
terns and process behavior, Figure depicts the most influential features for
each anomaly type (attribute, early, insert, late, rework, and skip). As in the
previous analysis, end_activities_std and trace_len_entropy had a high impact
for most anomalies, confirming again their competence of correctly capturing the
process behavior for the studied problem. The exception was the late anomaly, in
which trace_len_entropy occupied only the 13" position in the rank. In particu-
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lar, in a scenario compromised by late anomaly (Figure, the trace_len_kurtosis
performed an important descriptive role, reaching a value that is double of the
value of the 2" most impacting feature. This scenario exposes the importance of
observing when a sequence of events is executed too prematurely, creating a devi-
ation in the normal distribution, which is then captured by the trace_len_kurtosis
meta-feature.

When analyzing the relationship between features’ importance and specific
anomalies, we observe that in late and skip anomalies, the meta-features had
a lower impact in deciding for the alignment method. On the other hand, in
insert and rework the features had a greater impact on the same technique.
Indeed, the latter anomalies may be more easily detected by the alignments. The
late anomaly is also challenging for the other encodings (i.e., the importance for
node2vec and doc2vec was lower with this deviation). The highest average impact
for doc2vec and node2vec happened for insert and early anomalies, respectively.

The single feature from the log family present among the top 20 was n_events.
This feature contributed to identifying attribute and skip anomalies, consequently
also appearing when recommending an encoding method in a scenario with all
anomalies (Figure . Again, the trace and activity families were predominant
in the top 20 for all anomalies. Although different features are selected and
sorted among the top 20, the contributions are similar to those presented using
RF importance. In other words, all the presented meta-features contributed
to providing the recommendation by the proposed MtL approach, except for
n_traces.

Prematurely ignoring some characteristics interferes with the recommenda-
tion of particular scenarios, indicating that the high descriptive power is reached
by the combination of multiple descriptors. Such an outcome indicates that in-
cluding additional features might lead to better representations and, hence, an
improved recommendation performance. Furthermore, by using the RF algorithm
when modeling the recommendation system, we obtained a model composed only
of features able to contribute to the final prediction since the RF properties guar-
antee a model that is built upon features capable of supporting the most accurate
results. Overall, considering the results of both analyses, we can conclude that
process behavior (captured by meta-features) does influence the quality of the
encoded event log. Therefore, characteristics of the underlying business process
should be considered when choosing an appropriate encoding technique, a prob-
lem that is tackled by our proposal.

5.6.5 Experimental Validity

Mendling et al. [14] raised a discussion about algorithm engineering and its im-
pact on accuracy results, questioning if improved performances are a merit of
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(a) Attribute Anomaly.
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(c) Insert Anomaly.
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(e) Rework Anomaly.

0.08

Average impact on model output magnitude

0.06

trace_len_entropy N
trace_len_kurtosis NN ——————
end_activities_std N ————
trace_len_hist6 I —————
trace_len_skewness_hist I
end_activities_median I
trace_len_hist10 N ————8
end_activities_iqr I
trace_len_coefficient_variation NI
trace_len_hist2 [N
start_activities_std N
activities_std I
end_activities_variance NN
trace_len_geometric_std I
trace_len_kurtosis_hist Il
activities_min I
trace_len_hist8 N
activities_q1 I

m—aiignment ratio_most_common_variant RN = alignment
o Joc2uec start_activities_iqr IS m=-foc2vec
0.10 0.00 0.02 0.04 0.06

Average impact on model output magnitude

(b) Early Anomaly.
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(d) Late Anomaly.
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Figure 5.8: Top 20 features ranked using SHapley Additive exPlanations (SHAP)

for each anomaly type.
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Resampling size | 10% | 20% | 30% | 40% | 50%
Accuracy 0.52 | 0.56 | 0.58 | 0.64 | 0.68
F-score 0.43 | 0.50 | 0.53 | 0.62 | 0.65

Table 5.3: Resampling experiment prediction performance.

algorithm design or a result of biases in both data and technique. We adopted
their proposed framework to assess the internal validity of our research design
and experiments. As stated by the authors, when the manipulation of research
artifacts is causally responsible for an effect, its research design is internally valid.
Therefore, experiments built on randomization constrain the effect of confound-
ing factors. Since our dataset might contain biases due to an imbalance in the
representational level of meta-features, we apply a resampling strategy based on
randomization to assess our research design quality. For that, we compare the
resampling results with the previously reported in Figure [5.2b]

Essentially, we submitted the meta-database to a binning procedure using the
trace_len_entropy meta-feature as it was the best ranked according to the RF im-
portance (Figure . The binning procedure groups the event logs with similar
values of the chosen meta-feature, allowing the selection of samples from each
bin. Following, we selected a percentage of samples per bin, creating a resampled
meta-database, which was later fed to the same research pipeline as described in
Section [5.5.2l With that, we guarantee that the resempled meta-database con-
tains a similar distribution compared with the complete meta-database. Table[5.3
reports the results of the resampling experiment with a gradual increase in sam-
pling size percentages. As expected, when smaller percentages of meta-instances
are selected for each bin, we observe a reasonable decrease in both performance
metrics. Such behavior is expected simply because the learning model has fewer
examples to generalize. With the increasing percentage of meta-instances, both
accuracy and F-score also rise in performance, indicating convergence to the re-
sult observed in Figure |5.2bl This behavior confirms the internal validity of
our research design, which, given a meta-database of increasing representational
quality, improves the recommendation performance.

Complimentarily, we report the confusion matrices for each resampling per-
centage in Table [5.4] In general, the performance for each class increases along
with the resampling size. However, we note that the alignment class is partic-
ularly challenging to identify. For instance, this class is associated with a high
number of false positives. Although they decrease as the meta-database grows,
there is still a significant amount of misclassifications with this particular target.
This pattern confirms the analysis of feature importance presented in Figures
and [5.8] Considering that it is the most difficult class to decide from (the
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resampling

. 10% 20% 30% 40% 50%
encoding
alignment (A) 0.28 | 0.46 | 0.26 | 0.42 | 0.33 | 0.26 | 0.38 | 0.41 | 0.21 | 0.47 | 0.34 | 0.19 | 0.49 | 0.33 | 0.18
doc2vec (D) 0.18 | 0.57 | 0.25 | 0.23 | 0.58 | 0.19 | 0.23 | 0.63 | 0.13 | 0.22 | 0.68 | 0.1 | 0.19 | 0.74 | 0.07
node2vec (N) 0.18 | 0.21 | 0.61 | 0.22 | 0.19 | 0.59 | 0.18 | 0.14 | 0.68 | 0.19 | 0.09 | 0.73 | 0.17 | 0.08 | 0.75
A D N A D N A D N A D N A D N

Table 5.4: Resampling experiment confusion matrix. This analysis extends Table
by providing a more in-depth notion of which encoding techniques are more
difficult to be identified and how the performances change for an increasing size
of the meta-database.

meta-features have a lower average impact), the misclassifications are a conse-
quence. Doc2vec and node2vec are more easily identified by the classifier, which
corroborates to a better performance for these classes.

5.7 Conclusion

Organizations are interested in detecting anomalous instances in their business
processes as a method to leverage process quality, avoid resource waste, and mit-
igate security issues. In this work, we proposed to combine encoding techniques
with MtL to enhance the detection of anomalous traces in event logs. Our strat-
egy relies on a powerful set of meta-features extracted from the event logs. We
showed its viability by recommending the best encoding technique with an F-
score of 0.43, statistically overcoming the baselines. MtL boosted the anomaly
detection by fitting the optimal encoding technique for each event log, statistically
outperforming the usage of a single encoding technique.

Furthermore, we dove into the influence of meta-features on the recommended
encoding technique. For that, we extracted the descriptors’ importance from
the ML model and also exploited the SHAP method to explain the predictions.
This analysis leveraged the understanding of which features (and their families)
better capture process behavior in the context of anomaly detection. Considering
concerns about algorithm engineering, we assessed the internal validity of the
research design by applying a resampling strategy. The results indicated the
validity of the experiments in this environment. For future works, we plan to
include more encoding techniques and propose additional features for the meta-
feature extraction step.

83



Chapter 6

Facilitating Process Discovery

Extracting information from event data can enhance management capabilities, re-
vealing process deviations and improvement opportunities using techniques from
the PM domain [4]. One of the most active research topics in PM is Process Dis-
covery (PD) [99]. The result of PD is a process model, which is representative of
the underlying process executions, based on the event logs recorded in organiza-
tions’ information systems. PD reduces the deviations between the documented
target process and the actual executed process. These deviations lead to incor-
rect process analyses, which, in turn, lead to little or no effective optimization
measures.

Nonetheless, eliciting an appropriate and up-to-date process model may re-
quire significant effort [I00]. One of the key design choices is selecting the proper
discovery algorithm among several different options [20, 1], 21, 22} 23]. Depending
on the dimension to be optimized, the algorithms that offer the best performance,
in terms of model quality, are different [8]. Besides, the event log characteristics
also impact the model quality [§, 10]. Experiments with several different discov-
ery algorithms showed a substantial performance complementarity since different
algorithms perform best in different scenarios [10), 9].

Among the multiple quality dimensions identified, the literature has largely
discussed recall (a.k.a. fitness), precision, generalization and simplicity [101]. PD
algorithms are often suggested to balance these dimensions [§]. Although the ana-
lytical goal to be addressed can determine the most prominent one. For example,
audit questions are best answered using a model with high recall, optimization
is best performed on a model with high precision, implementation is simplified
by models with high generalization, and human interpretation is eased by simple
models [I02]. Less attention has been devoted in the literature to studying the
relationships between event log profiles, i.e., the features characterizing an event
log, PD algorithms, and quality criteria.

To overcome these issues, we studied a method to automate the selection
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of the optimal process discovery algorithm given an event log. In particular,
we are interested in answering to which extent can process discovery algorithm
selection be automated and which event log features are significant in selecting the
best discovery algorithm. To answer these questions, we investigate the process
discovery task from an algorithm selection perspective using a Meta-learning
approach [83]. Leveraging the MtL potential, we developed a data-driven solution
to recommend a suitable process discovery algorithm given an event log.

Our MtL approach provides a novel tool for identifying a discovery technique
that balances model quality metrics based on user preference and given a spe-
cific event log profile. Moreover, it provides a method to exhaustively compare
discovery algorithms in terms of the quality metrics they optimize and to study
the relationship between quality results and event log features. Our method
does not prevent the use of domain-specific knowledge an expert can apply in
handling the PD procedure. For example, filtering the event log or applying
conformance checking results in light of organizational constraints. However, we
believe connecting the event log profile to the suitable PD algorithms, is an es-
sential pre-flight instrument our approach can provide to guide an expert. The
number of source event logs and characterizing features exploited in the training
of the MtL model offers a solution unparalleled in the literature and shines a light
on the algorithm selection for PD.

The chapter is inspired by published research [15] and organized as follows.
Section discusses the related work. Section [6.2] presents the discovery algo-
rithms employed in this study. Then, Section discusses the quality criteria
often used in PM works and presents how they are computed. The proposed
approach is presented in Section [6.4] along with the experimental setup. Section
6.5 reports the results of the experiments and is complemented by Section [6.6]
which presents a discussion of the relationship between the features of the event
log, the discovery techniques, and the quality of the model. Section presents
the limitations of the experiments while Section summarizes the study and
leaves the concluding remarks.

6.1 Related Work

Most literature regarding the evaluation of PD algorithms aims to compare these
techniques rather than selecting the most suitable for a given event log [103], [104].
In the context of PM algorithms, many evaluation frameworks were proposed
[T05], 104] for this task. In general, these frameworks create a knowledge base to
support the comparison of different discovery techniques, using real and synthetic
event logs. For instance, Weber et al. [104] developed a methodology to assess
PM algorithms performance by generating event logs from reference models and,
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then, applying conformance checking analysis. Jouck et al. [103] presented a
framework to evaluate model quality independently of modeling notation. The
authors generated a large number of artificial models and event logs using different
behavioral characteristics. The main goal is, however, to verify if model and log
characteristics impact the discovery algorithm’s performance.

An approach to recommend process discovery techniques for event log is pre-
sented in Ribeiro et al. [106]. The authors propose a solution using a portfolio-
based algorithm selection strategy to feed a recommender system. Thus, they
created a repository to aggregate information of event logs, process models, and
conformance metrics. From a set of event logs, quality metrics based on confor-
mance checking techniques are extracted, and a rank is created for each pair of
logs and metrics. Features are associated with the event logs and, consequently,
with quality metrics. Given a new event log, its features are extracted and used
as input for an array of prediction models. These models predict the best dis-
covery algorithm for each metrics and concatenate the results to provide a final
recommendation.

Although the system achieves interesting performances, the testing set is con-
siderably small (13 event logs). Moreover, the 12 log features proposed offer a
limited representation of the behavior contained in an event log. From a resource
consumption perspective, the creation of multiple prediction models, one for each
quality metrics, may hinder the approach’s applicability in real scenarios. A sub-
sequent problem was studied by Ribeiro et al. in [I07] where the authors propose
a methodology based on a sensitivity analysis technique to evaluate the impact
of parameter setting on process discovery algorithms.

With the goal of computing model similarity among different techniques,
Wang et al. [108] presented an approach based on behavioral and structural
measures of process models. The information generated in the evaluation step
supported the recommendation of PM algorithms. However, the need for high-
quality reference models poses an important constraint to this technique. Al-
fonso et al. [109] constructed a knowledge base using standard log features such
as control-flow patterns, invisible tasks, and infrequent behavior. The goal is
to propose a group of classifiers that could associate log features with predefined
quality metrics the extracted models have to satisfy, i.e., identifying which discov-
ery algorithm produced a set of quality metrics. However, the recommendation
approach was not extensively tested as more attention was given to the design of
the classifiers.

In [101] a meta-heuristic optimization is used to perturb the directly followed
graph, an inner data representation of many discovery algorithms, to boost the
discovered model’s accuracy based on event logs profiles. However, the approach
is not algorithm agnostic, limiting its applicability in many scenarios. Another
consideration is that the optimization is focused either on precision or fitness,
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ignoring other quality criteria.

The research developed in [106] is the most closely related to this paper. The
authors framed the problem from a portfolio-based selection perspective while
we use MtL. In comparison, we improve the set of extracted log features by
using 93 measures and we evaluate our approach with a more heterogeneous
data set, including 1091 event logs. Moreover, we rely on a single model for
recommendation while the reference work builds several models, with a negative
impact on computing resource consumption. Finally, we leverage the problem
formalization, enabling the application of a different set of experiments to study
the discovery algorithms by personalizing the meta-database, i.e., determining
the features, the algorithms, the quality metrics and their relative relevance.

6.2 Discovery Algorithms

To define the possible meta-targets, we first need to select a set of algorithms
to represent the algorithm space. Considering their wide historical use in PM
and the availability of reliable source code, we selected five algorithms as meta-
target candidates: a-Miner (AM), Heuristic Miner (HM), Inductive Miner (IM),
Inductive Miner—infrequent (IMf), and Inductive Miner—directly-follows (IMd).
All selected algorithms are suitable meta-targets in our experiment as they share
the same input and output objects. They require an event log as input and
express the discovered process model using the Petri net notation [28].

AM is one of the first approaches in PM that deals with concurrency. It is
considered a baseline process discovery algorithm [22] as many subsequent ideas
have been developed from it. The method’s first step is to scan the log looking
for relevant patterns, known as directly-follows relations. These relations define,
for instance, if an activity is always or never followed by another. This way, the
basic control-flow patterns can be derived from the relations of all activities in the
log, creating a log footprint. A process model is then generated by aggregating
the basic patterns into more abstract ones. Albeit AM’s historical relevance,
there are many known limitations such as the lack of support for loops, weakness
against noise, and no consideration of frequencies [4].

To include frequencies into account, HM was introduced, applying the idea
that infrequent transitions should not be represented in the model [23]. HM uses
causal nets, a modeling notation that incorporates activities and causal dependen-
cies. The first step HM performs is to compute frequencies of the directly-follows
relation for all activities. A dependence measure is calculated using frequencies
and is further used to create a dependency graph. Arcs not conforming to a
threshold frequency are removed from the dependency graph. In the final step,
splits and joins are introduced to represent concurrency.
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The IM family of algorithms approaches the discovery problem from a divide-
and-conquer perspective, recursively splitting the event log into sub-logs [20].
First, IM builds a directly-follows graph. Then, based on the process tree op-
erators (exclusive-choice cut, sequence cut, parallel cut, and redo-loop cut), the
log is split into sub-logs. The cutting procedure is repeated until a sub-log with
only one activity is reached. The sequence of operators and activities can then
be represented as a process tree, easily converted to other process modeling nota-
tions. A crucial point of IM is that it produces a sound process model capable of
replaying the entire event log. That is, perfect recall of the traces in the event log
is guaranteed by the discovered model. However, due to the lack of support for
duplicate or silent activities when building the process tree, IM may produce low-
precision models [4]. Finally, IM is incapable of handling fixed-length repetitions
and cannot handle infrequent behavior.

The basic IM algorithm is highly extendable. Thus, many variants have been
proposed [1l 21]. IMf incorporates the eventually-follows relation to better deal
with incompleteness in event logs [I]. Moreover, IMf introduces activity and arc
filters to remove infrequent behavior and produces a more precise model. As a
consequence, perfect recall is not a guarantee. A drawback of both IM and IMf
is the scalability due to the recursive split, which requires multi-pass analysis.
IMd was proposed to overcome this problem [2I]. For that, IMd performs the
recursive step only on the directly-follows graph without partitioning sub-logs.
This improvement is especially applicable for scenarios where large logs should
be mined. However, the non-partitioning adaptation hurts the rediscoverability
property. Hence, perfect recall is not preserved. Similar to IM, IMd also cannot
handle duplicate and silent activities.

6.3 Process Model Quality Assessment

The meta-database regards a suitable matching of meta-instances and meta-
targets. The definition of the best choice of meta-target for a given event log
is based on a ranking strategy considering several complementary perspectives,
i.e., there is no unique dimension that captures the overall model quality. In this
study, together with discovery time, we adopt the four traditional model quality
metrics used in PM: fitness, precision, generalization, and simplicity. In recent
PM literature fitness is termed as recall to better conform with the terminology
used in information retrieval and machine learning [110]. We, however, decided
to keep adherence to the term adopted in the original literature, to highlight we
are referring to a specific definition of this dimension.

The fitness metric aims to measure how much behavior in the log is allowed
by the model, that is, to which extent traces in the log compare to valid execution
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paths derived from the model [70]. It is measured by applying replay techniques
that aim to compare the log and model. Therefore, perfect fitness is achieved
when the model can replay all the traces in the log. Moreover, fitness can be
measured at different levels, e.g., event, case, and log, and different measures
have been proposed in the literature [I11, B0, 112]. In this work, we adopt the
fitness proposed in [30] due to its improvements in scalability and avoidance of
known problems such as token flooding. In [30], the authors use a token-based
replay technique that, along with a list of transitions enabled during the replay,
produces the number of consumed tokens (c), produced tokens (p), missing tokens
(m), and remaining tokens (r). Considering each case L; of the log L, the log
level fitness value (f) is calculated according to Equation [6.1]

1 D or,erMi 1 D orer i
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Another quality dimension, precision, measures the extent of the behavior
allowed by the model that is not observed in the log [70]. Poor precision indicates
an underfitted model, i.e., it allows too many patterns not present in the event
log. As the precision measures negative examples, i.e., the behavior allowed by
the model but not seen in the log, and a model can potentially generate infinite
behavior, the calculation is complex and often depends on approximation. In our
experiment, we adopt the precision proposed in [I13] because it is more efficient
and granular than previous measures. The authors introduce the concept of
escaping edges, which are the borders between the log’s behavior and the model
where the model deviates from the available observations in the log. The precision
is derived from the quantification of escaping edges and their frequencies. The
more the model differs from the log, the less precise it is. Formally, assume L as
the log, M as the Petri net model, Er as model escaping edges, Ay as a model
allowed tasks, o as a trace, and that state s§- denotes the j—th state of o;, the

precision (p) is calculated according to Equation .

L i )
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Generalization goes in the opposite direction by measuring model overfitting.
Event logs present a sample of possible behavior allowed by the system, implying
that there may be valid execution traces not present in the log because they were
not executed yet. Process models should then describe the log behavior and also
generalize it to some extent [4], [70]. This way, the goal is to estimate how well
the model describes an unknown system. A practical way of achieving a value is
to compute how often subsets of the model are visited when replaying the event
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log. Hence, a good generalization means all model subsets are frequently visited,
whereas a bad generalization means some parts of the model are rarely used. We
adopt the computation proposed in [70] as it covers the generalization based on
the usefulness of the model. Equation shows how the generalization (g) is
computed.

fff’des (\/Fexecutions,oge,)

#nodes

Simplicity is the last quality dimension used in this work. Inspired by Occam’s
Razor principle, ‘one should not increase, beyond what is necessary, the number
of entities required to explain anything”. The idea behind simplicity is to indicate
how complex a model is [4, [70]. That is, the simpler the model structure that
reflects the log behavior, the better its intelligibility. We adopt the simplicity
measure proposed in [IT4], which is based on the weighted average degree of a
place/transition in the Petri net, ultimately defined by the sum of input and
output arcs. Assume S as the sum of input and output arcs for all places and
transitions in the Petri net, Equation defines how simplicity (s) is calculated.

g=1- (6.3)

1
14+ max(0, mean(S) — 2)
Recognizing the importance of balancing perspectives to achieve an adequate
model, we propose a ranking mechanism that aggregates all dimensions. For
this specific task, we consider fitness, precision, generalization, simplicity, and
discovery time. The ranking function that selects the suitable meta-targets is

described in Section [4.3.1].

5 (6.4)

6.4 Meta-learning for Recommending Discovery
Algorithms

We created an MtL procedure grounded on rich PM-specific event log features
(that is, mapping f(z) € F) for suggesting the best discovery algorithm (that
is, the algorithm that maximizes p(A(x))). The workflow implementing our MtL
approach is made up of five steps. Figure [6.1] presents them as follows. Meta-
Feature Extraction is a step devoted to gathering the event log features P.F, a.k.a.
meta-features according to the MtL terminology. The Meta-Target Definition
step identifies each discovery algorithm A and ranks their dominance over Ry4
using quality metrics. Note that given an event log, the chosen meta-target is
the technique that maximizes p(A(z)). The Meta-Database step combines meta-
features and meta-targets, forming the meta-instances required to train the meta-
model. In the next step, a Meta-Learner uses machine learning to induce the
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Figure 6.1: Overview of the proposed MtL approach.

meta-model based on the meta-instances. The Meta-Model is the outcome model
able to recommend process discovery algorithms. When recommending a process
discovery method for a new event log, meta-features of this new resource are
extracted and forwarded to the created meta-model. The recommended discovery
algorithm can be executed on the event log, generating a process model, as in

Figure [6.2]
® O

Meta-Feature Extraction

Meta-Model

Recommendation

Process Model

Figure 6.2: Application of our MtL approach: (1) raw event log has its features
extracted, (2) features are processed using the meta-model, (3) the recommen-
dation is outputted, (4) using the suggested algorithm, the event log is processed
(5) to discover a process model (6).

For the experiments, an ML algorithm, the meta-learner, is employed to in-
duce a meta-model using the meta-database. Once the meta-model has been
created, any event log can be linked to the recommended PD algorithm by ex-
tracting its meta-features and consulting the meta-model. For this experiment,
we used a Random Forest [50] classifier due to its well-known stability.

A holdout strategy was applied to divide the meta-database into train and

91



test sets, using a 75%/25% split. In generating the meta-model, we performed a
30-fold cross-validation to reduce the influence of outliers. Note that the meta-
database, as tabular data, represents a classification problem modeled using tra-
ditional machine learning techniques. The use of deep learning is not feasible as
(i) it requires a huge amount of instances (hundreds of thousands) and (ii) the
data are not sequential. Code is made available for reproducibilityE].

6.5 Performance Evaluation

In this section, we first report an experiment that compares the discovery tech-
niques presented in Section using quality metrics and discovery time. After,
we focus on a restricted set of techniques, namely AM, HM, and IM, to assess
the stability of the experimental results. Finally, we assess the validity of our
research design and experiments.

Figure reports the discovery algorithm’s average position across all event
logs considering the five quality criteria. These results already confirm theoretical
findings. For instance, IM’s fitness takes the three first positions. Both IMd and
IMf do not guarantee perfect fitness; still, they perform better than AM and HM.
IMd averages 2.3 while IMf 2.8. Considering that IMd does not partition sub-
logs, such an important characteristic of its predecessor, the fitness result is good.
Although IMf incorporates the eventually-follows relation, it performs worse than
IMd from a fitness perspective. HM and AM follow with 3.1 and 4.9 average
positions. AM is by far the worst-performing algorithm for fitness purposes, a
problem recognized since its inception. The inability to deal with incompleteness
and weakness in handling noise has a high toll on fitness performance. Another
explanation for the IM family overcoming HM and AM is that IM algorithms
produce a sound model, while HM and AM do not have this guarantee. In fact,
unsound models tend to produce low fitness values.

Positions change considerably when evaluating precision. AM becomes the
algorithm with the best performance (1.4), followed by HM (1.8). IMf, IM,
and IMd come next, averaging 3, 3.9, and 4.7, respectively. The IM family
performs poorly in precision due to its extensive use of hidden transitions, which
contributes to creating underfitting models. On the contrary, AM and HM hold
superior control of the escaping edges, strengthening the precision values.

From the generalization perspective, IMf is the best algorithm (1.7), closely
followed by AM (1.9). These algorithms excel in generating balanced models
where different regions are similarly visited during trace replaying. Particularly,
IMf’s ability to remove infrequent behavior reflects in good generalization values.

'https://github.com/gbrltv/process_discovery_meta_learning

92


https://github.com/gbrltv/process_discovery_meta_learning

AM 4.9 5 .
HM 4 bl . . 4 Meta-Model - ::w:‘
-1 ] : . 3
Random - | 51._ 14 Metric

Discovery Algorithms
H
Method

IMd- 2.3 -2
IMf- 2.8 1.7 Maiorit | o ?;C
: g ] ajority - I (]
& & o (@& ® ; ; ; ; . . . .
& & S 01 02 03 04 05 06 07 0.8
o Performance
(a) Metrics ranking. (b) Recommendation performance.

Figure 6.3: a) Discovery algorithms ranked across all event logs considering each
dimension. b) Our approach obtained an average accuracy of 0.76 and an F-score
of 0.76. Given event log features, the method indicates the discovery algorithm
that maximizes model quality. This experiment compares five discovery algo-
rithms using five quality dimensions (fitness, precision, generalization, simplicity
and time).

Indeed, including low-frequency traces in the model hurts the generalization ca-
pabilities. IM, IMd, and HM averaging 3, 3.6, and 4.6 are the worst-performing
discovery algorithms in this dimension. Simplicity is an index that uniquely de-
pends on the model and rewards conciseness. Again, IMf is the best performing
method (1.4) thanks to its cleaning procedures that remove infrequent behavior.
IM and HM follow averaging 2.5 and 2.8, and IMd and AM produce the most
complex models, averaging 4 and 4.2, respectively.

Moving from model quality dimensions, the discussion is concluded by ana-
lyzing the time perspective. Time analysis tends to benefit simpler algorithms as
they require fewer steps to generate a model. This explains why AM has the best
time performance, averaging 1.6. IMd comes after (2) since its primary design
purpose is focused on time improvement. HM, a more robust algorithm, comes
third with 2.9 as the average. Lastly, IM and IMf average at 3.6 and 4.9. These
two algorithms are the slowest as they demand a multi-pass recursive analysis
of the log. Especially, IMf spends more time due to additional steps to remove
infrequent behavior.

Following, we evaluate the meta-model’s efficiency to recommend the best dis-
covery method for a given event log. Not having other literature references, we
used majority voting and random selection as baseline approaches, employed for
comparison reasons. Majority voting works by indicating the class (meta-target)
that appears most frequently in the meta-database, i.e., the algorithm that ap-
pears most frequently in the first position of the rank function (R) considering the
complete meta-database. Random selection is a method that randomly chooses
one of the five process discovery techniques. That is, given a meta-instance, the
random selection approach arbitrarily associates it to one of the five meta-targets.
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Both baselines are useful comparisons. From the machine learning perspec-
tive, majority voting is valid as it sets the minimum performance threshold. Com-
plimentarily, the random selection approach simulates a practitioner that makes
a non-guided choice of a PD algorithm. Our MtL approach is trained using a
random selection of 75% of the meta-instances, while 25% is used for testing.
The aim is to map the relation between event log features and the meta-targets.
The testing phase uses the previously inferred model against the remaining 25%
of meta-instances. Thus, given the log features for a meta-instance, the trained
model recommends the best discovery algorithm for that event log. Performance
metrics are computed by comparing the ground-truth label, i.e., the best discov-
ery algorithm and the recommended algorithm.

Figure [6.3b| presents the results for all methods, which were measured using
the accuracy and F-score metrics. Our approach demonstrates a viable solution
for recommending discovery algorithms for business processes according to event
log characteristics. The average accuracy and F-score reach 0.76. The major-
ity method has the next best accuracy (0.34), followed by the random method
(0.2). Regarding F-score, random selection reaches 0.22 while majority voting
stays at 0.18. The advantage of applying MtL in comparison to unintelligent
approaches is clear. More importantly, the experiment confirms the relationship
between event log characteristics and model quality depending on the discovery
technique. Instead of simply applying the algorithm that ranks better according
to the majority criterion, we can provide a guided decision based on the process
behavior.

After meta-model learning, the Random Forest provides an importance mea-
sure to quantify the contribution of each meta-feature provided to the classifica-
tion output. Figures and show that among the most influential features
(Figure , there is a high predominance of the entropy family, namely, k-block
difference, Lempel-Ziv, trace, and k-nearest neighbor. The entropy features were
designed to capture log complexity and, more specifically, structuredness. Activi-
ties appear as the second most important group, with the 25th percentile ranking
as the most informative feature. The activity and entropy groups are correlated
as both rely on activity information. Trace variants are the last group among the
top 10 most influential features with the number of unique traces. These results
highlight that high-level descriptors for event logs can aid in determining the best
discovery algorithm. Regarding the least influential features (Figure [6.4bl), trace
length-based features have the most appearances. These results indicate that
both the number of traces and trace lengths are the worst features to describe
business process behavior for the discovery problem.
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Figure 6.4: Features relevance to induce a meta-model recommending a discovery
algorithm.

6.5.1 Stability of Experimental Design

We repeated the experiment following the same standards but now considering
only the four model quality metrics and three discovery techniques. In other
words, we excluded the IM variants and the time perspective. Figure shows
the results of this experiment. Overall, the average positions relate to the previous
analysis (Figure [6.3a]). Regarding fitness, IM maintains its position. HM comes
next with a relatively higher average position (1.9) and AM averages at position
3, meaning that AM produces the lowest fitting model for all event logs. The
same order is maintained in the simplicity analysis, but average positions are
closer. IM, HM, and AM average at 1.6, 1.7, and 2.6, respectively. Producing
simple models is not an easy task, especially when the meta-database contains
many logs with anomalies, incompleteness, and complex behavior.

AM ranks the best in precision and generalization (1.3 and 1.2), indicating
its ability to generate a balanced model, neither underfitting nor overfitting.
In precision, HM performs close to AM, averaging 1.7, and is followed by IM
averaging 2.9. Again, AM and HM produce a model that balances suitably the
escaping edges. IM’s broad use of hidden transitions hurts its performance in this
dimension. For generalization, the second and third positions change, IM rises
to the second-best algorithm (1.9), while HM falls to the third (2.8).

With fewer dimensions and algorithms, we can better evaluate some trade-
offs offered by the discovery techniques. For instance, AM excels in precision and
generalization at the cost of having the worst simplicity and fitness performances.
IM guarantees perfect fitness and often produces the simplest model. On the
other hand, it has difficulty generating precise models and is only average in
generalizing. HM is the most regular approach as it appears the second-best
solution in three dimensions. However, it is never ranked as the best solution.

In this second experiment setup, the majority class, i.e., the most recom-
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Figure 6.5: Discovery algorithm rankings across all event logs considering each
dimension. Given event log features, the methods indicates the discovery algo-
rithm that maximizes model quality. This experiment compares three discovery
algorithms using four model quality criteria (fitness, precision, generalization and
simplicity).

mended method across all event logs, was IM. Figure [6.5b| presents the perfor-
mance in recommendation accuracy. The meta-model’s performance reached even
better results, with 0.92 of accuracy and 0.91 F-score, confirming our approach’s
viability. This improvement is mainly due to the removal of the time dimension
that perturbed the previous experiment. The random approach followed with
0.33 and 0.3 of accuracy and F-score, respectively. Furthermore, the majority
method achieved an accuracy of 0.61 and an F-score of 0.25. These results show
that the majority method has a worse efficiency when the classes are more bal-
anced. We also analyze the most and least influential features in this scenario.

We also analyze the most (Figure and least (Figure influential
features in this scenario. As Figure shows, among the descriptors with the
highest importance in the classification process, we observe the prevalence of
the entropy family of features again, with five representatives in the top ten.
The other five features belong to the activity family of features, showing the
relevance of activity-related descriptors when evaluating an event log. Figure
confirms the low relevance of trace length-related features to capture the
process complexity.

6.6 Relating Problem, Feature and Algorithm
Spaces

In the next experiment, we employed a Leave-one-out Cross-validation (LOOCV)
strategy [I15] for testing the meta-model. The LOOCV approach consists of

inferring a model using all instances except one, then testing the prediction in the
instance excluded from training. The process is repeated for all instances. This
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Figure 6.6: Features relevance to induce a meta-model recommending a discovery
algorithm.

way, a model is learned and tested #M I times, with #M 1 being the number
of meta-instances. This analysis produced 0.78 in both accuracy and F-score.
These results go in line with the previous experiment (see Figure , again
confirming the method’s robustness. Here we also evaluated more closely the
performances related to specific meta-targets.

For example, IMd was the most challenging class to identify, reaching an F-
score of 0.09. This extreme performance is due to the low number of appearances
as a meta-target (only 13 meta-instances were matched to IMd). The meta-model
was unable to learn the event log profiles associated with IMd, given the small
set of examples to generalize. Performance changes considerably for HM and IM
with 0.71 and 0.73 as F-score, respectively. HM is not an easy meta-target to
recognize since it usually produces models that balance well with the analyzed
quality criteria. However, very rarely it maximizes the performance in one of
the criteria. IM can potentially be misidentified due to its proximity to other
methods from the same family. The best individual performances were reached
by IMf and AM with F-scores of 0.79 and 0.86. The meta-model can more easily
associate meta-instances with these methods, meaning that event log behavior
that matches such algorithms was better captured by the framework.

Furthermore, we applied a dimensionality reduction technique to better visu-
alize the meta-instances in the feature space. For that, we employed the PCA
algorithm [69], which has already been used in the PM domain [1106, 117]. Fig-
ure shows the resulting feature space reduced to two dimensions. First, we
note that one Principal Component (PC) explains 55.11% of data variance while
the second PC explains 30.53% variance. These results indicate that most data
correlations were preserved after the dimensions were reduced.

Regarding class separation, we can observe that AM, IM, and IMf are the
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most identifiable meta-targets. This explains why in the LOOCV experiment,
these three meta-targets obtained the best F-scores. AM is spread across PC1
with an evident distance from other classes. When combining PC1 and PC2, we
observe that IM and IMf are also recognizable. In a particular region, several
instances of different classes overlap. This behavior is due to (i) information
that supports the mapping of this region being lost during the dimensionality
reduction and (ii) a lack of meta-features that capture additional behavior in the
problem space.

Figure also depicts the correct and incorrect predictions in the LOOCV
experiment. As the feature space shows, recommendation errors occur across the
whole space, and no particular pattern was identified. Overall, the PCA analy-
sis shows that meta-features were able to differentiate the processes’ behaviors.
Considering the limited dimension of the problem space, increasing the number
of meta-instances and meta-features will probably lead to better class separation,
hence, better recommendation performances.
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Figure 6.7: Reduced feature space after applying PCA. Meta-targets have dif-
ferent coloring, while shapes indicate if the model correctly predicted the meta-
target.

Finally, we also applied a complexity analysis to complement the evaluation of
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class separation based on the work of Lorena et al. [45]. The Directional-vector
Maximum Fisher’s Discriminant Ratio (F1v) metric searches for a vector that can
separate classes after instances are projected in the hyperplane. F1v is bounded
by (0, 1] interval with lower values indicating simpler classification problems.

When applied to our meta-database, we obtain an Flv of 0.12, indicating
that the classification problem (modeled using the meta-learner) is simple. The
classification problem can only be simple because the f(x) € F function preserves
most of the behavior in the problem space when mapping instances into the
feature space. In other words, our set of meta-features has a comprehensible
quality.

We also assessed the Ratio of Intra/Extra Class Nearest Neighbor Distance
(N2) metric, which aims at capturing the shape of the decision boundary and
class overlap. N2 relates the intra- and extra-class distances by comparing each
instance to its closest sample from the same class and closest sample from another
class. Ideally, instances from the same class should be closer between them than
from instances from other classes. The N2 for our meta-database is 0.35 (optimal
value is 0), indicating a simpler problem where the overall distance for different
classes is higher than the overall distance to the same class. Although pointing
to a simpler problem, N2 indicates that there is indeed some overlap between
classes, which is corroborated by the PCA analysis (Figure [6.7)).

6.7 Threats to Validity

A crucial aspect of an experimental design is internal validity. Mendling et al.
[T4] stated that a research design is internally valid when its manipulation is
causally responsible for an observed effect. Therefore, randomization is often
adopted to avoid the injection of confounding factors through data selection.
In our experiment, one could argue that the training dataset, although wide,
may contain unidentified bias due to the unbalanced representation of some log
profiles. To confute this conjecture we compared the results obtained in our first
experiment, illustrated in Figure [6.3b] to the results that can be obtained by
resampling the dataset. In practical terms, we divided the meta-database into
10 bins considering the activities_q1 meta-feature since it showed a considerable
representational capability as the best-ranked descriptor (see Figure . Then,
by randomly selecting a fixed number of samples per bin, we created a resampled
meta-database, which was submitted to the same testing pipeline.

Table shows the accuracy and F-score performances considering the in-
creasing size of sampled instances from each bin. As expected, when only 5 meta-
instances are selected by bin, we observe a reasonable decrease in both perfor-
mance metrics. Such behavior is expected simply because the learning model has
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fewer examples to generalize. As the number of selected meta-instances increases,
accuracy and F-score also increase, converging to the performance obtained us-
ing the complete meta-database. This confirms the validity of our approach that,
using cross-validation, was able to generalize well. For instance, if the method
maintained the same performance across different sizes of the meta-database, it
would mean that the research design was not impacting in results. Hence, this ex-
periment confirms that our approach performance is directly intertwined with the
meta-database quality, i.e., having a meta-database of increasing representational
quality improves the performance.

#Samples per bin 5 10 20 30 40 50
Meta-database size | 42 82 | 148 | 198 | 246 | 286
Accuracy 054 | 0.6 | 0.67| 0.7 | 0.72 | 0.72
F-score 0.49 | 0.56 | 0.64 | 0.68 | 0.71 | 0.71

Table 6.1: Resampling experiment performance.

Another important concern is with the external validity of data, which ques-
tions if the real-world variability is captured by the experiment. This problem
is deeply influenced by the lack of public real-world datasets and further exper-
iments would be required to verify if similar results can be observed in multiple
scenarios. However, we note that our results go in line with the work of Ribeiro
et al. [106], providing the first step into confirming the external validity.

6.8 Conclusion

Discovering a model for an event log is difficult due to the many available algo-
rithms and characteristics of business processes. This experimental setup pro-
poses an MtL approach to map event log profiles, discovery algorithms, and
quality criteria. We propose a set of 93 meta-features extracted from the event
logs to capture the behavior of the process at different levels, such as activity,
trace, and log. Using MtL, we show that it is possible to take advantage of
the quality of the process model by automatically recommending the appropriate
discovery algorithms. The best-fitting discovery method is one that maximizes
output quality based on a set of metrics.

Our approach correctly assigns the best technique with 76% of accuracy in
scenarios of five discovery algorithms. Overall, the method confirms the results
previously discussed in the literature, but our research design provides a more
rigorous evaluation and reveals more details on feature importance. Due to space
limitations, we did not demonstrate the ability of our framework to provide in-
formation for each specific event log. However, the framework can identify the
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recommended algorithm for each event log and which features triggered the sug-
gestion.

Furthermore, the proposed MtL approach is highly extensible, allowing the
possibility of adding more features, discovery algorithms, and quality metrics.
This way, our approach paves the way for a set of experimental analyses that
can further verify how generalizable is the relationship between PM tasks and
event log features. For instance, we showed that entropy and activity-related fea-
tures are the most important in describing log behavior for the process discovery
problem. As future work, we plan to increase problem, feature, algorithm, and
performance spaces to comprehend how more complex scenarios can impact MtL
performance. Further, we also aim at investigating optimization techniques to
increase the quality of the recommendations.
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Chapter 7

Automatic Design of Trace
Clustering Pipelines

Executing business processes leaves trails of the accomplished activities, perfor-
mances achieved, and resources consumed. This information is stored in event
logs, which embrace the history of the process. Executions generating the same
sequence of activities are observed as the same trace by PM algorithms that can
group multiple executions in a single representation. Often, the variability of
traces is however remarkable, and traces by themselves do not offer a helpful
representation of the process. This variability causes problems for existing PM
techniques. For instance, business processes with high trace variability generate
spaghetti-like models, i.e., complex models with an enormous number of relations,
often unreadable [10].

Neubauer et al. [118] identified two elements that contribute primarily to
the inherent complexity of business processes: (i) knowledge-intensive processes
where decision-making is human-dependent, and (ii) processes from large organi-
zations with a fast generation rate, and therefore high volume output. Therefore,
it is of interest to simplify the analysis representation, thus, allowing an easier
interpretation for stakeholders and leveraging efficiency.

For instance, consider an event log and its sequences of activities (traces)
L ={{a,b,c,d,e),{a,d,c,e),{a,b,c),{a,d,c)}, it is possible to notice two groups
of closely related traces, i.e., trace {a, b, ¢, d, e) is similar to (a, b, c) whereas trace
(a,d,c) has a sequence closer to trace (a,d,c,e). Grouping these similar traces
may improve the accuracy and comprehensibility of process discovery techniques
[119], and at the same time, support the identification of deviating or anomalous
instances [120]. Moreover, concurrency might also be a problem in some domains.
Traces (a, b, c,e) and (a, ¢, b, ) may be considered the same from a business per-
spective if the order of activities b and ¢ do not affect the process outcome. This
way, these trace representations should be close when projected into the feature
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space.

Trace clustering techniques have been adopted to solve these issues by iden-
tifying sub-logs grouped by trace similarity. This way, by detecting groups with
homogeneous behavior, process discovery techniques can be executed in sub-logs,
producing higher quality models, which are instead accessible for stakeholders
[72]. Trace clustering has also been studied in the context of explainability for
PM [77] and, more recently, adapted to incorporate expert knowledge [78]. How-
ever, selecting the appropriate clustering technique is a complex task. Many
transformation methods were presented, treating traces as vectors generated from
bags of activities [73], edit distance [40] or dependency spaces [74], discriminant
rules [75] [76] or log footprints [77]. The set of clustering algorithms applied
is also ample, e.g., k-means [75], hierarchical clustering [40], spectral clustering
[74], constrained clustering [78], among others. Given this large set of options
to set up a clustering pipeline, a non-expert user can likely feel overwhelmed.
Moreover, most solutions are attached to a specific set of encoding and clustering
techniques, hindering their applicability in a few specific scenarios [121], [74].

Considering the challenge of designing pipelines to identify the correct en-
coding method, clustering algorithms, and hyperparameters to use for a specific
log, we propose the use of our framework based on MtL. The framework recom-
mends the trace clustering pipeline that best fits a specific event log. MtL is a
learning process applied to meta-data representing other learning processes [122]
and has been used successfully to emulate experts’ recommendations, maximize
performance, and improve quality metrics [83].

The problem of simultaneously recommending an algorithm and tuning its
hyperparameters to optimize a task is defined as the combined algorithm selection
and hyperparameter optimization problem [123]. Alternatively, it is possible to
exploit similar recommending tasks, in which algorithms and hyperparameters
are represented as discrete spaces, mapping possible inter-correlations between
the different hyperparameters as a multi-output ML problem.

In this work, the meta-data consists of a large set of event log features that
are provided as input to the MtL workflow that outputs trace clustering pipelines
described by an encoding technique, a clustering algorithm, and hyperparameters
modeled using a problem transformation approach. In our scenario, MtL serves
as an automated approach as it suppresses the need for expert interaction to
work correctly. The relationship between event log features and the quality of
PM techniques has been already pointed out in the literature [I3], 15]. We intro-
duce a general framework for studying this relationship for the trace clustering
task using MtL. Moreover, we instantiate this framework to provide an example
of its functionality. Results show that our approach achieves considerable perfor-
mance in recommending encoding and clustering techniques. We also provide a
comparison with two baseline methods, highlighting the improvement supported
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by the MtL strategy.

In the remainder of this application (which references [88]), Section|7.1] gives a
historical overview of trace clustering solutions, focusing on the employed trans-
formation and clustering methods. Section [7.2| defines the task and its configura-
tion steps, while Section presents our proposed framework to solve the trace
clustering recommendation problem. Section presents the material used for
experiments, the techniques, and the quality metrics adopted. Section shows
the results and raises a discussion around them. Section concludes the study
of the trace clustering task.

7.1 Related Work

Trace clustering research is deeply connected to the variant analysis problem,
that is, detecting groups of similar behavior within a single business process [77].
Clustering traces is partitioning an event log into groups of comparable traces
such that each trace is assigned to a unique group [78]. Since its initial adoption,
trace clustering has been proposed as an instrument to reduce variability. Discov-
ering process models from clusters, for example, generally improves quality [72].
Early work in the area used a set of n-grams to encode a trace activity sequence,
thus, mapping traces to a feature vector space [75]. Song et al. [76] went further
by defining multiple encoding procedures, named profiles, to represent traces as
vectors. Furthermore, the authors call attention to the modularity between the
profiling and clustering steps.

Focusing on improving process discovery quality, Bose and van der Aalst
[40], 124] use conserved patterns to featurize traces, matching them with more
than one clustering algorithm. In [40], the authors represent traces as strings
and apply the string edit distance computation to measure the trace distance.
They also propose specific costs for the edit operations, adapting the distance
to the PM domain. Delias et al. [74] proposed a measure to calculate trace
distance based on dependency. Following a similar line, Appice and Malerba [125]
developed a co-training strategy to cluster traces based on multiple perspectives.
The clusters are created using similarity measures based on multiple dimensions,
namely activity, resource, sequence, and time difference. However, approaches
based on instance-level similarity may be applicable only to particular domains.

Thaler et al. [126] highlight that bags of activities may lose critical informa-
tion regarding the execution order. Delias et al. [74] show that no single optimal
similarity metric is applicable for all domains and applications while Zandkarimi
et al. [121] stated that trace clustering is a context-specific task. Koninck et
al. [77] characterize the complexity of clustering with the assessment of the best
event log splitting operations. A well-performing encoding method improves a
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wide range of posterior analyses without the need to tune them [I3]. The au-
thors also showed that there is no best encoding method for every scenario, that
is, different event logs are encoded better, considering several quality criteria, by
different encoding techniques.

A similar conclusion is achieved in [126] when analyzing clustering algorithms
applied to PM. The authors stated that some techniques are suitable for partic-
ular scenarios, reinforcing the argument that process characteristics may guide
the decision of the appropriate clustering technique. Besides, different from su-
pervised approaches, unsupervised learning performance is severely affected by
small changes in hyperparameters, depending heavily on user-domain knowledge
[127]. This implies that the solutions proposed today are far from optimal as
they are attached to a unique set of encoding and clustering algorithms.

Considering the multiple available profiling and clustering algorithms, we envi-
sion two main building blocks regulating the success of clustering techniques. The
first regards the encoding method, i.e., converting the trace sequences into feature
vectors, and the latter comprises the clustering techniques. The approaches cur-
rently available in the literature are strictly attached to a specific combination of
these building blocks; hence, they neither offer a means to study the relationship
between the different steps that compose a pipeline nor relate process behavior
to optimal solutions.

7.2 Clustering Pipeline

Given the plethora of configuration steps and parametrization, designing the ap-
propriate trace clustering pipeline is a complex issue even for experts. We iden-
tified in the literature three configuration steps that highly affect the clustering
results: (i) trace encoding, (ii) clustering algorithm, and (iii) hyperparameters
regulating the clustering algorithm. The choice of each step is critical since slight
changes deeply affect the clustering results.

PM techniques ingest event logs. An event log is the set of events executed
in a business process. An event records the execution of an activity. It follows
that each event is strictly related to a unique process instance, identified by its
case. A unique end-to-end sequence of activities within a case is known as a
trace. Let X be the event universe, i.e., the set of all possible event identifiers;
3* denotes the set of all sequences over 3. A trace is a non-empty sequence of
events t € X* where each event appears only once and time is non-decreasing,
e, for 1 < i< j<|t|:t(i) # t(j). In PM applications, encoding aims at
transforming traces into vectors, and mapping process instances into a feature
space. Therefore, an encoding method is a function EV that maps a set of traces
into an n-dimensional feature space, projecting the instances’ distances according
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to their trace sequence (as seen in Definition .

The problem of selecting a trace clustering pipeline is different from the tradi-
tional algorithm selection, in which it is expected to recommend a tuple (encoding,
clustering, hyperparameters). It is worth mentioning that the hyperparameters
are continuous values with a high dimensional space that might present different
inter-correlations between them. Here, they were discretized at frequent inter-
vals to cover a wide range of promising possibilities. Further, we employed a
multi-output strategy to take advantage of inter-correlations from the clustering
algorithm and its hyperparameters.

We formulate the problem as a set of encoding methods & = {EW, ..., B0},
clustering algorithms C = {CW, ..., C} associated with a hyperparameter space
H = {HD, ..., HD} and event log data mapped by meta-features and best
pipeline as D = {(z,Y®)|s = 2)}. We have j encoding methods, [ combi-
nations of clustering algorithms and hyperparameters, and s is the number of
expected pipelines’ steps to be recommended. It is important to mention that
the clustering algorithm and hyperparameter recommendation were modeled as
a single step of the pipeline. For each event log sample (z?,Y®), 20) ¢ X is
a d-dimensional meta-feature vector (zV, 22 .. 2(4) and Y C Y is the tu-
ple (encoding, clustering, hyperparameters) associated to 2@ . The goal is that
for any unseen event log x, the MtL model hg() recommends hg(z) € £ as the
proper encoding method for 2 and hepy() recommends hey(z) € L.

In the proposed setup, we are facing a multi-output problem, where a set
of labels C x H C L is associated with a single instance [12§]. Following the
taxonomy proposed in [128], we adopt a problem transformation approach, which
converts the data into a format that can be used in conjunction with traditional
techniques. More specifically, we employed the Binary Relevance (BR) problem
transformation approach [129]. BR works by transforming the original data set
into ¢ data sets Dy;, where j = [1,...,¢] contains all instances of the original
data that are labeled according to the existence or not of single labels A;. Thus,
BR learns g binary classifiers, one for each label L. Given a new instance, BR
provides the union of the labels \; predicted by the ¢ classifiers.

There are several ways to model this problem. In this paper, we followed the
supervised ML approach to build hg() and hcy() towards determining a promis-
ing pipeline candidate configuration. The problem is, in nature, a multi-output
problem. Therefore, we model this through the BR approach to combine outputs
from both hg() and hoy(). Alternative optimization-based modeling methods to
control the trade-off between exploitation versus exploration of pipeline combina-
tions exists, but as an initial study exploring new meta-features and meta-target
selection in a new application on the PM domain, we adopted this modeling
strategy for simplicity.
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7.3 Meta-learning Solution for Trace Clustering

Trace clustering solutions must be able to adapt according to domain charac-
teristics. We then propose a framework grounded in MtL capable of delivering
suitable recommendations according to different business process behaviors. The
main goal of our approach is to recommend a tuple (encoding, clustering, hyperpa-
rameters) that maximizes quality metrics for the trace clustering problem. Figure
7.1|shows the overview of the framework. First, an event log repository is created
to represent different business scenarios. The Meta-Feature Extraction step mines
features for each event log in the repository, creating meta-features according to
MtL terminology. The description quality of the meta-features is an important
constraint bounding the performance of the complete pipeline. Moreover, the
Meta-Target Definition defines a set of encoding and clustering (coupled with
its hyperparameter) techniques that are assessed by quality metrics and ranked
according to a ranking function.

The Meta-Database combines the meta-features and meta-targets defined in
previous steps, creating a data set populated by meta-instances. Using the meta-
database, the Meta-learning step induces a Meta-model that is, then, used to
recommend a pipeline for a given event log considering its meta-features. It is
worth mentioning that multi-output ML modeling for the meta-model can bring
important achievements in terms of performance, considering the interrelations
between each step of the pipeline. In Figure [7.1] green arrows indicate the steps
that are used for the creation and training of the framework, while blue arrows
represent a production environment where one assesses the meta-model for rec-
ommendation.

Given the adaptable setup of our framework, one can implement it using a
different set of meta-features and meta-targets. The automatic aspect of this
approach provides the user with recommendations based on event log behavior,
considering the possible options among the configurable steps. Moreover, other
aspects are adaptable, such as the adopted quality metrics and the ranking func-
tion. Nonetheless, we note that the robustness of the approach depends on the
MtL structure, which must be maintained when the framework is instantiated in
real scenarios.

7.4 Experimental Setup

In this section, we expose the details of each framework step as seen in Figure
and reveal the experiments implemented to study a possible instance of our
MtL framework. We note that for this application we used all event logs from
Table except the Nolle et al. [58] group, and the meta-features are according
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Figure 7.1: Overview of MtL proposal for trace clustering.

to Table The implementation is available for replication purposesﬂ

7.4.1 Instantiating Pipelines

Many PM techniques rely on encoding to transform event log-specific represen-
tations to other formats [22] 47, 41]. The transformation usually applies at the
trace-level, that is, converting the sequence of activities respective to a unique
trace into a feature vector. In [I3], the authors compared ten different encoding
techniques through the lens of quality metrics measuring data dispersity, repre-
sentativeness, and compactedness. They concluded that there is no encoding that
excels in all tasks and perspectives concomitantly. For instance, graph embed-
dings outperform the others in the classification task and representation quality.
However, these encoding methods are costly and usually sparse, meaning that
there are better encoding techniques considering space and time complexity.
The trace clustering literature has already experimented with several types
of encoding methods, such as one-hot encoding [75] [70], edit distance [40], log
footprints [77], activity profiles and n-grams [I30]. In [75] and [76], the authors
adopt the one-hot encoding technique to transform traces before the clustering
step. In [40], the authors employ edit distance to compute the trace distance
preceding the clustering. Koninck et al. [77] used log footprints, i.e., control-
flow relations depicting activity sequences. In [I30], the authors apply activity
profiles, bi-gram, and tri-gram as methods for trace encoding. Nonetheless, no
trace similarity measure is general enough to be applicable in all scenarios [131].
In this study, we adopt four encoding techniques that were frequently ap-
plied in the context of trace clustering. The first one is one-hot encoding. This
technique encodes activities as categorical dimensions, creating a feature vector

'https://anonymous.4open.science/r/automl_conf-070C/
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of binary values for each trace based on the occurrence of activities in a trace.
Next, we adopt n-grams, a common technique used in text mining applications.
This encoding maps groups of activities of size n into a feature vector, accounting
for their occurrence or not. More specifically, we apply bi-gram and tri-gram. Fi-
nally, we applied position profiles [12], an approach that relates activity frequency
and position. A log profile is created by computing the activity appearances in
each trace position and its respective frequency. A trace is encoded considering
the frequency of its activities in their positions according to the log profile.

Regarding clustering techniques, we selected three candidates commonly ap-
plied in data mining and trace clustering literature. These techniques are grounded
in different heuristics, and with this, we aim to evaluate if a particular clustering
structure outperforms the others. The choice of parameters was also guided by
considering the literature on trace clustering, comprising different trace behav-
iors and complexities. It is important to note that we selected a range of possible
values to support the exploration of the algorithmic space.

First, we adopt the Density-based Spatial Clustering of Applications with
Noise (dbscan) algorithm [132]. The dbscan method guides its clustering based
on the density of the feature space, hence, instances in high-density regions form
a cluster while instances sitting in low-density regions are regarded as outliers.
The main hyperparameter affecting the clustering results is eps, which regulates
the maximum distance between two points for them to be considered of the same
neighborhood. We explore different configurations of the eps hyperparameter to
evaluate its impact and to recommend the best configuration in the meta-model
step. For that, we apply the following eps values: 0.001, 0.005, 0.01, 0.05, 0.1,
0.5, 1.

Moreover, we adopt k-means [133], a clustering technique that randomly se-
lects centroids, which are the initial cluster points, and works by iteratively op-
timizing the centroid positions. The k-means technique requires the expected
number of clusters (k) from a given data set as a hyperparameter. We set k to
these values: 2, 3, 4, 5,6, 7, 8, 9, 10. Finally, the last technique is agglomerative
clustering [134], a type of hierarchical clustering with a bottom-up approach. The
algorithm starts by considering each point as a cluster and merges the clusters as
the hierarchy moves up, creating a tree-like structure depicting the cluster levels
and merges. As with k-means, agglomerative clustering requires the number of
clusters as input, we then adopted the same range of values for the £ parameter.

7.4.2 Quality Criteria

To complete the creation of a meta-database, meta-targets must be defined for
each meta-instance. This way, a ranking strategy is required to compare the
possible trace clustering pipelines. Hence, the technique sitting at the top of the
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ranking strategy is the one recommended for a meta-instance, i.e., it is defined
as the meta-target. As pointed out in the literature [13] [131], there is no unique
solution for a problem that outperforms the others from all perspectives. Consid-
ering this hypothesis, we propose three complementary metrics to evaluate trace
clustering solutions, this way, capturing different degrees of performance. More-
over, a user applying a trace clustering solution may expect to evaluate the results
from several perspectives. Here, we support such a user by assessing clustering
quality from a set of criteria.

Silhouette coefficient (s), the first metric we propose to measure performance,
is based on the traditional clustering literature and commonly applied in data
mining domains [I35]. The Silhouette score is computed at the cluster level to
capture its tightness and separation, judging instances that fit their cluster or are
in between different clusters. The scores of a group of clusters can be combined to
assess the relative quality of the clustering technique. Equation demonstrates
how the Silhouette coefficient (s) is obtained for a single sample considering
the mean intra-cluster distance (a) and the mean nearest-cluster distance (b).
The average of the Silhouette score for all samples is the final coefficient for one
clustering space, that is, the average of Equation for all samples in the feature
space. The Silhouette coefficient domain is [—1, 1], where —1 is the worst value,
0 indicates overlapping clusters and 1 is the best value.

b—a
°T maz(a,b) (7.1)

To complement this evaluation with a PM-inspired metric, we propose to
measure the quality of clusters concerning trace variants. This way, by computing
the trace variant frequency in each cluster, we can evaluate if the solution provides
a clear separation of variants in the feature space. For that, we compute the
unique traces in a cluster, and by a weighted mean, the Variant score (v) is
obtained. Consider C' the group of all clusters, C; the cluster of index i, var(C;)
the number of unique traces found in cluster C;, and #traces the total number
of traces in the event log, Equation depicts the Variant score calculation, 0 is
the optimal value.

v — Zcieo var(C;) — 1
#traces

(7.2)

As resource consumption is an important aspect in organizations, we also
consider the computational time () of clustering as a metric to assess its qual-
ity. The lower the t metric for a particular solution, the better it is ranked in
comparison to others. Given this set of metrics, i.e., s for silhouette coefficient,
v for the variant score, and ¢ for computational time, a meta-target (encoding,
clustering, hyperparameters) has to successfully balance between all metrics to
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be considered good. This way, the approach rewards techniques that excel in
the three metrics, such as ignoring one or more may lead to a lack of tightness,
improper variant identification, and high resource consumption. Hence, we pro-
pose a ranking strategy (R) that combines all dimensions. Table presents an
example of the ranking strategy we propose. For each pair of encoding techniques
and clustering algorithms, we apply it for a given event log (L) and measure the
quality metrics (s, v, t). Following, a positional rank is built for each metric (Rj,
R,, Ry), i.e., comparing the pairs of encodings and clustering in each dimension.
Finally, a rank (R) is computed by the average of the metrics ranks. For exam-
ple, considering the pairs (E7,C1), (Ey, Cy) and (FE3, C3), their respective final
ranks are 2, 1.67 and 2.33. The solution chosen as the meta-target is the one that
minimizes the R function, which, in this example, is the pair (Fs, Cs).

Log Encoding Clustering s v t R, R, R, R

L £y Ch 09 05 50 1 2 3 2
L Ey Cy 0.3 0 0 3 1 1 167
L By Cs 08 07 15 2 3 2 233

Table 7.1: Ranking trace clustering pipelines. The final rank is the average rank
of each quality criteria.

7.4.3 Meta-model

Regarding the meta-learner, we applied the Random Forest (RF) algorithm [56] as
in other applications. Moreover, we applied a hyperparameter tuning technique
to improve performance in the recommendation task. For that, we adopted a
holdout strategy where 80% of the meta-database was used for tuning and 20% as
the validation set. After a grid search tuning strategy with 5-fold cross-validation,
the best hyperparameters were: (i) 50 as the number of trees composing the
forest, (ii) gini as the criterion measuring split quality, (iii) & as the required
minimum number of samples for a node split, (iv) I as the minimum number
of samples required to be a leaf node, and (v) log2 as the number of considered
features for a split. The results reported in Section were extracted when
applying the tuned meta-model to validation data.

7.5 Results and Discussion

In this section, we present and discuss the main experimental results regarding
the proposed strategy to recommend a trace clustering pipeline based on MtL. We
also explore the meta-database composition by observing the encoding techniques
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and clustering algorithms chosen by their performance and balancing. Next,
an overall analysis, including the comparison of the proposed strategy with the
baselines, is introduced, while a detailed assessment of meta-features is presented
in the last part.

7.5.1 Meta-learning Exploratory Analysis

The rank results, considering all algorithms for setting the meta-database, in-
cluding the metrics used for ranking the meta-targets, are presented in Figures
and [7.3] The heatmap plots show the ranking of the metrics s, v, and ¢
for encoding (Figure and clustering (Figure used to sort and identify
promising algorithms as meta-targets. Each ranking varies from 1 to 81, in which
1 is the best-ranked algorithm for a given metric.
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Figure 7.2: Encoding Ranking. Color gradient represents the ranking position
variation.

Observing the encoding techniques (Figure , it is possible to identify a
large discrepancy between them when evaluated by s, revealing the superiority of
one-hot and position profile algorithms, whereas v score and ¢ do not present such
prominent variation, leading to closer ranking positions. Note that the results
report the average ranking position. In other words, one-hot encoding is the
most well-ranked across the event logs, although it is not unanimous. However,
when observing the clustering algorithms (Figure , it is possible to note a
balance regarding s while v and ¢ reveal discrepancies. The former (v) exposes the
importance of hyperparameter definition since agglomerative and k-means ranged
throughout the rankings when changing their hyperparameter k. Moreover, the ¢
metric delivered an important perspective, in which each clustering algorithm is
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Figure 7.3: Clustering Ranking. Color gradient represents the ranking position
variation.

recognizable regardless of its hyperparameters. In particular, agglomerative and
dbscan were superior to k-means. This superiority led to no usage of k-means as
a clustering meta-target.

The meta-database was built using the combination of the top-ranked algo-
rithms for each meta-instance (event logs). This combination leads to an imbal-
anced multi-output dataset, which was handled to support the induction of the
meta-model. This imbalanced scenario can be seen in Figure|7.4, where combina-
tions such as one-hot encoding with agglomerative clustering using 10 as k value
(onehot_agglomerative_k10) represented 469 meta-instances. The second most
frequent combination (171 meta-instances) was position profile with agglomera-
tive clustering using 10 as k (position_profile_agglomerative_k10). The third
was one-hot using dbscan adopting a eps equals 0.001 (onehot_dbscan_eps0.001)
in 125 meta-instances. Figure|7.4|{represents in blue the one-hot combinations, in
pink the position profile, bi-gram is brown and tri-gram gray. These meta-target
frequencies show the evident dominance of one-hot and position profile over the
other encoding methods. Bi-gram was the best encoding technique for 37 meta-
instances while tri-gram was the best one, combined with dbscan, only with four
meta-instances.

When evaluating from a clustering perspective (Figure , we observe a bal-
ance between dbscan with a wide range of eps and agglomerative using k as 10.
Different values of k for agglomerative did not meet many meta-instances. Con-
versely, dbscan demonstrates the necessity of hyperparameter adjustments since
different values of eps could match particular meta-instances. The imbalance
issue was addressed by removing the minority class combinations, that is, meta-
targets that appear less than five times. The final meta-database was composed
of 1036 samples, with fifteen different combinations of one-hot, position profile,
and bi-gram with agglomerative (k in {8, 9, 10}) and dbscan (eps in {0.001, 0.005,
0.05, 0.01, 0.1, 0.5, 1}).

The imbalance issue was addressed by removing the minority class combina-
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Figure 7.4: Encoding and clustering combinations are links representing a meta-
instance that best fit linked algorithms colored by encoding.

tions, that is, pairs of encoding techniques and clustering algorithms that appear
as a meta-target for less than five meta-instances. The final meta-database was
composed of 1036 samples, with fifteen different combinations of one-hot, posi-
tion profile, and bi-gram with agglomerative (k in {8, 9, 10}) and dbscan (eps in
{0.001, 0.005, 0.05, 0.01, 0.1, 0.5, 1}).

7.5.2 Meta-model Performance

Using RF as our meta-model built over the meta-database, we analyzed the
performance for both encoding and clustering algorithm recommendations (Fig-
ure . It is worth mentioning that the problem was modeled as a multi-
output problem using the BR transformation approach, addressing encoding
and clustering at once. Since there are no other literature references, we em-
ployed majority voting and random selection as baseline approaches for com-
parison reasons. Majority voting works by always indicating the most common
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meta-target, i.e., the majority class in the meta-database. In this setup, one-hot
and agglomerative_k10 are the most common encoding technique and clustering
algorithms, respectively. Although a simple baseline, majority voting is a suit-
able comparison in ML applications, clearly specifying the minimum performance
threshold. The random selection approach randomly chooses one of the possi-
ble pipeline combinations (coming from the set of meta-targets). This technique
simulates a PM practitioner in a scenario without the availability of experts, a
common situation in real environments. This way, we situate our method’s per-
formance concerning the ML and PM landscapes, creating an initial assessment
and benchmark for the trace clustering problem.

As observed in Figure our proposal obtained an F1 of 0.81 (0.01) when
recommending the encoding technique and an F1 of 0.59 (£0.01) for the rec-
ommendation of the clustering algorithm. The majority baseline for encoding
obtained an F1 of 0.71 while the random baseline achieved 0.42 (£0.03). Regard-
ing clustering, the majority obtained 0.49 of F1, and random selection reached
0.14 (£0.03). Our approach obtained a mean predictive performance of 0.7 for
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Figure 7.6: Performance of the MtL framework to recommend the encoding tech-
nique and clustering algorithm in terms of accuracy and F1.

the whole trace clustering pipeline. The results were superior to the majority
and random baselines, which averaged 0.59 and 0.28, respectively.

Note that the majority voting results are boosted by the imbalanced scenario,
for balanced meta-databases, the tendency is to underperform. The superior
performance of our proposal confirms our hypothesis, i.e., there is a relationship
between event log behavior and optimal pipelines. Since this relationship exists
(and is partially captured by our proposed meta-features), our method outper-
forms the baselines. Given the universe of possibilities (81 combinations) and the
limitations imposed by the imbalanced scenario, we consider the F1 performances
suitable. Furthermore, this assessment serves as a benchmark for the area to be
compared to alternative solutions proposed in the future.

7.5.3 Meta-features Relevance

We interpreted the outputs of our meta-model to predict encoding (Figure
and clustering (Figure by taking the average absolute value of the Shapley
Additive Explanation (SHAP) values. The higher relative importance for predict-
ing encoding algorithms was obtained by the number of events (n_events), the
maximum number of activities (activities_mazx), and the entropy of trace length
(trace_len_entropy). Similarly, the top three meta-features in terms of impor-
tance were the same when predicting clustering. It is important to mention that
n_events represents more than half of the importance among all meta-features for
both encoding and clustering. The n_events meta-feature indirectly indicates log
complexity as the higher the number of events, the more heterogeneous behavior
might appear, even more, when considering that many of the logs come from
complex models and include anomalies. Thus, n_events becomes an important
discriminator for encoding and clustering performance. These results highlight
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relevant directions for future research in feature extraction in PM.
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Figure 7.7: The relative importance for each feature, obtained by taking the aver-
age absolute value of the SHAP values when recommending encoding algorithms.

n_events | Il B =
activities_max I E EE
trace_len_entropy N EmEi
activities_variance | |
end_activities_max |
activities_q3 H E EE
activities_skewness N = i
activities_std I Enr
_ | .
activities mean = mEi dbscan_eps0.005
n traces E EEl agglomerative_k10
n_unique_traces I Enml mm dbscan_eps0.05
start_activities_max EEnl dbscan_eps0.01
activities_kurtosis = Emn [r— ~
entropy_k_block_ratio_3 HEnl dbscan_eps'l
entropy_knn_3 EENI agglomerative_k9
entropy_prefix H § mR B dbscan_eps0.1
entropy_k_block_diff_1 11 dbscan_eps0.5
activities_ql | | [r— rati
activities_min | | agglomerative_k8
end_activities_g3 [ B dbscan_eps0.001

0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08
mean(|SHAP value|) (average impact on model output magnitude)

Figure 7.8: The relative importance for each feature, obtained by taking the
average absolute value of the SHAP values when recommending clustering algo-
rithms.
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7.6 Conclusion

This paper proposes an MtL framework to recommend the best pipeline for trace
clustering based on a specific event log and its behavior. For that, we extract
meta-features to describe event logs and match them with the best clustering
pipeline by assessing three complementary metrics. The framework recommends
a tuple (encoding, clustering, hyperparameters), making trace clustering solutions
accessible for non-expert users and assisting experts with guided recommenda-
tions. Results have shown that the framework outperforms baseline approaches.

We have also provided a discussion about meta-feature influence in the de-
cision process using SHAP values. Future research can extend the experimental
evaluation to gather further insights into the relationship between trace clustering
quality and event log behavior. Moreover, steps towards improving the model-
ing of the multi-output approach by testing different techniques, possibly taking
advantage of the intercorrelation between different steps of the recommended
pipeline, can be taken.
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Chapter 8

Conclusion

This chapter is devoted to summarize the main contributions offered by this thesis
(Section . Therefore, it develops a discussion on how research questions were
studied and answered. Then, the limitations of the study are listed (Section
and complemented with possible research lines that can be developed in the

future (Section [8.3).

8.1 Contributions

In this thesis, we proposed a method to recommend PM pipelines for a given
event log and a given task. The approach was tested on several relevant tasks in
PM, covering anomaly detection, process discovery and trace clustering.

The first clear contribution is the automation of PM pipeline design. To the
best of our knowledge, this is the first extendable framework to automatically
design process pipelines independently of the task. The flexibility of the method
allows its instantiation in any business process scenario. Thus, the burden of
choosing the appropriate algorithm configuration is released from experts, sav-
ing resources and time. Moreover, the framework can be used in conjunction
with expert knowledge, providing guided recommendations that can be analyzed
before its application. We expanded previous contributions that are limited to
correlating algorithms and performances. Considering event log characteristics
for the recommendations is crucial to the relevance of the contribution.

Moreover, the framework structure delivers a systematic approach to correlate
problem, algorithm and performance spaces. The knowledge gathered can, then,
be used to study problem characteristics and how they relate to data behavior.
Mapping the different spaces and considering the translation from one to another
in an organized manner is a breakthrough in the study of PM pipelines. The
results of this mapping allow experts to improve their awareness of the data at
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hand and, even more importantly, to understand which characteristics are influ-
ential for a given problem. This is explored in the many experiments correlating
the spaces triad (see Sections , and .

In practical terms of building the framework, two other contributions arise.
First, we organized a large collection of event logs that are representative of real
scenarios. This set of logs can be further used by other researchers applying
automation methods in PM. We also studied the data distribution and repre-
sentativeness (see Section , showing that generated synthetic data and real
business processes are in similar regions of the problem space. Another subse-
quent contribution is the proposal and implementation of a considerable batch
of features describing event log behavior. One of the most impacting factors for
recommending pipelines is the quality of meta-features. As revealed by the rec-
ommendation performances, the meta-features were able to capture data behavior
comprehensively.

Regarding the addressed research questions, the extended list of experiments
showed that the design of PM pipelines can be automated satisfactorily, answering
RQ1. The relationship between process behavior, PM pipelines and performance
was also explored in all applications. We showed indications that these different
spaces are correlated and possibly can be mapped, answering RQ2. Finally, we
contribute to the development of the field by producing fully replicable experi-
ments, which is an important concern in data mining in general.

8.2 Limitations

Through the research development and experiments, we identified some limita-
tions that can impact the contribution of the method. The MtL-based modeling
correlates meta-features and meta-targets in a tabular format and transforms the
recommendation into a classification problem. Therefore, performance is limited
by the quality of the classifiers employed. Moreover, discretizing the algorithm
space also limits the recommendation performance. Some AutoML techniques
explore the performance space independently of previously seen configurations.
This means that the framework is limited to recommend pipelines that have been
tested before. This way, exploring other optimization techniques could lead to
better recommendations.

Another set of limitations is connected with the practical instantiation of the
framework. The final performance will always be defined by the representative-
ness of the event log collection and the quality of the meta-features. This way,
these steps are crucial and should be managed with attention. Furthermore,
choosing the poll of techniques is not an easy task. In many scenarios, some al-
gorithms are not available. Also, applying a large number of algorithms increases
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considerably the pipeline combinations, which, then, might lead to an imbalanced
meta-database (as seen in the trace clustering task). Choosing the quality cri-
teria is not straightforward. In some cases, the user might be unsure of which
dimensions to optimize. Consequently, the ranking function might amortize the
pipeline performance for conflicting dimensions.

8.3 Future Work

This thesis paves the way for pipeline automation and the integration of ML
methods in PM. This contribution creates an initial assessment of this problem
and can serve as the basis for future research in this direction. There are many
open challenges such as understanding baseline performance, applicability in real
environments and exploration of problem characteristics.

Regarding the output, one possible research direction is creating a set of rec-
ommendations. By recommending a set of possible pipelines, the user is provided
with more options and can then decide which one is preferred. Recommendations
could also be associated with a confidence value, giving more information to the
users. Considering this context, the problem can be reformulated in different
ways, i.e., it does not need to necessarily be a classification issue. Therefore,
exploring other means for optimization is an interesting direction for future re-
search. Future efforts should also consider multi-objective optimization and the
balance between different dimensions, which, in many cases, are conflicting.

A relevant factor of this thesis is the systematic mapping of different spaces. It
would be beneficial to explore alternative means of studying these spaces. A pos-
sible approach is the application of causal mining approaches [136]. Estimating
the effect of different pipelines increases the understanding of the problem and
the recommendation quality. Causal inference and uplift modeling techniques
should then be explored [137].

Importing techniques from AutoML literature can improve even further the
performance of pipeline design automation [34]. With this, automation of pipeline
design for other tasks can also be studied and explored.
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