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Abstract. This paper presents a method for generating synthetic im-
ages of medieval musical iconography to address the scarcity of available
visual resources. The focus of this paper is to outline the methodology used
to create a synthetic dataset of medieval musical instruments. Quantitative
analysis and performance evaluation of machine learning models trained us-
ing this dataset will be explored in a future publication. The methodology1

for generating synthetic images is made publicly available to support ongoing
research and education in medieval studies and digital humanities.
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1 Introduction

Medieval musical iconography is the study and interpretation of visual repre-
sentations of music in medieval art. It includes depictions of musical instru-
ments, musicians, performances, and related themes across various visual
media (Bowles 1983). Understanding these visual representations is crucial
for gaining insights into musical practices, cultural context, and the role of
music in medieval life. Iconography often intersects with organology, the
study of musical instruments, providing elements for identifying and under-
standing the construction, development, and playing techniques of medieval
instruments.

Significant digital initiatives, such as the RidIM database, the Bowed
Strings iconography project, and the Early Music Sources iconography database,
have made substantial contributions by providing access to digitized images
of musical instruments. Furthermore, the use of the ICONCLASS system
for iconographic classification of topics, objects, and subjects in images is

1Code available at https://github.com/sergiopicascia/simmi.
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gradually becoming a global standard, enhancing the accessibility and orga-
nization of iconographic data.

Medieval musical iconography involves close collaboration between art
historians and musicologists, aiming to deepen our understanding of me-
dieval music through its visual representations. However, the scarcity of
available images depicting medieval musical instruments presents a signifi-
cant challenge for training machine learning models required for the accu-
rate analysis and classification of increasingly digitized datasets, particularly
those utilizing the International Image Interoperability Framework (IIIF).

Therefore, developing a method for image generation in medieval mu-
sical iconography offers a significant opportunity to enhance the collection,
analysis, and study of visual representations of music in medieval art, par-
ticularly by identifying patterns and trends in these depictions. By creating
synthetic datasets, we can address the limitations posed by the quantity of
available images, enriching the data pool with high-quality, diverse images
that simulate real-world variations, particularly, as we will see here, in me-
dieval manuscript illuminations. This research can also foster collaborations
between computer scientists, art historians, and musicologists, enriching the
interdisciplinary study of medieval music and art.

2 Objectives

The primary objective of this paper is to explain the methodology employed
to develop synthetic images of medieval musical instruments. These images
will then serve as a foundational tool for fine-tuning deep learning computer
vision models, enhancing their ability to generalize and perform effectively
when applied to real, often sparse and unbalanced, data sources. The ulti-
mate goal is to facilitate more accurate object detection and classification of
musical instruments in historical manuscripts, thus contributing to the fields
of musicology and digital humanities.

Currently, the Musiconis dataset comprises 4,384 images of musical in-
struments categorized into 39 classes—often unbalanced—spanning various
artistic techniques, including manuscript illuminations, wood and stone sculp-
tures (Romanesque and Gothic), stained glass, and Gothic ivories. This
project aims at proposing a methodology for balancing and enriching the
current dataset with synthetic images that mirrors the variability found in
historical artifacts, with a particular focus on musical instruments and per-
formers present in manuscript illuminations. The resulting dataset will serve
to enhance tools for accurately detecting and classifying images of musical in-
struments within historical manuscripts, leveraging advanced machine learn-
ing techniques. These objectives are designed to address the challenges posed
by the current dataset’s imbalance and the diverse representation techniques
of the medieval period.
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2.1 Primary Objectives

• Address Representation Imbalance: Develop strategies to han-
dle the imbalance in instrument representation, ensuring that less fre-
quently depicted instruments are accurately recognized alongside more
common ones.

• Promote Further Research: Encourage the use of the developed
tools for synthetic images in other areas of historical and humanities
research, promoting further advancements in the study of medieval art.

• Facilitate Interdisciplinary Collaboration: Foster collaboration
between experts in computer science and musicology to enhance the
depth and scope of the research, to bridge the gap between technology
and humanities.

2.2 Mid-Term Objectives

• Create a Comprehensive Dataset: Build an extensive dataset of
annotated images from diverse manuscripts, detailing musical instru-
ments and their contexts. This dataset will also serve as a resource for
future research in both musicology and computer science.

• Enhance Object Detection Accuracy: Develop and refine machine
learning algorithms to improve the accuracy of detecting and identify-
ing musical instruments within medieval manuscripts, and distinguish
various musical instrument families (aerophones, chordophones, mem-
branophones, and idiophones).

2.3 Long-term Objectives

• Implement Contextual Analysis: Integrate contextual analysis
techniques to improve instrument identification by considering the sur-
rounding elements and overall scene in the manuscript illuminations.

• Expand Geographic and Temporal Scope: Extend the corpus to
include manuscripts from different geographic regions and time periods,
providing a broader understanding of medieval musical iconography
accross Medieval cultures.

• Enhance Public Accessibility: Make the database and findings ac-
cessible to the public through online datasets and platforms, allowing
scholars, educators, and performers to explore and use this research.
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3 Background

3.1 Synthetic Data in Computer Vision

In recent years, there has been a significant increase in the use of synthetic
data across various computer vision (CV) applications, such as automotive,
detection and tracking, surveillance, medical image analysis, and robotics.
Early uses of synthetic data focused on performing controlled experiments
under the analysis by synthesis approach, enabling researchers to generate
images under strictly controlled conditions. However, the primary use of
synthetic data has shifted towards training deep learning models to address
issues with real data, such as the high manual annotation effort, data imbal-
ance, bias, and privacy-related restrictions. In their review, Delussu, Putzu,
and Fumera (Delussu, Putzu, and Fumera 2024) examined the use of syn-
thetic training data in video surveillance, highlighting its growing relevance
due to security applications like crowd counting, object and pedestrian de-
tection and tracking, behavior analysis, person re-identification, and face
recognition.

The early reference to the use of synthetic data in CV literature can
be traced back to Pratt et al. (Pratt 1978), who utilized synthetic data to
facilitate the analysis and comparison of image processing methods through
the generation of images from a model under controlled conditions. Since
then, the interest in synthetic data has considerably increased, as evidenced
by the rising number of publications in this area (Nikolenko 2021).

Several techniques have been developed for creating synthetic datasets,
including computer graphics tools, image-to-image translation methods based
on generative adversarial networks (GANs), and diffusion models. These
methods allow for the generation of high-quality, annotated data that can
be used to train and evaluate CV models without the constraints associated
with real data collection. For instance, GANs have been used extensively for
generating synthetic images for tasks such as person re-identification, face
recognition, and object detection (Choi et al. 2018; Wu et al. 2019; Guo and
Zhang 2019). More recently, diffusion models have been employed to cre-
ate high-quality synthetic images for various CV tasks, demonstrating their
potential for data augmentation and enhancement (Kim et al. 2023).

3.2 Musical Iconography and Computer Vision

One of the first works in the field of musical iconography (Sabatelli et al.
2021), conducted by Mike Kestemont and his team, tackled the challeng-
ing task of detecting musical instruments in non-photorealistic images. This
challenge is heightened by the variability and diversity of artistic styles and
representations. The authors proposed a novel approach using transfer learn-
ing to train a convolutional neural network (CNN) to recognize musical in-
struments across a broad spectrum of artistic styles. Their results demon-
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strated that this approach significantly outperformed previous methods in
terms of accuracy and robustness, paving the way for automated identifica-
tion and analysis of musical instruments in diverse artistic representations.

Another significant contribution came in 2021, when researchers from
Sorbonne University used knowledge graph embeddings and transfer learning
to identify musical instruments in images from the Musiconis dataset (Ey-
harabide, Bekkouch, and Constantin 2021). This innovative approach inte-
grated semantic information from knowledge graphs with advanced machine
learning techniques to enhance the accuracy and reliability of musical instru-
ment detection in medieval art (Bekkouch, Eyharabide, and Billiet 2021).
The overarching goal of these works is to develop sophisticated methods for
studying and understanding musical instruments depicted in medieval art,
leveraging the power of artificial intelligence and machine learning. By com-
bining historical expertise with cutting-edge technology, these efforts aim to
unlock new insights into the cultural and musical practices of the medieval
period, providing a richer, more nuanced understanding of this historical era.

3.3 Synthetic Historical and Cultural Data

Regarding synthetic data, significant research has been dedicated to utilizing
computer vision techniques for the automatic detection and analysis of visual
elements in historical documents. Monnier et al. (Monnier and Aubry 2020)
introduced an innovative method called docExtractor, which is designed to
extract visual elements such as text lines and illustrations from historical
documents. A notable feature of their approach is its independence from real
data annotation, achieved through the use of a synthetic document dataset
known as SynDoc. Similarly, Aouinti et al. (Aouinti, Baltaci, et al. 2023)
developed a semi-automatic interactive pipeline for scientific illustration ex-
traction that incorporates expert feedback from historians. They presented
a new dataset of scientific illustrations from the Middle Ages to the modern
era, comprising 8k illustrations validated by historians and a total of 235k
illustrations obtained from 405k corpora pages. Dutta et al. (Dutta, Bergel,
and Zisserman 2021) focused on visually analyzing chapbooks printed in
Scotland by training the EfficientDet object detector to identify illustration
regions in pages of 3,000 chapbooks. This enabled the VGG Image Search
Engine (VISE) software to visually search and group illustrations based on
their visual content, allowing researchers to forensically analyze the chap-
books dataset and discover previously unnoticed relationships between its
elements. Additionally, Aouinti et al. (Aouinti, Eyharabide, et al. 2022) in-
troduced a deep learning-based approach for browsing a collection of IIIF
manuscript pages and identifying illuminated ones.
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4 Methodology

In this work, we developed a workflow for generating synthetic images of
medieval manuscript pages, containing illuminations of musical instruments.
The workflow, named SIMMI (Synthetic Images for Medieval Musical Iconog-
raphy), is depicted in Figure 1.

Background Images

Background
Sampling

Layout
Application

Elements
Insertion

Noise
Addition

Pages Layouts

Visual and Textual Elements

Prima nanque coniunx Creusa, 
Priami regis filia, de Asya 
fuit, ut superius haberi potest 
per ea que dicta sunt .

Ille vero exivit urbem et 
fecit herbam quam in 
fascem religatam portabat 
ante se , more scutiferi.

Prima nanque 
coniunx Creusa, 
Priami regis 
filia, de Asya 
fuit, ut superius 
haberi potest 
p e r e a q u e 
dicta sunt .

Prima nanque 
coniunx Creusa, 
Priami regis 
filia, de Asya 
fuit, ut superius 
haberi potest 
p e r e a q u e 
dicta sunt .

Ille vero exivit 
urbem et fecit 
herbam quam in 
f a s c e m 
r e l i g a t a m 
portabat ante 
s e , m o r e 
scutiferi.

Ille vero exivit 
urbem et fecit 
herbam quam in 
f a s c e m 
r e l i g a t a m 
portabat ante 
s e , m o r e 
scutiferi.

Figure 1: Overview of our pipeline to generate synthetic images containing
musical instruments.

4.1 Challenges of Object Detection for Medieval Musical
Iconography

Medieval musical iconography presents the challenge of accurately identi-
fying a wide range of instruments depicted in various artistic styles and
techniques. When focusing specifically on manuscript images, it becomes
particularly uneasy for machine learning algorithms to correctly identify the
instruments involved. This section will illustrate these challenges with sev-
eral examples. Decorated manuscript pages, from diverse traditions, display
varying layouts, e.g. one or two columns (Figure 2), often depicting scenes
that, while frequently biblical, also include other contexts (secular life, imag-
inary scenes, proverbs, daily activities, etc.). These illustrations commonly
feature characters - whom we refer to as performers - playing musical instru-
ments, singing or dancing.

When looking from these iconographic elements, challenges are numerous
regarding artificial intelligence and specifically computer vision techniques:
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• Locating Instruments on the Page: Instruments can often be
found embedded within the elaborate initials and marginalia of me-
dieval manuscripts. These representations vary greatly in complex-
ity; some instruments are quite detailed, showcasing the organological
details and variations, while others are rendered as simple, abstract
shapes that suggest their form without extensive detail. This variety
in depiction adds another layer of complexity to the task of accurately
identifying and categorizing the instruments, as the level of detail can
significantly impact recognition and interpretation (Figure 3).

• Correct Identification: The identification of musical instruments
in medieval iconography is challenging due to the wide array of in-
strument types depicted across different instrument families, each with
distinct characteristics. The primary families include aerophones, chor-
dophones, membranophones, and idiophones, encompassing numerous
unique instruments. Among aerophones, illustrations often feature
instruments such as the horn (a resonant brass instrument used in
ceremonial contexts), the trumpet (a long, bright-sounding brass in-
strument), the shawm (a loud woodwind ancestor of the oboe), the
recorder (a soft-toned woodwind with a whistle mouthpiece), the flute
(a mellow transverse flute held horizontally), and the bagpipe (a reed
instrument known for its sustained, continuous sound).

The chordophone family commonly includes the lute (plucked string in-
strument with a rounded back), the vielle (a bowed instrument similar
to a fiddle), the harp (a triangular, stringed instrument plucked by fin-
gers), the psaltery (a flat, zither-like plucked instrument), the gittern
(a small lute-like instrument), the citole (a guitar-like instrument often
played with a plectrum), the rebec (a small bowed instrument), and
the monochord (a single-stringed instrument used in teaching musical
intervals).

The membranophone family features instruments like the tabor (a
cylindrical drum) and the tambourine (a handheld percussion instru-
ment with jingles that add a rhythmic sound). Lastly, idiophones in-
clude the triangle (a bright-sounding metal percussion instrument),
and the bell (struck to produce a ringing sound, used for signaling or
to teach intervals). Each of these instruments can appear with varying
levels of detail and stylization, further complicating accurate identi-
fication and requiring nuanced recognition techniques to handle this
diversity in form and representation.

• Variable Number of Instruments: Pages may depict a single in-
strument or a many more of them (Figure 4).

• Representation Imbalance: There is an uneven representation of
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instruments, e.g. the presence of more chordophones than idiophones,
more harps and lutes than triangles, more horns than transverse flutes
etc.

(a)

(b)

Figure 2: Example of a two-column layout: Angel playing the vielle. Lo-
cation: Tours, Centre-Val de Loire, France. Original title: Ange musicien.
Partner database: Initiale. Century: 14th. Dates: 1300–1399. Source:
Tours, Bibliothèque Municipale, Diocèse 08, Folio: f. 001.

4.2 Data Preparation

The data preparation process involved mainly two steps: the definition of
manuscript pages layouts, and the collection of visual and textual elements
to be included in those pages.

4.2.1 Page Layouts

Researchers studying medieval manuscripts have extensively analyzed the
structural composition of these historical artefacts, focusing particularly on
how texts and illustrations are lied out in their pages (Sanderson et al. 2011;
Baechler and Ingold 2010). Despite the variation in these layouts, we aimed
to identify commonalities and incorporate them into our layout definition to
achieve results that accurately reflect historical realities.
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Figure 3: An example of complex identification: Singing is often depicted
with one or more performers, mouths open, gathered around a book (with
or without musical notation). This instance features three angels singing
from a manuscript. Location: Abbeville, Hauts-de-France, France. Original
location: Picardie, France. Century: 15th. Dates: 1480–1500. Source:
Abbeville, Bibliothèque Municipale, Manuscript 016, Folio: f. 034.

Medieval manuscript pages usually present the main content displayed
in one or two columns, with the alternation of text chunks and visual ele-
ments. Text is adorned with large, decorated letters (initials) marking the
beginning of a paragraph, and with sentences written in colored ink to pro-
vide emphasis (rubrication). Visual elements, or illuminations, are not only
present within the columns, where they are referred to as miniatures, but
also on the margins of the page, taking the name of borders. The margins
are typically decorated, indicating the preciousness of the manuscript based
on their size. Two examples of possible page layouts are shown in Figure 5.

4.2.2 Elements Collection

There are different elements to be considered when composing a manuscript
page. Firstly, the background should be an image representing an empty
page made of parchment or paper. We employ the set of empty pages utilised
in (Monnier and Aubry 2020) to generate the SynDoc dataset.
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(a)

(b)

Figure 4: Left: Musical angels playing a variety of instruments. Bibliothèque
Nationale de France, Île-de-France, France. Original title: Couronnement de
la Vierge (Paris, BnF, Latin 18014 f.48v), from “Petites heures de Jean de
Berry”. Right: detail showing musicians with various instruments: citole,
lute, shawm, bagpipe, transverse flute, organ, harp, tambourine, vielle, tim-
pani, psaltery, hurdy-gurdy, triangle, and horn.
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Figure 5: Two examples of page layout. On the left, a left-sided, one-column
layout; on the right, a right-sided, two-columns layout. In yellow the mar-
gins, in green the column(s), in red the area separating the columns.

The text chunks to be placed in the columns are generated using extracts
from medieval manuscripts (McGillivray and Kilgarriff 2013) and fonts re-
sembling medieval handwriting.

Finally, visual elements such as miniatures, borders, and initials were
manually annotated in the manuscript images from the Musiconis dataset,
including detailed information about musical instruments and performers.
We also retained a portion of the images from Musiconis where these visual
elements were not annotated, to serve as a baseline for comparing the perfor-
mance of the detection models. In addition to bounding box coordinates, for
each instrument we annotated the type of instrument (i.e. horn, lute, harp
etc.) and its family (i.e. aerophone), while performers are labelled with
their type (i.e. musician), the genre (i.e. angel) and, in case of animals, the
type of animal depicted (i.e. monkey, dog, bear). These annotations allows
the extraction and, consequently, the employment of annotated figures with
musical instruments in the data generation process.

4.3 Synthetic Image Generation

The generation process designed aims at creating synthetic images that could
resemble existing manuscripts. The process begins with the sampling of a
background image from the aforementioned set of parchment empty pages.
We randomly choose, with equal probabilities, whether the page is left-sided
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or right-sided: this will mainly define the size of lateral margins, which are
wider on the outer section of the page. In this same manner, we randomly
choose whether the page consists of one or two columns: this decision will
affect the layout of the page and the way in which elements will be placed
in it.

According to the dimension of the background image and to the randomly
chosen layout, we define the size of the margins and central area of the layout.
The page is divided using a grid made of equally sized columns and equally
sized rows: during our experiments, we found that using 9 columns and
14 rows gives the right balance between simplicity and flexibility. The outer
margin is made to be twice the size of the inner margin, as well as the bottom
margin is twice the size of the top margin; for instance, in the usual setting, a
bottom margin will have the size of two rows, while the top margin will have
the size of one row. The central area, usually composed of the remaining 6
columns and 11 rows, takes up all the remaining space: in case of two column
pages, an empty space, where no elements can be placed, will be drawn in
the middle, taking the size of one column and spanning the whole central
area height.

Having set up the layout and the relative dimensions, it is now possible
to place elements inside it. First of all, we randomly decide whether to place
a visual element in the page: given the nature of medieval manuscripts, this
happens with a much lower probability with respect to full text pages. In
case a visual element will be placed, we define its position and how many
rows it will span: this gives the maximum size that could be reserved to
the element, which will be sampled from the set of visual elements and
then resized in order to fit into the designated area. Text is placed on
the remaining empty rows: its font is picked from a curated list of fonts
resembling medieval handwriting and the content is chosen among medieval
Latin texts (McGillivray and Kilgarriff 2013). The font size is adjusted
according to the resolution of the page employed, while the content is left
aligned and repeated or cut in order to fit the whole page. Both visual
elements and texts are blended onto the background image using a technique
called Poisson image blending (Pérez, Gangnet, and Blake 2003).

Finally, degradation is added to the pages, in form of random noise,
Gaussian blur or random shapes. Examples of the possible outcome of the
process are shown in Figure 6.

5 Discussion

The main contribution of this paper is the development of a synthetic dataset
for medieval musical iconography, addressing the scarcity of available im-
ages for machine learning tasks. This method will enhance the capacity
for accurate analysis and classification of musical instruments in historical
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Figure 6: Examples of synthetic generated images.

manuscripts. The purpose of this paper is to focus on the methodology used
to generate the synthetic images. The quantitative analysis and evaluation
of models trained with the synthetic dataset will be covered in future work,
where we will assess the dataset’s impact on machine learning performance.

By focusing on the generation process in this work, we lay the groundwork
for future applications and analyses. This methodology provides researchers
with a new framework for generating synthetic medieval musical images,
which can then be used to develop and test machine learning models for
historical image classification.

Further work will involve utilizing the full amount of images available in
the Musiconis database to compare the performances of reference algorithms
in computer vision. Subsequent efforts will also focus on developing datasets
for various objects beyond illuminations, expanding the scope of research to
include a wider array of medieval iconographic elements.

Additionally, the algorithms developed in this project need to be in-
tegrated with a IIIF application. This integration will enable the auto-
matic detection of musical instruments and performances in fully digitized
manuscripts, enhancing the usability and accessibility of these tools for schol-
ars and researchers. By facilitating more accurate and detailed analyses, this
project contributes significantly to the fields of musicology, art history, and
digital humanities, paving the way for future advancements and applications.
The interdisciplinary approach adopted here sets a precedent for collabora-
tions between computer scientists, art historians, and musicologists, fostering
a richer understanding of medieval visual culture.
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A Additional Samples

Figure 7: Additional samples generated with the SIMMI approach.
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