Chapter 14 ®
Defining Formal Validity Criteria for ST
Machine Learning Models

Chiara Manganini and Giuseppe Primiero

Abstract In the context of deterministic scientific simulations, formal validity
requirements have typically been defined to help us reason about the relationship
between the mathematical model underlying the target system and the computa-
tional model used to simulate it. With machine learning simulations entering the
picture, we argue that these formal requirements need to be reviewed, as the objects
to which they apply have significantly changed. This is due to several reasons:
the target system is no longer an available system object of investigation; the
probabilistic mathematical model is abstracted from the target system through the
mediation of the computational model, which however remains largely opaque to
us due to its high complexity. For these reasons, we formulate weaker, probabilistic
versions of the traditional relations of Simulation, Bisimulation, and Approximate
Simulation. Accordingly, we define three corresponding validity criteria that capture
arange of cases, from the strongest to the weakest, depending on the extent to which
the machine learning model can be assumed to correctly represent its target system.

Keywords Non-deterministic computation - Probabilistic simulation - Validity -
Model - Markov semantics - Process algebra

14.1 Introduction

The introduction of computational systems in the practice of science has had a
major significance for the related philosophical reflection. In particular, the use
of computational modeling and simulation software has called for the definition
of specific methodological principles to establish what is a valid scientific result
obtained through algorithmic processes. The problem of validity as a property of a
scientific result obtained by computational methods could be formulated as follows:
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Problem 1 (Computational Model Validity). What are the conditions for accepting as valid
the results of a computational model, and how do we express them formally?

In this broad context, the integration of machine learning (ML) methods in computer
simulations has represented another turning point. Widely discussed in the con-
text of “traditional”’—i.e., non-ML—simulations (Humphreys, 2004; Durén, 2018;
Duridn & Formanek, 2018; Alvarado, 2023), two problematic aspects characterize
most ML systems, and hence most ML simulations:

1. Opacity, due to their high structural complexity,
2. Non-determinism, resulting from their instantiation of learning methods to spot
statistical patterns in the data.

The problem of validity for ML simulations can therefore be reformulated as
follows:

Problem 2 (Opaque and Non-Deterministic Computational Model Validity). What are the
conditions for accepting the results of an opaque and non-deterministic computational
model, and how do we express them formally?

Despite the abundance of technical and philosophical analyses of ML opacity
(Guidotti et al., 2018; Boge, 2021; Facchini & Termine, 2022) and ML non-
determinism (Summers & Dinneen, 2021; Cooper et al., 2022; Creel & Hellman,
2022), a full-blown theoretical examination of Problem 2 is still at early stages at
the moment. With the present contribution, we wish to help to address it.

In order to do so, we start from an overview of the philosophical debate on
deterministic simulations in Sect. 14.2. We then turn to non-deterministic ones,
first in general terms (Sect. 14.3) and then focusing on four specific aspects
constituting relevant departures from the deterministic scenario (Sect. 14.4). We
then advance our proposal for a formal approach to Problem 2 that essentially
consists in extending one already formulated for the deterministic case in (Primiero,
2019) to non-deterministic simulations. This idea is offered in Sect. 14.5, where we
justify the choice of the relevant formal structures, without providing any full-blown
formalization yet, which will be addressed in further work. Finally, in Sect. 14.6, we
formulate some related questions on the notion of validity emerging from the use of
non-deterministic, opaque computational models. Section 14.7 concludes the work
with an overview of the future steps of this research.

14.2 The Story So Far: On the Validity Criteria for
Deterministic Computations

The conceptual study on what kind of validity conditions can be established for
results obtained from implemented computational systems, such as simulation
software, is a complex issue. It is strongly intertwined with the question of whether
such criteria can be formulated in a formal setting. The origin of this debate is
notoriously traced back to Humphreys:
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Inasmuch as the simulation has abstracted from the material content of the system
being simulated, has employed various simplifications in the model, and uses only the
mathematical form, it obviously and trivially differs from the ‘real thing’, but in this respect,
there is no difference between simulations and any other kind of mathematical model, and it
is primarily when computer simulations are used in place of empirical experiments that this
element of falsity is important. But if the underlying mathematical model can be realistically
construed (i.e. it is not a mere heuristic device) and is well-confirmed, then the simulation
will be as ‘realistic’ as any theoretical representation is. (Humphreys, 1990, pp. 501-502)

From the assumed epistemological identity of the validity of computer simulations
and their use in place of empirical experiments, the question arises of how to
formulate their validity conditions. In particular, it becomes pressing to establish
whether a formal treatment of such criteria is possible. Here the debate has diverged,
with different positions being formulated in the literature. On the one hand, it has
been argued that such a question cannot be answered in absolute terms, and that
the very conditions of knowledge of the target system determine the appropriate
methodology to formulate what validity means:

For the data to hit the target, the experiment, simulation, or “simulating experiment” must
mirror the target in a number of relevant aspects. Whether the mirroring should be purely
formal or material in character, depends on the kind of question we are asking, and on the
amount and quality of background knowledge we have accumulated regarding the target
system itself. (Guala, 2002, p. 15)

On the other hand, detractors of formal methods—including Humphreys himself—
have argued against the usefulness of formalization, seen as imposing a further
departure from the observed system, to be added to the abstractions and idealizations
already implied by equation-based models:

[...] no comprehensive model at the level of the total system exists. Computationally
irreducible processes thus occur in systems in which the most efficient procedure for
calculating the future states of the system is to let the system itself evolve. [Flormalization
takes one away from what is important about the form of the equations, and hence is at
best unnecessary; at worst it distorts the important formal features. [ .. .] logic is not well
suited to deal with every goal of science, or even particularly well with any one of them.
(Humphreys, 2004, pp. 149-153)

Nonetheless, provided that computational models have proven time and again their
extraordinary capacity for accurately predicting the behavior of real systems, their
reliability inevitably requires formal criteria to assess their correctness:

If computer simulations are reliable processes that render correct results, then we need a way
to characterize what a ‘correct’ result would be. [ ... ] Verifications and validations are two
fundamental pillars for asserting the reliability of computer simulations [ . . . ] [R]esearchers
are on good grounds for claiming that their computer simulations are reliable processes, and
thus that they are justified in believing that the results of the simulation are correct. [...]
[R]eliability of computer simulations support the claim that researchers are able to claim for
explanation, prediction, and [ .. .] for understanding of the results. [...] Although neither
software nor hardware can be fully verified or validated, researchers are still developing
methods that reduce the occurrence of errors and increases the credibility of the simulation.
(Durén, 2018, pp. 91-96)
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As stressed also by Humphreys (2019) with the notion “construction assumptions”
for formal templates, the role of formal methods is crucial to establish what kind
of idealizations and approximations are appropriate in knowledge construction.
Determining such assumptions for computational methods is essential to distinguish
which validity criteria hold. It is, in fact, necessary if we want to know under which
conditions the results of such models can be deemed valid.

One attempt to ground such formal validity conditions is the notion of iso-
morphism, well-known in the philosophical debate on what enables a scientific
model to represent the target system (van Fraassen, 1980; Brading & Landry,
2006). The isomorphic view anchors scientific representation in the existence of a
formally definable one-to-one, bijective correspondence between the set of states
representing the dynamic evolution of the target and the one representing the
dynamic evolution of the computation. Notoriously, it has been argued that such
a conception is somewhat too strong, as it requires perfect matching between the
target’s and the model’s structures. Moreover, it imposes properties like reflexivity
and symmetry that seem undesirable for qualifying the representation relation (see,
for example, the directionality requirement by Frigg & Nguyen, 2017, p. 55). To
respond to these shortcomings, weaker variants of target-model correspondence
have been proposed, like partial isomorphism and homomorphism.

In what follows, we are interested in developing an approach inspired by the
isomorphic view and its weaker versions. In particular, we borrow the concept of
simulation relations from the process algebra literature, where they have been used
to define different identity conditions for software systems (Angius & Primiero,
2018). Moreover, in (Primiero, 2019) these relations have been applied to the
problem of validity of computer simulations, to formalize the correspondence
between the deterministic model of a target system and the deterministic compu-
tational model of a simulation software that should predict or describe it.! Such an
application defines the underlying formal mappings between:

1. An observed target system;

2. An abstract mathematical construct that describes the dynamic transformations
of the target system and the relationships between its scientifically relevant
variables;

3. A computational model, i.e., an algorithmic structure that translates the math-
ematical model into discrete and approximate solutions that computers can
process;

4. A physical computational system executing the computational model.

I This formal strategy relies on an idealization process which assumes the ability to construct
models for both the target and the computational systems. Especially for the former, such an
idealization is not trivial and it may have to take into account certain limitations, such as partial
observability (see Sect. 14.5).
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Essentially, the basic idea behind the present contribution is that of translating the
above entities and the relations among them into proper formal counterparts known
from process algebra. In particular, we will primarily focus on (1-3) and their
relations, leaving aside the questions relative to (4) and its relations with the other
three entities (in other words, we will assume the physical implementation of the
simulation software to be correct, which is of course a crucial requirement for the
validity of the simulation results).

Without entering into the formal treatment yet, suffice to say that simulation
relations can be used to define formal criteria for simulation validity as they allow
us to express whether and how the target system and the computational model match
in their dynamic evolution (i.e., in terms of their initial states and transitions). The
ultimate goal is to verify property satisfaction, thereby checking whether a condition
holding for one structure (something the target system satisfies) also holds for the
other (i.e., the computational model). In regard to this, three fundamental types of
simulation relations can be described as follows:

* Ina Simulation Relation, the computational model displays only behaviors of the
target system;

* In a Bisimulation Relation, the computational model displays all and only the
behaviors of the target system;

* In an Approximate Simulation Relation, the computational model displays some
but not only behaviors of the target system.

Hence, a Simulation Relation holds between a computational model and the target
system whenever the former mimics all stepwise behaviors of the latter, but not
vice versa. A Bisimulation Relation holds if the above relation is shown to hold
in both directions, i.e., when the two systems exhibit identical stepwise behavior.
The Approximate Simulation Relation expresses incompleteness and divergence of
the computational model with respect to the target, as some computational behaviors
have no counterpart in it. By means of these relations, one can for instance guarantee
properties of the target system by verifying their presence in some or all behaviors
of a sufficiently precise simulative computational structure. Moreover, the relations
of Simulation and Bisimulation have been used to define the notions of exact and
inexact copies of computational artifacts (Angius & Primiero, 2018), while a notion
of Approximate Simulation Relation is introduced to define approximate copies.
The corresponding safety and liveness checking algorithm over approximate copies
is defined in (Angius & Primiero, 2023).

At this point, one might wonder whether this framework is applicable to the case
of ML simulations where, as we said, the deterministic assumption fails because of
their inherent stochastic nature. In the next section, we extend the investigation in
this direction.
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14.3 The New Scenario: Entering Non-Deterministic
Computations

Machine learning systems have almost entirely changed any discussion on algo-
rithms. Although deterministic computations still represent a crucial and over-
whelming technological component of our daily lives, as well as the object of recent
philosophical investigation (Angius et al., 2021), the new generation of Al systems
is increasingly employed in scientific and industrial contexts alike. From the point of
view of the present investigation, we are interested in assessing which formal criteria
can be formulated to establish whether the result of an ML simulation (for example,
to generate input data in driving scenarios or product lines in simulated factories)
can be considered valid. To better understand what kind of validity is adequate for
ML simulations, let us first clarify their underlying ontology and how it differs from
that of traditional simulations.

We begin by considering a general statement applicable to any simulation,
whether traditional or ML-based: the target system is what ultimately grounds the
notion of validity for all simulation results. Not only in the sense that the resulting
predictions are a posteriori evaluated against observations of the target system itself
(to statistically validate the model), but also in the sense that the target system
plays a pivotal role in the actual process of simulation construction. The dual role
played by the target system could be seen as roughly tracing the distinction between,
respectively, the context of justification and the context of discovery (Reichenbach,
1938): on the one hand, based on the target system we justify whether the simulation
is valid; on the other hand, we find such a simulation model by looking at the target.

Against this general characteristic of simulations, we notice that ML simulations
constitute a departure from traditional ones in regard to the actual process through
which the computational model is constructed from observations. In the traditional
simulation scenario, the mathematical model given by an already established math-
ematical description of the target phenomenon—for instance, a set of differential
equations—is top-down translated into the computational model by a manual
process:

It is well documented, for example, that the mathematical operations that form the basis
of computer simulations of dynamic systems are quite different from those found in the
theoretical stages of inquiry. [...] The way a computer simulation solves an equation is
by providing approximate values to discretised parameters that roughly correspond to the
results one gets from a continuous equation. While the results can be similar or approximate
to an almost negligible degree, the fact remains that both the results and the methods by
which they are arrived at are distinct from a continuous equation. Often the translation
of mathematical models into code for a computer to run includes many idiosyncratic
engineering practices that are far removed from the sound theoretical principles in virtue
of which the initial model was constructed. (Alvarado, 2022, p. 1190)

On the other hand, in the ML case, something different happens. Through the
training process, the mathematical function is automatically extracted from a sample
of data—the training set—that is considered to be representative enough of the target
system. This process is, instead, bottom-up, in the sense that the mathematical model
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is obtained from the computational one, rather than the other way around. As a
result of this bottom-up process, ML systems inherently exhibit two fundamental
characteristics: non-determinism and opacity.

Regarding the former, in fact, the result of the learning process is a computational
model implementing the learned function f which constitutes the mathematical
model of the ML-based simulation. This describes a probability distribution that
associates each input with its outcome probabilities. Therefore, the input-output
relation is non-deterministic to the extent that it is stochastic, i.e., can be reasoned
upon using probabilities.

As for the opacity, we can see the training phase as a process that makes it pos-
sible for the designer of the computational model to formulate a specification (i.e.,
the set of functional requirements) of its functioning without explicitly expressing it.
The training data set in fact provides a partial specification of the required behavior,
thus partly replacing the designer’s intentions and requirements.” A first, crucial
aspect of the ML opacity is that the outcome of the training process is not already
the probabilistic function f , but the computational model that implements it—i.e.,
the list of parameters of a neural network. This means that a work of abstraction
is further required to extract the mathematical model out of the computational
one, as the former is not immediately accessible to us. However, even when the
mathematical model is successfully reconstructed from the algorithm, this may not
be a guarantee of epistemic transparency, due to its inherent complexity. A second
and significant obstacle to transparency is hence represented by the huge number
of variables X;, ..., X, of f , that makes its decomposition into simpler joint
distributions P(X;) with 1 < i < n a very complex epistemic task (see Facchini
& Termine, 2022).

The computational model is in turn implemented into a physical artifact which
materially executes the computational processes fixed by the formal dynamic
descriptors. The result returned by such a physical computational execution con-
stitutes the final experimental result of the entire ML simulation. Standard software
testing techniques can be used to verify its correctness and validate it. For the veri-
fication of machine learning models, both the training engine and the trained model
can be tested through standard software techniques, while the validation of the
trained model is usually carried out by means of well-known performance metrics,
such as accuracy, precision, recall, F1-score, and AUC-ROC. Note, however, that
here we are not interested in asking which among these statistical measures is best
suited to evaluate the fitness of a machine learning system for a given prediction
task. Rather, what we are seeking to do is to establish a formal counterpart to
such statistical criteria of validity. This goal is not entirely new. Indeed, formal
approaches to the verification of ML systems are slowly emerging within the
literature. Starting from the work by Seshia et al. (2018), computer scientists have

2 Under this perspective, machine learning could be thought of as a new, automatic process
of “requirement engineering”, in the sense of the term discussed by Jackson (1995), aimed at
producing “learned” specifications (Banks & Ashmore, 2019; Vogelsang & Borg, 2019).
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increasingly focused on the formal verification of deep neural networks, in order
to check some properties of interest—such as safety, liveness, and robustness.
Within the philosophical literature, noteworthy contributions include the work by
Angius and Plebe (2023). In a similar spirit to ours, the authors investigate what
are the appropriate validity criteria for Deep Learning (DL) systems. Interestingly,
they claim that the most appropriate notion of correctness for such systems is that
of experimental validity, as defined in (Primiero, 2019). An experimentally valid
simulation is one in which:

* The mathematical model is fit for purpose, i.e. it is able to represent some of the
requested variables and inferential properties of the target system;

e The derived computational model is isomorphic or partially isomorphic to
the mathematical one and usable, i.e., it allows to accomplish the desired
experimental analysis.>

Here, we want to expand the intuition further. We agree with Angius and Plebe
in considering the notion of experimental validity as the most appropriate to
account for the evaluation of machine learning models. Nevertheless, reasoning
transparently and deterministically about the identity of their behaviors—as we
saw in the previous section, by means of deterministic simulation relations—seems
impracticable for the reasons that will be illustrated in the next section.

14.4 Novel Aspects of Simulation Relations for
Non-Deterministic Computations

We now turn to four aspects of ML simulations marking a significant difference
with respect to traditional ones. These aspects, we argue, make simulation relations
defined in Sect. 14.2 inapplicable to the ML context.

To begin with, it is extremely hard to establish what is the relevant or appropriate
target system for an ML simulation. In other words: defining correctness is a hard
task for computational systems of this sort. In traditional simulations, one usually
starts with the object to be modeled (a physical, social, or engineering system), and
only then designs the relevant computational model to simulate and study it. On
the other hand, when a machine learning system is at work, one may only extract
intended or desirable behaviors for a correct prediction, while establishing whether
false negatives and false positives occur—and their frequency—is a different matter
and so is determining whether unintended results are produced. For instance, in
the case of a self-driving autonomous system trained on real data, surely there is
an informal intention, possibly expressed by the relevant rules of road navigation

3 Note that these notions are to be considered weak as opposed to robustness of a model, where the
model is able to include all variables of interest and all the inferential properties of the simulated
empirical system.
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in urban and non-urban environments, to avoid collisions and in general to drive
safely. This certainly can be taken to constitute “the norm” that the trained model
should respect. The formal specification of such rules and habits, against which the
model trained on the data should be evaluated, is a different matter. Verifying that
the algorithm is correct would require such a formal specification and that it does
satisfy it for all potential cases and nothing else, which is a matter of testing against
numerous, if not infinite, cases of use.

Second, which learned model is working as a computational model is not
necessarily known beforehand. While in standard deterministic software systems
the definition of the mathematical function is sufficient to establish the behavior
of the system for any given input, in the case of machine learning systems the
mathematical function is largely determined by the training data. Change the data,
change the learned function. Hence, only by knowing in detail both the function and
the training data, one can be at least sufficiently aware of what type of computations
one can expect to occur once a new input data is provided.

Third, even when the computational model is known, an accurate definition
of its behavior with respect to the intended mathematical function—the desired
behavior—is not always possible. To this aim, one would need to be able to perform
statistical inferences on its behavior on the given test set, to establish whether there
are input/output relations that falsify the intended functional behavior represented
by the mathematical function of learning. Unfortunately, performing such inferences
is often impossible, due to the inaccessibility of the structure of the model and its
complexity.

Finally, the computational model itself cannot be directly evaluated as to whether
it is appropriate to the task at hand. To do so, one would need to have full access to
its structure, namely, parameters which are automatically set, and hyper-parameters
which are tuned either manually or automatically. Full understanding of these
coefficients is extremely hard in practice, and often totally missing for the end
user. Even more crucially, even assuming its availability, it is unclear whether this
knowledge would make the validation of the model any easier, since we might be
unable to establish cognitively meaningful simulation relations between the model
structure and the target system, as discussed in Chap. 12 by Kieval (2025).

All the above makes it very hard to establish what is a valid result for such
a system. One would need to know that the test set agrees with the training set
and that the distribution stability is satisfied to prevent loss of prediction accuracy
or distribution shift. One would also need to have both structural and inferential
knowledge of the computational model, while the former is hard and the latter very
hard, especially without any formal modeling. The result of these considerations
is double. On the one hand, it seems that the very essence of the formal model on
which simulation relations are defined, i.e., the requirement of representing states
of both the target system and of the computational model, the ability to establish
valid evolutions of both structures, and the strategy to compare them to identify
whether their behaviors are totally or partially identical, is bound to fail because of
the opaque and non-deterministic nature of the new computational model at stake.
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On the other hand, though, it is evident that without such a formal analysis, the
evaluation of such systems based on their accuracy can only rely on non-structural,
almost epi-phenomenal reasons, thereby making the claim of validity for their use
in scientific contexts void. What is needed, therefore, is a formal model which may
accommodate the uncertainty of both the structure and the behavior of machine
learning systems.

To take stock, when it comes to ML simulations, it becomes impossible to assume
a well-defined and sufficiently fine-grained representation of the computational
model to check its structural identity with the target system; this calls for some
new formal validity principles, as those that will be introduced in what follows.

14.5 Extending Validity Criteria to ML Simulations

A well-studied and natural way to represent the uncertain behaviors of machine
learning systems is provided by probabilistic extensions of state transition
systems—such as Markov Chains, Markov Decision Processes, or Probabilistic
Process Algebra (Jonsson et al., 2001; Lépez & Nufiez, 2004)—and their associated
simulation relations (Baier et al., 2000; Baier et al., 2006). An equivalent approach
consists in devising an appropriate inferential system (see, e.g., D’Asaro et al.,
2025; Genco & Primiero, 2023). Either way, a common strategy underlies these
formalizations:

* Assign probability distributions to training and test data as frequencies in the
population to represent possible data for the trained model and possible test
inputs;

* Assign to each feature the probability to hold for the current data point;

* Compute, by an appropriate probabilistic consequence (or inference) relation, the
probability that any set of assignments of features leads to an assignment of the
target feature (as an equivalence class).

An attribution of features to a data point for classification or prediction represents
a state of the model (or a derivable formula); an evaluation of a new feature is
an action that allows one to move from state to state (or a rule to proceed in the
deduction); and the end state is one where the target feature is reached (or deduced)
with a certain probability. Doing so for the target system and for the computational
model respectively allows one to ask how much the two resulting abstract structures
are similar to each other, or else how much the model of the ML classifier represents
the model of the target system. To do so, one may refer to simulation relations
for probabilistic systems to evaluate the adherence between the ML computational
model and the target system, based on the given probability assignments.
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In the literature, it is usual to distinguish between strong and weak simulation
relations to distinguish cases where a simulation relation* holds between two
systems whose states are completely observable, from those cases where the systems
are only partially observable (Baier et al., 2006). ML models clearly refer to the
latter case. Hence, we can define three weak counterparts of the simulation relations
previously introduced, to express partial identity of the computational ML model
and the probabilistic representation of the target system:

e In a Weak Simulation Relation, the non-deterministic computational model
displays only behaviors with at least the same probability as in the target model,;

e In a Weak Bisimulation Relation, the non-deterministic computational model
displays only behaviors with the same probability as in the target model,

e In a Weak Approximate Simulation Relation, the non-deterministic computational
model displays not only behaviors with the same probability as in the target
model.

Some observations are necessary concerning these variants of the simulation
relation. The relation of Weak Simulation admits the case of underfitting: the ML
system does not predict beyond the scope of the target system, while it may assign
to certain predictions a higher probability than the corresponding value in the target
system. In contrast to this, Weak Bisimulation expresses in formal terms a perfect
fitting of the computational model with respect to the target system: what the model
predicts is as in the system. This relation can only be instantiated by a perfect
classifier: despite not knowing all the probabilities for the intermediate evaluations,
the observed results do not show any false positives or false negatives. Finally, the
Weak Approximate Simulation Relation renders the notion of overfitting: the model
may make predictions which are in the scope of the target system, but it may also
predict features of variables which the target system does not admit. In this sense,
the computational model may create predictions which do not reflect the complexity
of the model, and therefore the classification may show high bias.

The formal translation of these relations is left for another occasion. Instead, we
now focus on how these relations, and the notion of validity they induce, allow us
to answer crucial questions on the correctness of results produced by computational
systems based on machine learning algorithms.

14.6 Validity Principles

When using systems based on machine learning algorithms, the question of their
validity reduces to understanding how much can be known about the correctness

4 This applies to Simulation and Bisimulation. The notion of Approximate Simulation Relation
introduced in (Angius & Primiero, 2018) misses such a distinction in the literature. The definition
of a Weak Approximate Simulation Relation in this section is meant to precisely fill this gap.
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of their results with respect to the intended or actual behavior of the target
system. Such functional knowledge would be inferable under the assumption of
structural knowledge of the computational system under observation. Unfortunately,
as highlighted above, such structural knowledge is almost always not available
for ML algorithms, except for trivial cases. A possible strategy to attack such a
problem, under the assumption of the ability to determine simulation relations for
probabilistic systems as formulated above, is to establish what type of knowledge
we can infer from the fact that such a relation holds. To further explain this
aspect, we will formulate some questions related to the structural knowledge of
the computational system under analysis and show which answers can be provided
in terms of simulation relations.

The first pair of questions concern the relation between the characteristics of
a seemingly correct prediction/classification and the inferable knowledge on its
underlying causal structure and its verifiability:

Question 1 Can we establish why a certain ML classification/prediction is correct?
Question 2 Can we verify that an ML system classifies/predicts correctly for the same
reasons we would use to explain the real-world phenomena?

To answer these questions, let us reconsider the criteria associated with ML-based
simulations. The assertion that a non-deterministic model of the ML system validly
represents the target system would require, at the very least, that the former displays
only behaviors expected or assumed to hold for the latter. Failing this, one would
have evidence that the structure of the computational model exceeds in some way
that of the target system. Such validity of the structure should, in principle, be of a
causal nature.” Arguably, of the three simulation relations defined in the previous
Section, only the Weak Bisimulation captures a necessary (although not sufficient)
criterion for establishing causal correctness between the ML model and the target
system. Hence, a machine learning model can be assumed to be causally correct
for a given target system only if a weak bisimulation relation holds between them.
Accordingly, a machine learning artifact is causally correct only if it implements
without errors a causally correct computational model.

Unfortunately, this is a necessary but not sufficient condition, as a much stronger
criterion would need to be formulated. Interventionism or causal manipulation
is currently considered the most adequate one, as it requires to qualify which
variables are significant by observing structural variations induced by changing their
values (Woodward, 2000). This approach is largely used in ML practice through
perturbation techniques, consisting in switching some features’ values from current
to alternative ones (Liu & Lorini, 2023).% The following principle summarizes the
above:’

5 There is a long-standing debate on the causal validity in models and the associated problems. See,
for instance (McKim & Turner, 1997; Beckers et al., 2023). For a recent overview of the notion of
causality in machine learning see (Termine & Primiero, 2024).

6 For a non-causal interpretation of ML systems and their explanations see Chap. 8 by Buijsman
(2025).
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Principle 1 (Justifiably Valid Model). A machine learning based computational model is
justifiably valid for a given target system only if at least a weak bisimulation relation holds
between them, i.e.:

* The test data satisfy all and only probabilistic assignments of the training data, and
* The assignments of the machine learning model to data points in the test data match only
the features in the target system.

Note that the formulation of the first point in the above definition assumes that no
distribution shift occurs between training and test data.

The second pair of questions concern the possibility that a correct model for
some target system is wrongly extended to be used for a different target, or what
in the literature is known as the Out-of-Distribution problem. So, assuming that an
implemented system matches the real-world phenomenon’s causal structure, how do
we know the underlying test set is representative of the real-world phenomena? And
moreover: if the classification is not too limited by the training set, is its distribution
stable with respect to the currently given test set? In other words:

Question 3 What are the limits of the training set for the validity of the ML classifica-
tion/prediction?
Question 4 What are the limits of the test set for the validity of the ML classifica-
tion/prediction?

In this case, the necessary condition for the simulation relation is that the com-
putational model displays behaviors that have at least the same probabilities as in
the target system, or that the machine learning system does not underestimate the
predictions which are realistically assigned by the target. This brings us to a weak
notion of validity:

Principle 2 (Weakly Valid Model). A machine learning based computational model is
weakly valid for a given target system only if at most a weak probabilistic simulation
relation holds between them, i.e.:

* The test data satisfy probabilistic assignments with at least the same values as in the
training data, and

* The assignments of the computational model for features to points in the test data are at
least the same as in the target system.

Also in this case, the condition is necessary but not sufficient. This means that a
guarantee that the current model is applied with a valid training set and to a valid
test set would again require a stronger condition, reducing in the first place to (but
not just) the notion of justifiably valid model.

Consider that verifying Weak Bisimulation (which implies perfect fitting) is hard:
this is not just 100% accuracy, but a full-blown probabilistic structural identity
on data sets and step-by-step probabilistic evaluations. On the other hand, weak
simulation (admitting underfitting) implies the ability of the machine learning model
to correctly classify/predict multiple data sets, a phenomenon hardly known in

7 For significant contributions to the role of justification in ML, see Chap. 4 by Duran, (2025),
Chap. 5 by Alvarado, (2025), and Chap. 6 by Zednik and Verreault-Julien (2025).
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reality. This suggests that justifiable validity and weak validity for machine learning
based computational models may be difficult to obtain.

The last and weakest degree of validity is the one expressed by the relation of
approximate weak simulation:

Principle 3 (Almost Valid Model). A machine learning based computational model is
almost valid for a given target system only if at most an approximate probabilistic
simulation relation holds between them, i.e.:

» The test data satisfy probabilistic assignments with at least the same values as the
training data, but not only, and

» The assignments of the computational model for features to points in the test data are at
least the same as in the target system, but not only.

In other words, we are considering a computational model which might be express-
ing underfitting evaluation for the variables of interest, while this does not exclude
that it assigns values to non-relevant features. The corresponding ontological notion
is what has been called a usable computational artifact in (Primiero, 2019, p.
266), that is, a computational system which allows for a consistent and fit-for-
purpose experimental analysis of the conceptual space determined by the variables
of interest, although it does not exclude assignment of probabilities outside of the
scope of the target system. Note that usability is here intended in a deprecative sense,
since an artifact can be usable, yet without ensuring the validity of its result. In fact,
the relation of approximate simulation is the most realistic case, as it admits both
overfitting and underfitting: this implies asking for which features the computational
model is too strong, and for which is too weak, for which features the model
might be positively and negatively biased. In this sense, verification of approximate
simulation might be a crucial step for improving the fairness of machine learning
models.

14.7 Conclusions

In this work, we have approached the problem of formulating validity criteria
for ML-based computational models. We argued that such a task requires formal
modeling: the validity problem consists in assessing correctness criteria, and
hence it assumes the necessity of essentially formal verification techniques. It was
then pointed out that a currently available strategy—based on defining simulation
relations between the structure of the computational model and that of the target
system—is challenged by two characteristics of ML methods: opacity and non-
determinism. To address this limitation, we have proposed that weak simulation
relations based on the definition of probabilistic models are appropriate to the
definition of validity conditions for the computational models of interest. The result
of such an approach suggests that formal validity criteria can be formulated for a
nuanced range of cases, going from the strongest to the weakest, according to how
much a computational model can be assumed to correctly represent a given target
system.
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We have furthermore formulated a notion of justifiable validity expressing
necessary (but not sufficient) conditions for a computational model capable of
fully expressing the range of results assumed to be correct for the target system.
The notion of weak validity offers necessary (but not sufficient) conditions for a
computational model capable of being at least as correct as the intended results
of the target model but possibly admitting overfitting. Finally, the criteria for an
almost valid model spell out the necessary (but, again, not sufficient) conditions
for a computational model capable of at least being as correct as the intended
results of the target model but possibly admitting high bias. The formalization of
the associated simulation relations and the formulation of appropriate verification
algorithms are the next steps in this research.
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